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Message from the Workshop Chair

I am pleased to welcome the participants in the 7th Layered Assurance Workshop. The LAW organizers
strive each year to ensure that your investment in attending is worthwhile. LAW represents a continuing ef-
fort to identify, from the experiences of consumers and producers of trustneedy systems, current gaps in the
mosaic of assurance, and to seed the research community with these findings to stimulate pre-competitive
research to fill those gaps.

LAW provides a forum for exchange among customers, developers, evaluators and researchers. It is our
intent and hope that this effort will yield future results, to be reported in subsequent years at LAW, that can
be integrated into the assurance practices of developers, evaluators and certifiers. We strive to provide a pro-
gram for LAW that has a balance of opportunities to present needs, describe ongoing work, report advances,
gain insights from thought leaders, interact and make new contacts.

As LAW chair I am most grateful for the steadfast contributions of Peter Neumann, Gabriela Ciocarlie, and
Christoph Schuba, and I hope you will join me in thanking them for our program and proceedings. Best
wishes for an enjoyable and productive Layered Assurance Workshop.

Rance J. DeLong, LAW 2013 Workshop Chair

Message from the Program Chair

It is my great pleasure to welcome you to the 7th Layered Assurance Workshop, hosted with ACSAC in New
Orleans, Louisiana. A total of 4 research and 4 work-in-progress papers were accepted this year. Each paper
received three reviews. I would like to thank all authors for their high-quality submissions and I am looking
forward to very engaging discussions around the submitted topics. Like in previous years, it was a pleasure
and privilege to work with the LAW Program Committee members and I thank them for their continuous or
more recent support. I would also like to thank Christoph Schuba, the LAW Proceedings Chair, for compil-
ing the LAW proceedings for the second year now.

Beyond the technical program in these proceedings, the LAW continues its tradition in offering exceptional
invited talks and panels. This would not be possible without Rance DeLong, the LAW Chair, and Peter
G. Neumann, the Law Panel Chair, who always bring together the very best contributors and supporters of
assured systems, and I thank them for that.

Looking forward to seeing you in New Orleans!

Gabriela F. Ciocarlie, LAW 2013 Program Chair
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ABSTRACT 
DornerWorks is developing a separation kernel product called 
ARLX based on the open source Xen hypervisor. ARLX is being 
developed to meet DO-178C Level A requirements for safety and 
high robustness requirements derived from the Common Criteria 
and the SKPP for security.  We present an overview of the ARLX 
product and describe how the Rockwell Collins Data Flow Logic 
(DFL) framework is being leveraged to demonstrate compliance 
with data isolation and information flow control requirements.   

Categories and Subject Descriptors 
D.4.6 [Security and Protection]: Security Kernels 

D.2.4 [Software/Program Verification]: Formal Methods 

General Terms 
Security, Verification. 

Keywords 
Xen, Data Flow Analysis. 

1. Xen 
The idea of abstracting hardware so that it appears as a virtualized 
service to software is not new. Already in 1974, Popeck and 
Goldberg [1] defined a Virtual Machine Monitor (VMM), which 
has “three essential characteristics. First, the VMM provides an 
environment for programs which is essentially identical with the 
original machine; second, programs run in this environment show 
at worst only minor decreases in speed; and last, the VMM is in 
complete control of system resources.”  A VMM is sometimes 
called a hypervisor. While an operating system manages 
applications, a hypervisor manages operating systems. It provides 
virtual machines (called domains or partitions) that enable 
multiple guest operating systems to run on a single computing 
platform containing one or more processor cores. A hypervisor 
manages the hardware on behalf of the software, preferably in as 
simple a way as possible. Consequently, hypervisors do not 
usually contain the more sophisticated features of a typical 
operating system, such as file systems, network protocol stacks, 
and graphical user interfaces. These services, which are often 
distinctly different between various OS vendors, are offered by 
the guest operating systems in domains, not by the underlying 

hypervisor.  

Isolated computational modules may be referred to as 
partitions in ARINC 653 and separation kernel parlance; in 
hypervisor parlance they are called virtual machines and in Xen 
they are called domains. The hypervisor is responsible for 
allocating hardware resources to each domain, regulating time on 
the CPU, restricting space in memory, and managing access to 
I/O devices. Figure 1 illustrates the relationship of the hypervisor 
to the domains as implemented in Xen. 1 

The first domain to start running at boot-up is called domain 
zero, or dom0 for short. It has enhanced privileges to call the 
hypervisor and access hardware. Dom0 starts the other domains, 
loading their executable images into memory and adding them to 
the CPU schedule so that they boot. Most device drivers are 
located within dom0, in order to keep the hypervisor itself simple 
and follow the principle of least privilege. Dom0 thus provides 
managed access to the I/O devices for the unprivileged user 
domains. 

 

Figure 1: Xen Domains 
Domains may contain virtualized operating systems, with a 

richer set of features than the hypervisor, but isolated to that 
single domain.  Xen supports a variety of these guest operating 
systems. For hardware that does not provide full virtualization 
support, the guest OS must cooperate with the hypervisor to some 
extent. This is called paravirtualization, and requires some 
modification of the guest OS. Examples of paravirtualized guest 
OS’s include Linux, NetBSD, Solaris, and a very simple OS 
developed by the Xen community called MiniOS. If full hardware 
virtualization is provided, then Xen can also support an 
unmodified guest OS. Examples include all the OS’s listed above 
plus variations of Microsoft Windows (XP, Vista, 7, etc.). Xen 

                                                                 
1 Approved for Public Release, Distribution Unlimited.  The 

views expressed are those of the author and do not reflect the 
official policy or position of the Department of Defense or the 
U.S. Government. 
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also supports use of a simple application running in a domain 
without any OS, known as “running on bare metal”.  

The hypervisor enforces the CPU schedule configured by 
dom0.  Inside each domain, the guest OS oversees process 
scheduling. The hypervisor manages inter-domain scheduling and 
the guest OS manages intra-domain scheduling.  

Communication between domains uses shared memory pages 
that Xen maps into the virtual memory space of the interacting 
domains. Xen also provides some infrastructure to aid in 
managing this inter-domain communication, such as event 
channels for asynchronous notifications and ring buffer macros to 
facilitate transfer of message data.  

When multiple domains use the same I/O device, Xen 
manages the sharing through these inter-domain communication 
mechanisms. Device drivers for shared I/O have a “split 
personality.” The top half of the I/O driver resides in the guest 
domains, primarily to provide the Application Programming 
Interface (API). The bottom half of the I/O driver resides in 
dom0, where direct access to the I/O device memory and registers 
is possible, usually via memory mapping of that access into the 
virtual memory space of dom0. 

2. ARLX 
As a result of both technical progress and economic pressures, 
embedded hypervisors are gaining momentum as valuable 
resources in the real-time engineer’s tool box. Hypervisors are 
attractive because they can provide a safe and secure environment 
for running a mixture of applications with varying levels of 
criticality on a single platform.  The ARLX product is being 
developed to enable the use of embedded hypervisor technology 
in safety and security critical systems. 

The ARLX name stands for ARINC 653 Real-time Linux on 
Xen. This reflects our foundation in the Xen open source 
hypervisor, our implementation of the ARINC 653 standard 
through extensions to Xen, and our ability to run real-time and/or 
open source guest operating systems in each partition (including, 
but not limited to Linux).  The ARLX product offers the 
following features. 

2.1 Permissive Licensing 
Licenses that restrict the ability to reverse engineer or modify 
code can severely hamper integration and certification efforts. 
ARLX endeavors to provide software with minimal restrictions. 
ARLX extends the Xen hypervisor, which uses the GPLv2 open 
source license. This license gives broad freedom to the customer.  
For example, once object code is purchased, source code is 
available at no extra charge.  Also, the customer may use and 
modify the code as they see fit, though the same licensing terms 
must apply as the original work.   

2.2 Open architecture 
Open architectures use public specifications, interfaces and 
standards to create a level playing field for component vendors. 
The ARLX hypervisor aims to provide an open architecture by 
adhering to open standards such as ARINC 653 as well as 
conformance with the Future Airborne Capability Environment 
(FACE™) and  the Command, Control, Communications, 
Computers, Intelligence, Surveillance, Reconnaissance/Electronic 
Warfare (C4ISR/EW) Interoperability (VICTORY) architecture.  

2.3 ARINC 653 Support 
ARLX extends the Xen hypervisor to implement the ARINC 653 
standard. These extensions include: 

 a modified Xen hypervisor separation kernel to provide time 
and space partitioning according to the standard. 

 a modified dom0 acting as a system partition to configure 
and boot the guest partitions, with a guest OS trimmed down 
to only the essential functions (a certifiable subset of the full 
OS).  I/O handling moved to a privileged domU. 

 a modified domU granted extra access privileges acting as a 
system partition to perform I/O management, including 
bandwidth partitioning for I/O devices shared by multiple 
guest partitions.  This is a change from standard Xen, which 
performs the back-end I/O in dom0. 

 a modified domU acting as a guest partition, also with a 
trimmed down guest OS. 

 an ARINC 653 API layered above the existing Xen inter-
domain messaging infrastructure to form the inter-partition 
communication channels. 

Partition switching has not yet been optimized, nor has the 
partition’s memory footprint been minimized. However, 
preliminary experiments have successfully demonstrated as many 
as 500 unique guest partitions with 100us partition windows 
scheduled along with 10 dom0 windows of 5ms each, for 510 
total scheduled slots within a 100ms major time frame on an Intel 
Core 2 Duo processor with 4 GB of main memory. 

2.4 Enhanced I/O Partitioning 
The ARINC 653 standard is clear in dictating how to partition 
time on the CPU and space in memory. It is less clear when it 
comes to Input/Output (I/O). ARLX implements isolation of I/O 
via an I/O Manager, which allocates a portion of the available I/O 
bandwidth to each partition. The I/O Manager runs in a privileged 
system partition. That partition also contains the back-end of each 
shared device driver. All I/O traffic between partitions and the 
devices is managed so that partitions can use their allocated 
bandwidth, but no more, thus providing safety. Placing this 
oversight function in a separate system partition also supports 
security goals because guest partitions are unable to detect the I/O 
usage of other partitions or to access the other’s data. 

2.5 Safety & Security 
The current approach for some avionics RTOS vendors is to 
separate their safety products from their security products. Safety 
is the focus of their ARINC 653 partitioning environments 
developed to DO-178C. Security is the focus of their separation 
kernels developed to Common Criteria (CC) guidelines for 
information assurance under the Separation Kernel Protection 
Profile (SKPP)2.  In order to combine the two, they place an 
ARINC 653 RTOS inside one of the separation kernel partitions.  
ARLX employs a simplified approach to achieve safety and 
security:  an ARINC 653 hypervisor. The ARLX design adds 
some functionality to the hypervisor itself in implementing the 
standard, but this is minimal, and in many cases actually reduces 
the amount of code leveraged from Xen (e.g., replace the set of 
CPU schedulers with a single, simple ARINC 653 scheduler). 
Pursuing these similar goals in the kernel makes sense.  Time 
partitioning for safety requires that CPU use by partition A does 
not change the CPU available for partition B.  Time partitioning 
                                                                 
2 Although NIAP has sunset the SKPP and intends to focus on a 

more systems-based approach, as of this writing they have not 
published a replacement. 
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for security requires that one partition cannot determine whether 
or not the other partition used the CPU.  The objective in 
minimizing additions to the hypervisor and delegating as much 
functionality as possible to less capable partitions is conformance 
with the security principle of “least privilege”.  

3. Security Assurance 
Information assurance products can be certified in accordance 
with the Common Criteria for Information Technology Security 
Evaluation [2]. Any product that is to be evaluated under the 
Common Criteria must be described by a Security Target (ST) 
and may claim conformance to a Protection Profile (PP) that is 
comprised of a combination of identified threats, security 
objectives, assumptions, security functional requirements, 
security assurance requirements, policies and rationales. Our 
analysis of the ARLX system will be informed by the U.S. 
Government Protection Profile for Separation Kernels in 
Environments Requiring High Robustness, or SKPP [3]. Per 
version 1.3 of the SKPP: 

 “Products that conform to this protection profile 
support information flow control, resource isolation, 
trusted initialization, trusted delivery, trusted recovery 
and audit capabilities… A separation kernel evaluated 
against this PP provides a highly robust foundation for 
system services and applications in mission-critical 
systems, and a high degree of assurance for the 
enforcement of related security policies.”   

Robustness is a measure of the Target of Evaluation (TOE)’s 
ability to protect itself and its resources. Robustness is defined in 
terms of the strength of the TOE’s security mechanisms and its 
level of assurance [4]. There are three levels of robustness: high, 
medium, and basic. High robustness is defined as “security 
services and mechanisms that provide the most stringent 
protection and rigorous security countermeasures” [5].  Defining 
the level of robustness in a TOE involves determining the value of 
information that the target protects, the sophistication of threats 
targeting the environment, and the value lost in realizing those 
threats.  High robustness is intended to assure mitigation against 
sophisticated and well-funded attackers [6]. Given the desire to 
support mixed security levels and criticalities in many application 
scenarios, high robustness requirements are well-suited to the 
deployment objectives of the ARLX system.  

3.1 NIAP and the Common Criteria 
In the United States, the National Information Assurance 
Partnership (NIAP) oversees Common Criteria evaluations. In a 
recent letter, the director of NIAP expressed concern about SKPP 
evaluations and suggested the need for a new strategy. 

“.. our efforts to support existing SKPP evaluations 
have revealed a number of difficulties in the areas of 
assurance maintenance, scalability, cost and 
complexity… the significance of these issues requires a 
new strategy.”[7]  

As a part of this new strategy, NIAP has deprecated all 
existing protection profiles (including the SKPP) and is no longer 
using EAL terminology. They expect the evaluation of future 
products to be done in the context of the security argument of 
each deployed system.  In this sense, NIAP appears to be moving 
towards a systems view of certification, similar to that employed 
in DO-178C. 

“Evidence may be reused across different evaluations, 
as appropriate, but the focus will be on the specific 
system’s entire security argument.” [7] 

This means, in part, that there is no single certification 
strategy, including the Common Criteria, which provides a 
“golden ticket”. Each deployment of a product must be assessed 
in the context of the system in which it is used. A SKPP-based 
strategy is now viewed as the foundation of a security story rather 
than an upper floor.  

“.. the content and spirit of the SKPP will continue to 
drive the creation of assurance arguments and 
evidence.” [7] 

Additional arguments must presumably be made in order to 
achieve a high robustness accreditation, but what form those 
arguments might take has not yet been defined [8]. The primary 
concerns NIAP has expressed relative to the SKPP are lifecycle 
cost and meaningful assurance. 

“.. higher EAL (usually at higher cost) does not 
necessarily translate into a more secure system and can 
significantly drain resources … the current methods for 
assessing and providing assurance for a Separation 
Kernel do not scale on complex commodity systems and 
a new paradigm is required.” [7] 

In order to address such daunting certification issues, we 
believe that the new paradigm must judiciously employ scalable 
analysis methods that minimize lifecycle costs and focus effort on 
high-value security concerns. We also believe that our 
certification plan for ARLX is commensurate with those 
objectives. 

3.2 Formal Methods 
Formal methods are techniques that employ mathematical logic to 
model and verify requirements of computing systems. Formal 
models are representations that have precise mathematical 
meaning. Formal verification is the application of mathematical 
logic to prove that the behavior of the mathematical model 
satisfies its specification. Formal verification is attractive from an 
assurance standpoint because it provides a mathematical proof 
(the highest possible assurance) that a system satisfies its 
requirements. Testing guarantees correct operation only for the 
actual test inputs and manual review can be subverted by logical 
fallacy, complexity and scope. Formal verification, on the other 
hand, can guarantee conformance with the requirements for all 
inputs. 

Formal verification is particularly attractive when dealing 
with security requirements. Safety requirements are generally 
about what a system should do. Security requirements are 
frequently about what a system should not do.  It is a common 
mantra in the requirements community to avoid negative 
requirements (“shall not”) – based, in part, on the perceived 
difficulty of testing such requirements. In addition, many security 
requirements are technically not properties of any one trace of the 
system [9], [10]. This means that there is no way to stop a running 
system at some point and ask, “Is it secure?”  Such security 
requirements are truly untestable. 

While security requirements are frequently resistant to 
testing, a large class of security requirements are relatively easy 
to formalize mathematically. Information flow requirements (such 
as noninterference) are a prime example. Not only are information 
flow requirements formalizable, they lend themselves to 
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automated decision procedures that are able to analyze large 
systems very quickly. Additionally, many security requirements 
can be re-cast as information flow requirements. As a result, 
information flow requirements are a particularly good candidate 
for formal analysis and tools are available to perform such 
analysis automatically. The SPARK tool suite, developed by 
Praxis (now Altran), verifies information flow properties of a 
subset of the Ada programming language [11]. Likewise, the Data 
Flow Logic (DFL) framework, developed by Rockwell Collins, is 
able to analyze information flow properties of C programs [12]. 

4. Data Flow Logic 
Data Flow Logic, or DFL, is a domain-specific language3 for use 
in specifying and verifying information flow properties of secure 
systems. The language employs C source code annotations 
(typically in the form of C macros) to enable concise, 
consumable, abstract specifications of crucial information flow 
properties. DFL extends the GCC attribute specifier construct 
rather than utilizing specialized comments or changing the C 
language syntax. DFL leverages the C Intermediate Language 
(CIL) compiler framework as a front end [13]. CIL is a collection 
of C processing tools developed at the University of California at 
Berkley that includes a parser and a variety of semantics-
preserving simplifications that produce a representation of the 
original program in a “clean” subset of C amenable to formal 
analysis. The DFL framework includes an extension of CIL that 
emits this internal representation as a formal representation in the 
language of ACL2[14].  ACL2 (which stands for A 
Computational Logic for Applicative Common Lisp) is a theorem 
proving system whose underlying logic is a subset of the 
Common Lisp programming language. A static analysis engine 
has been developed to allow substantial portions of a DFL 
specification to be verified automatically. Because this engine is 
written in the programming logic of the ACL2 theorem prover it 
is possible to prove the correctness of the DFL static analysis 
algorithms.  Without supporting proofs, DFL analysis should 
qualify as being semi-formal according to the Common Criteria.  
With proofs it may qualify as fully formal. 

DFL supports both integrated and federated specification 
styles.  In an integrated style, the source code being analyzed is 
annotated directly.  In a federated style, type-consistent re-
declarations are employed to superimpose additional gcc 
annotation attributes on to actual program variables, procedures 
and types. Federated annotations are placed in companion header 
files that exist in parallel with the actual implementation and are 
included only as needed to enable flow analysis.  We are 
leveraging the federated style with ARLX to avoid modifying the 
underlying Xen code. 

Security domains4  (or simply, domains) are a fundamental 
concept in DFL.  Security domains are the objects of policy 
statements; flow policies are expressed with respect to security 
domains.  Domains are represented (declared) in the C source 
code as variables that have a DFL_DOMAIN attribute.  Below we 
declare the security domain UNCLASSIFIED. 

                                                                 
3 Note that the term “domain-specific language” refers to a 

language specialized for a particular purpose and is not related 
in any way to a Xen partitioning domain. 

4 The term “security domain” as used in DFL is completely 
unrelated to the concept of a Xen partitioning domain. 

typedef struct unclass {} unclass_type; 

DFL_DOMAIN unclass_type UNCLASSIFIED; 

System level policies are expressed relative to security 
domains.  For example, given the two security domains SECRET 
and UNCLASSIFIED, a reasonable system level policy would 
allow information flow from UNCLASSIFIED to SECRET but, 
presumably, not the other way around.  DFL supports two 
annotations for describing policies: 

 DFL_TO((D1)) enables information flow from the annotated 
variable or procedure result to D1 

 DFL_FROM((D1)) enables information flow from D1 to the 
annotated variable or procedure result. 

Using these annotations, we can express our flow policy 
between the SECRET and UNCLASSIFIED domains as such: 

DFL_DOMAIN unclass_type UNCLASSIFIED; 

DFL_DOMAIN secret_type SECRET 
           DFL_FROM((UNCLASSIFIED)); 

Note that only information flows that are explicitly allowed 
are permitted.  Any flow of information that is not explicitly 
allowed is in violation of the policy.  Thus, the above policy 
implicitly prohibits information flow from SECRET to 
UNCLASSIFIED. 

Security domains can be thought of as classes from an 
object-oriented perspective.  If we think of domains as classes, 
then every program variable can be thought of as being an 
instance of some class.   The process of identifying which 
program variables belong in which domains is called 
classification.  We classify variables using the _WITH and 
_WITHIN annotations. 

 DFL_WITHIN((D1)) declares that the annotated object 
exists in the D1 domain. 

 DFL_WITH((x)) declares that the specified object exists in 
the annotated domain 

Any global variable, procedure parameter or field variable 
may be classified using one of these annotations.  Here we declare 
that variable data belongs to the UNCLASSIFIED domain and 
variable key belongs to the SECRET domain. 

int data DFL_WITHIN((UNCLASSIFIED)); 

int key  DFL_WITHIN((SECRET)); 

An object that is declared to exist within a specific security 
domain inherits the policies of that domain.  In other words, if 
information can flow from domain UNCLASSIFIED to SECRET 
and the data variable is in UNCLASSIFIED and the key variable 
is in SECRET, then information is allowed to flow from data to 
key.  Recall that information flows must be explicitly allowed by 
a policy statement.  Any additional (unjustified) flows are 
reported by the tool in the context of the procedure in which they 
occur.  If the tool is run “raw” on a system without any specified 
flow policies, it will report every information flow in the system.  
Given the declarations shown so far, the first procedure below is 
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compliant with the system policy whereas the second would 
generate a report. 

void ok_fn()  { key = data; } 

void bad_fn() { data = key; } 

While system policies are expressed between domains, it is 
sometimes necessary to express policies at procedural interfaces.  
The DFL_TO and DFL_FROM annotations, for example, may be 
used on procedure arguments and return values.  DFL also 
supports two policy annotations specifically for procedures that 
capture how program control flow is allowed to influence 
information flow.  

 DFL_CALL_TO((D1)) enables information from program 
control flow to influence D1 

 DFL_CALL_FROM((D1)) enables information from D1 to 
influence program control flow. 

In the example below, ok_too() modifies a variable in the 
UNCLASSIFIED domain.  The CALL_TO annotation makes this 
fact explicit and warns that any control flow that influences a call 
of ok_too() will also influence the UNCLASSIFIED domain.  The 
control flow of bad_too() leading up to a call of ok_too() depends 
upon a variable in the SECRET domain, thus causing a flow from 
the SECRET domain to the UNCLASSIFIED domain in violation 
of system policy. 

void ok_too() { data = 0; } 
     DFL_CALL_TO((UNCLASSIFIED)); 

void bad_too() {if (key > 0) ok_too(); } 

While the _CALL annotations are intended for procedures 
with side effects, two other annotations are provided for 
procedures without side effects. 

 DFL_CONST indicates that the procedure has no side effects 
and is a function only of its arguments. 

 DFL_PURE indicates that the procedure has no side effects, 
though it may access memory. 

int negate(int a) { return(-a); } 
     DFL_CONST; 

int deref(int *ptr) { return(*ptr); } 
    DFL_PURE 
    DFL_FROM((ptr,*ptr)); 

Note that the _PURE annotation above is accompanied 
by a _FROM annotation that is expressed in terms of the 
procedure arguments.  All of the _TO and _FROM 
annotations accept arbitrary L-values (variables, 
dereferenced variables, etc) as arguments.  Similarly, the 
_TO and _FROM annotations may be attached to any type 
declaration (not just domains), including procedure 
argument declarations.  This is a useful feature for 
specifying auxiliary policies on procedural interfaces.  
Auxiliary policies may be associated with procedure 

arguments that are not classified with respect to a particular 
security domain.  Auxiliary policies allow for a generic 
characterization of helper functions, like strcpy(), that can 
then be used in a variety of contexts, without being tied to a 
particular security domain.  
5. ARLX Specification and Analysis 
In an effort to gauge the feasibility of performing data flow 
analysis on the entire ARLX system, we first explore the 
specification and verification of security properties for the ARLX 
ARINC 653 scheduling subsystem. The ARLX scheduling 
subsystem is thus our Target of Evaluation (TOE).  The following 
subsections discuss the scope of this investigation and present 
some initial analysis results. 

5.1 Security Policy 
The primary objective of ARLX as a separation kernel is to 
provide a partitioned system that enforces information flow 
control and resource isolation between partitions. This means that 
ARLX endeavors to prohibit any information flow between 
partitions that the system configuration does not explicitly allow. 

In order to express this high-level policy in terms of the 
TOE, we introduce five security domains: 

1. ARLX_INIT. Read-only data used to initialize the rest of the 
system. 

2. ARLX_CONFIG. Configuration data that is written during 
initialization (using initialization data) but is read-only 
during normal mode operation. 

3. ARLX_XEN. The state of the Xen hypervisor. 
4. ARLX_DOM0. The state of the Xen Dom0 domain. 
5. ARLX_DOMU[i]. The state associated with each of the 

guest domains. 

The information flow policy allows information flow from 
the top to the bottom of this list, with the exception that 
information is allowed to flow freely between the privileged 
Dom0 domain and XEN. In addition, information is allowed to 
flow from DomU[i] to DomU[k] if the system configuration 
allows communication from XEN domain i to XEN domain k.   

Our primary concern is that information from a user domain 
not pollute the XEN domain and that information from the XEN 
domain not pollute the CONFIG domain.  A fragment of a 
security policy expressed in DFL that captures this concern is 
shown below. 

DFL_DOMAIN conf_domain ARLX_CONFIG; 

DFL_DOMAIN xen_domain  ARLX_XEN 
           DFL_FROM((ARLX_CONFIG)); 

5.2 Procedures 
Procedural interfaces on the security boundary that call in to the 
ARLX TOE constitute inputs (or entry points) to the TOE and 
their return values constitute outputs. Similarly, procedural 
interfaces on the security boundary that are called by the TOE 
constitute outputs (or exit points) from the TOE and their return 
values constitute inputs.  

For the ARLX ARINC 653 scheduler in normal mode 
operation there is technically only one entry point on the security 
boundary: the entry in the interrupt vector table that responds to 
the timer interrupt. The process of invoking the scheduler, 
however, is not straightforward. Both assembly code and indirect 
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procedure calls serve to exacerbate the process of call tree 
analysis. In the end, our static call tree analysis required multiple 
entry points to capture the entirety of the ARLX scheduling TOE, 
which consists of 551 procedures (comprising approximately 26K 
source lines of code). 

For illustration purposes we focus on a procedure at the heart 
of the ARLX scheduler: a653sched_do_schedule.  The procedure 
is characterized as follows: 
struct task_slice 
  a653sched_do_schedule( 
    struct scheduler *ops  
      DFL_FROM((ARLX_XEN)), 
    s_time_t now 
      DFL_FROM((ARLX_XEN)), 
    bool_t tasklet_work_scheduled 
      DFL_FROM((ARLX_XEN)) 
  ) 
  DFL_CALL_TO((ARLX_XEN)) 
  DFL_TO((ARLX_XEN)); 

The specification claims that the procedure 
a653sched_do_schedule accepts three arguments, each of which 
may come from the ARLX_XEN domain, and it returns a 
structure classified as being within the ARLX_XEN domain. 

5.3 Interfaces 
Some procedures invoked by the TOE are not defined within the 
TOE. Rather, they constitute interfaces to external functions or 
procedures that may be linked in to the TOE at a later time. In 
effect, these procedures are outputs (or exits) from the TOE 
security boundary and the results they return are inputs. The 
analysis must characterize each such interface with an appropriate 
security policy and each such policy must be evaluated 
(manually) to ensure that it is appropriate for the given interface. 
The ARLX TOE invokes 53 such interfaces. 

Our example procedure calls two other procedures, only one 
of which, the built-in compiler function, is actually undefined.  
Nonetheless, we present both of their contracts here. 
long __builtin_expect() DFL_CONST; 
 
int vcpu_runnable (struct vcpu *v) 
    DFL_PURE 
    DFL_FROM((v,ARLX_XEN)); 

5.4 Global Variables 
Global variables frequently behave as additional inputs, outputs 
and communication channels within the system and, therefore, 
must be brought into account during analysis.  In DFL, each 
global variable must be associated with an appropriate security 
policy.  Classifying global variables and associating them with 
appropriate security policies, while not onerous, is a manual task 
nonetheless. The ARLX TOE accesses 195 global variables. 

Our example procedure accesses three global variables, 
modifying two of them.  While the scheduler does not modify the 
idle_vcpu array, it seems likely that the array values could change 
in normal operational mode, thus we place all three in the 
ARLX_XEN domain. 
 
time_t next_switch_time 
       DFL_WITHIN((ARLX_XEN)); 
 

int sched_index 
    DFL_WITHIN((ARLX_XEN)); 
 
struct vcpu *idle_vcpu[56] 
    DFL_WITHIN((ARLX_XEN)); 

5.5 Heap Objects 
Heap allocated data structures must also be associated with 
appropriate security policies. This is accomplished by classifying 
the associated data structure type declarations. As a result, the 
number of distinct types in the system is an important metric. The 
ARLX TOE employs 375 non-trivial types. 

Our scheduler example uses four different heap allocated 
data structures.  Below we have included a portion of the 
classification for one of the more interesting structures.  Most of 
the data in this structure will be initialized at configuration time 
and then remain unchanged.  However, one field, the 
next_major_frame field, is modified by the scheduler.  As a result, 
we classify every field as ARLX_CONFIG except the one field 
that changes.  Situations such as this, where data of different 
provenance coexist in a single data structure, warrant additional 
scrutiny to consider whether an architectural change might allow 
the implementation to better reflect system policies. 
struct a653sched_priv_s { 
  … 
  s_time_t major_frame 
    DFL_WITHIN((ARLX_CONFIG)); 
  s_time_t next_major_frame 
    DFL_WITHIN((ARLX_XEN)); 
  struct list_head vcpu_list 
    DFL_WITHIN((ARLX_CONFIG)); 
  … 
} 

5.6 Indirect Calls 
Indirect procedure calls, or dereferences of function pointers, are 
a concern from a security perspective because the behavior of the 
procedure associated with the pointer must somehow be 
constrained. DFL supports contracts on function pointer types. In 
the ARLX TOE, 30 procedures contain code to perform indirect 
calls, and most of the calls appear to be distinct function pointers.  
Our example has no indirect calls. 

5.7 Assembly Code 
Some procedures defined within the TOE contain in-lined 
assembly code directives. The behavior of assembly code has not 
been formalized in DFL; few analysis tools actually support it. 
Consequently, any analysis of such a procedure is necessarily 
incomplete. As a result, procedures containing in-lined assembly 
code directives must be inspected by hand to ensure conformance 
with their security policy. The ARLX TOE contains 178 
procedures with in-line assembly code.  

Our example procedure contains a sequence of in-lined 
assembly code.  This means that the DFL analysis is suspect and 
must be double checked by hand.  In this case the assembly code 
is associated with the failed branch of an error check.  Perhaps 
this code is never exercised in practice.  In such case, it is dead 
code and should be removed in accordance with DO-178C.  If it is 
exercised, the actual impact of the code will need to be clearly 
documented as a part of the security evaluation. 
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5.8 Initial Results 
A raw DFL data flow analysis (no policies) has been performed 
on the entire ARLX TOE. The result of this analysis was a report 
that identified all of the information flows within the TOE and 
consumed nearly a gigabyte of disk space. Actually running the 
analysis took only a few seconds; writing the output took several 
minutes. The fact that we were able to run the analysis on the 
entire TOE is promising and suggests to us that the scope of the 
analysis problem is tractable. Promising as well is the fact that a 
verification tool developed in a formal logic can execute at speeds 
comparable to those of a compiler. 

An analysis was also performed on the 
a653sched_do_schedule procedure using annotations derived 
from our system security policy, similar to the annotations 
presented here.  The analysis reported two findings, as seen 
below. 
struct task_slice 
  a653sched_do_schedule( 
    struct scheduler *ops, 
    s_time_t now, 
    bool_t tasklet_work_scheduled 
  ) 
  computes return() 
    from ((local) ret) 
  calls _ASM_ 

The “calls _ASM_” result indicates that the DFL analysis is 
incomplete (as expected) due to the presence of in-line assembly 
code.  The “computes return() from ((local) ret)” says that the 
return value may contain information from a local variable 
allocated on the call stack.  The reason this appears in the report is 
that the procedure returns a stack-allocated structure whose fields 
are individually populated in the body of the procedure.  
However, if there is slack in the structure implementation (gaps 
between fields due to alignment issues, etc.), the slack regions of 
the structure would never get initialized.  It is unlikely that there 
is slack in this particular structure, but DFL is unable to determine 
that for sure, so it reports this as a potential issue.   

Work continues to develop more comprehensive 
classifications and to check the remaining 550 procedures against 
the system policy.  While hand annotating procedures is tedious, 
we believe that annotations for many procedures can be derived 
automatically from intermediate analysis results.  Development of 
this and other DFL capabilities is ongoing. 

6. Conclusion 
DornerWorks is developing the ARLX separation kernel based on 
the open source Xen hypervisor and is targeting that product for 
safety and security critical embedded systems.  To address high 
robustness requirements, Rockwell Collins is leveraging the Data 
Flow Logic (DFL) framework to demonstrate compliance with 
data isolation and information flow control requirements.  While 
development and evaluation of ARLX is still in the early stages, 
DFL appears to offer increased automation, improved 
maintainability and enhanced understanding of both the system 
under evaluation and its specification when compared to previous 
efforts[15][16].  As a result we are confident that this endeavor 
will ultimately contribute to a lower cost and a more meaningful 
evaluation of the ARLX product. 

7. Acknowledgements 
We are grateful for support of this work through a US Navy SBIR 
contract for topic “Isolation Techniques for Untrusted Software”, 

a US DARPA SBIR contract for topic “Satellite Hypervisor”, and 
a matching grant from the Michigan Economic Development 
Corporation (MEDC) Emerging Technologies Fund (ETF).   

8. References 
[1] Popek, Gerald J. and Robert P. Goldberg, “Formal 
Requirements for Virtualizable Third Generation Architectures,” 
Communications of the ACM , Volume 17 Issue 7, July 1974, pp. 
412-421. 

[2] “Common Criteria for Information Technology Security 
Evaluation (CCITSE),” http://www.commoncriteriaportal.org/cc/. 

[3] U.S. Government Protection Profile for Separation Kernels in 
Environments Requiring High Robustness, Version 1.03, June 
2007. 

[4] Thuy D. Nguyen, Timothy E. Levin, Cynthia E. Irvine. “High 
Robustness Requirements in a Common Criteria Protection 
Profile”, In Proceedings of the Fourth IEEE International 
Information Assurance Workshop, Royal Holloway, UK, 2006. 

[5] Department of Defense Instruction, Number 8500.2, February 
6, 2003. 

[6] Information Assurance Technical Framework, Chapter 4, 
Release 3.1, National Security Agency, September 2002. 

[7] Carol Saulsbury Houck, Director, NIAP.  Email sent to 
affected commercial partners,  http://www.niap-ccevs.org/cc-
scheme/pp/pp.cfm/id/pp_skpp_hr_v1.03/ 

[8] Loepker, Mark, Director of NIAP Commercial Solutions 
Center, NIAP Talk, Information Assurance Symposium, 
Nashville, TN 2012. 

[9] Rushby, John, “Security Requirements Specifications: How 
and What?” Symposium on Requirements Engineering for 
Information Security (SREIS), 2001. 

[10] Abadi, Mart n and Leslie Lamport, “Composing 
specifications,” ACM Transactions on Programming Languages 
and Systems, 15(1):73–132, 1993. 

[11] Barnes, J, High Integrity Software: The SPARK Approach to 
Safety and Security, Boston: Addison-Wesley Longman 
Publishing, 2003. 

[12] Greve, D. “Data Flow Logic: Analyzing Information Flow 
Properties of C Programs”, Layered Assurance Workshop, 2011. 

[13] Kerneis , Gabriel, “CIL (C Intermediate Language),” 
http://kerneis.github.io/cil/, accessed 25 Jul 2013. 

[14] Kaufmann, Matt, J. Strother Moore, “ACL2 Version 6.2,” 
http://www.cs.utexas.edu/~moore/acl2/, accessed 25 Jul 2013. 

[15] Wilding, M.M, D.A. Greve, R.J. Richards, D.S. Hardin, 
“Formal Verification of Partition Management for the AAMP7G 
Microprocessor”, in David Hardin ed., Design and Verification of 
Microprocessor Systems for High-Assurance Applications, New 
York: Springer, 2010, pp. 175-192. 

[16] Richards, Raymond J.,   “Modeling and Security Analysis of 
a Commercial Real-Time Operating System Kernel”, in David 
Hardin ed., Design and Verification of Microprocessor Systems 
for High-Assurance Applications, New York: Springer, 2010, pp. 
301-322. 

7



8



Supporting Safety Evaluation Process using AADL

Julien Delange and Peter Feiler
Carnegie Mellon Software Engineering Institute

4500 Fifth Avenue
Pittsburgh, PA15213-2612, USA

{jdelange,phf}@sei.cmu.edu

ABSTRACT

Cyber-physical systems, used in domains such as avionics or med-

ical devices, perform safety-critical functions where a fault might

have catastrophic consequences (mission failure, severe injuries,

etc.). Their development is guided by rigorous practice standards

to avoid any error. However, as more software-based functions are

integrated into a system, interaction complexity has increased sig-

nificantly over the years. While software appears to ease upgrades

and adaptation, interaction complexity, e.g., due to shared hardware

resources, has resulted in high error leakage to system integration.

Late discovery of errors introduced in requirements and architec-

ture design have resulted in costly rework, making up as much as

70% of the total software system cost.

To overcome these issues, architecture-centric model-based ap-

proaches abstract system concerns into analyzable architecture mod-

els. These models are then analyzed to spot and detect errors, is-

sues or defects that are usually detected lately in the development

process (likely testing or operational phases) and incur a costly re-

work and re-engineering efforts. This predictive analysis approach

is often used for time-related performance criteria, such as schedu-

lability and latency.

Despite their importance, safety and reliability criteria are still

investigated by system engineers in a labor-intensive process and

are often not revisited later in development. Assumptions made

during such early analysis may be violated during design and im-

plementation and may ignore fault contributors that are due to soft-

ware design and coding errors.

To address this issue, we have added an error behavior annota-

tion to SAE AADL, an international language standard for mod-

eling embedded software system architectures that captures the in-

teraction between software, hardware and the physical system in a

single notation. We have added tools to process the enhanced no-

tation in support of safety and reliability practice standards, such

as SAE ARP4761. By automating system analysis and generating

adequate documentation, we show how we can assist engineers in

validating system architecture and make the safety/reliability eval-

uation process repeatable and less error-prone.

Categories and Subject Descriptors

C.4 [Performance of Systems]: Design Studies, Modeling tech-

niques, Reliability, availability and serviceability; D.2.1 [Software

Engineering]: Requirements/Specifications—Languages, Tools,

Methodologies; D.2.4 [Software Engineering]: Software/Program

Verification—Reliability, Validation; D.2.11 [Software Engineer-

ing]: Software Architectures—Languages, Domain-Specific Archi-

tectures

General Terms

Design,Verification,Reliability,Languages,Standardization

Keywords

AADL, error, ARP4761, reliability, Fault-Tree Analysis, Fault Haz-

ard Assessment, Markov Chain

1. INTRODUCTION

1.1 Context
Cyber-physical systems perform critical functions under

constrained and potentially hostile circumstances. Because an error

or a failure can have catastrophic consequences [12], they must be

designed carefully and validated/certified according to a rigorous

process to prove assurance of correct operation and increase confi-

dence of system design. Verification criteria depend on applications

criticality: the most demanding standards require validating and in-

specting software code to prove evidence of behavior correctness.

However, more operations are now implemented with

software [12], which has many advantages: easier upgrade and

customization, affordability for building and ease of adaptation to

particular needs. However, this trend increases the number and

interaction complexity of software components collocated on the

same networked execution platform. Such complexity resulted in a

new set of integration challenges due to software-induced fault root

causes that are difficult to test for [5]. For example, one non-critical

component may overrun its deadline so that critical function does

not have enough computing resource to complete their task.

1.2 Current Problem
Safety and reliability practice standards, such as ARP4761 [21],

MILSTD882 [26], and Do-178B/C [19], provide guidance for val-

idation and verification of safety-critical software and systems. As

shown in figure 1, this process is done manually and mostly relies

on experience with previous systems and the ability of engineers to

correctly interpret a textual specification of the system.

In addition, safety-related errors/defects are likely not detected

until integration testing/operational phases although most of them
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Figure 1: Existing Method for Safety System Evaluation

are introduced during requirements and architecture design phases

[15]. Resulting re-work efforts late in the development process at

100-1000 times the cost of in-phase correction make such systems

increasingly not affordable and delay in product delivery [8].

System safety requirements are often not refined into software

safety requirements and safety analysis does not extend into verify-

ing software design against these safety requirements to ensure that

potential software errors are avoided or correctly handled. For ex-

ample, for safety purposes, a software subsystem must be checked

to ensure that it does not send more than its band width allocation

on a shared network in order to assure timely delivery of data be-

tween other subsystems on the same network. Another example is

to ensure that the deployment configuration of software onto hard-

ware does not violate assumptions about the isolation of subsys-

tems with different criticality level in a mixed criticality application

system.

Some design or implementation choices can have system-wide

impact. For example, changing from a cyclic executive to a pre-

emptive scheduler, while improving resource utilization and modi-

fiability of the architecture, can affect end-to-end latency and when

changed in a system that periodically samples data, can lead to loss

of events and messages. This occurs because assumptions that a

piece of code makes about the execution timing behavior are of-

ten not specified: without analysis support it is difficult to detect

such assumptions early in development, and is challenging to test

for during system integration.

A formalized definition of each component helps to detect in-

tegration issues during the design process, rather than later, when

they are traditionally discovered. This would thus address one issue

to reduce the re-work efforts and keep software production afford-

able [8, 15].

1.3 Approach
To address these issues, we propose to automate the safety val-

idation process and provide the ability to discover errors early in

the development process. To do so, we propose an architecture-

centric modeling framework that captures the system and software

architecture annotated with safety-related requirements and that au-

tomates the production of certification documents [21, 26]. This

would increase stakeholders’ confidence in system architecture and

prove assurance of correctness.

We implement such a framework by adding a specification of

faults and hazards, error propagation and mitigation behavior to ar-

chitecture models expressed in the SAE International Architecture

Analysis and Design Language (AADL) standard [23] and its Error

Figure 2: Architecture-Centric Model Based Method for Sys-

tem Safety Evaluation

Model Annex standard [24]. These annotations enhance the exist-

ing architecture model with information that supports the various

safety and reliability practices of the ARP4761 standard from the

same architecture model and complement other form of software

system analysis as well as software system builds from validated

models. This is shown in figure 2.

The paper is organized as follows. We first give an overview of

AADL and the ARP4761 [21] standards. Then we introduce the Er-

ror Modeling extension of AADL for representing safety concerns.

This is followed by a description of the tool support for automat-

ing certification practices required by ARP4761 [21]. Finally, we

illustrate the application of our approach with a case study.

2. RELATED WORK
Existing literature [12, 1] show evidence that software errors and

bugs might have catastrophic consequences. For that reason, soft-

ware operating critical functions must be carefully designed but

also analyzed to avoid and prevent any error and their propagation.

Several methods and approaches address this concern: some [21,

26] focus on hazards as result of failure events and their propaga-

tions (and evaluate system safety using Fault-Tree Analysis - FTA

- or Failure Mode and Effects Analysis - FMEA), while others [11]

focus on safety-related constraints that must be satisfied by a sys-

tem design.

Our contribution in this paper aims to support safety evaluation

(as the one [21, 26]) from an architecture model and ensure system

consistency across different notation and analysis. To do so, we

reuse an existing industry standard architecture language [23] and

extend it to support safety evaluation. Similar extensions exist for

expressing constraints on architecture models.

2.1 AADL
The Architecture Analysis and Design Language (AADL) [23]

is a modeling language standardized by SAE International. It de-

fines a notation for describing embedded software, its deployment

on a hardware platform, and its interaction with a physical system

within a single and consistent architecture model.

The core language specifies several categories of components

with well-defined semantics. For each component the modeler de-

fines a component type to represent its external interface, and one or

more component implementations to represent a blue print in terms

of subcomponents. For example, the task and communication ar-

chitecture of the embedded software is modeled with thread and

process components interconnected with port connections,

shared data access and remote service call. The hardware plat-
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form is modeled as an interconnected set of processor, bus, and

memory components, with virtual processor representing par-

titions and hierarchical schedulers, and virtual bus representing

virtual channels and protocol layers. A device component rep-

resents a physical subsystem with both logical and physical inter-

faces to the embedded software system and its hardware platform.

The system component is used to organize the architecture into a

multi-level hierarchy. Users model the dynamics of the architec-

ture in terms of operational modes and different runtime configu-

rations through the mode concept. Users further characterize com-

ponents through standardized properties, e.g., by specifying the pe-

riod, deadline, worst-case execution time for threads.

The language is extensible; users may adapt it to their needs us-

ing two mechanisms:

1. User-defined properties. New properties can be defined by

users to extend the characteristics of the component. This is

a convenient way to add specific architecture criteria into the

model (for example, criticality of a subprogram or task)

2. Annex languages. Specialized languages [22] can be at-

tached to AADL components to augment the component de-

scription and specify additional characteristics and require-

ments (for example, specifying the component behavior [7]

by attaching a state-machine). They are referred to as an-

nex languages, meaning that they are added as an additional

piece of the component. In this paper we will discuss the

Error Model Annex language.

AADL provides two views to represent models:

1. The graphical view outlines components hierarchy and de-

pendencies (bindings, connection, bus access, etc.). While

it does not provide all details, this view is very useful when

using the architecture for communication and documentation

purposes.

2. The textual view shows the complete model description, with

component interfaces, properties and languages annexes. It

is appropriate for users to capture system internals details

and for tools to process and analyzes the system architecture

from models.

Figure 3: AADL Ecosystem for Software System Design and

Implementation

The AADL model, annotated with properties and annex lan-

guage clauses is the basis for analysis of functional and non-funct-

ional properties along multiple dimensions from the same source,

and for generating implementations, as shown in figure 3. AADL

has already been successfully used to validate several quality at-

tributes such as Security [9, 5], Performance or Latency [6]. Sup-

porting analysis functions have been designed in the Open Source

AADL Tool Environment (OSATE) [3], an Eclipse-based frame-

work.

In order to support safety validation, our contribution to the lan-

guage and its associated toolset are:

• Augmenting the original Error Model Annex language for

AADL with safety semantics and a fault ontology to support

the modeling of error behaviors.

• Developing new tools that automatically produce safety val-

idation materials from AADL models with Error Model an-

notations.

Some existing work partially addresses the automation of safety

evaluation using the original Error Model Annex standard (for ex-

ample by generating failure effect analysis [4] and Fault-Tree Anal-

ysis [25, 13]). However, the support addresses a subset of the re-

quired documentation. Covering other needs is a new challenge

and requires appropriate semantics and associated tools.

The next section presents the ARP4761 [21] safety standard, de-

tailing the necessary constructs to add in AADL models for its sup-

port.

2.2 ARP4761
ARP4761 is a standard recommended practice for evaluating sys-

tem safety and reliability. It defines a process, identifies applicable

methods/approaches and illustrates their use to a case-study related

to the avionics domain. The process consists of a Functional Haz-

ard Assessment (FHA) of the global system (e.g. the Aircraft). It is

the input to a Preliminary System Safety Assessment (PSSA) and

System Safety Assessment (SSA) of each sub-system.

The PSSA consists of a FHA and Fault-Tree Analysis (FTA)

of the sub-system under investigation. FTA provides a convenient

view of system fault hierarchy and dependencies, highlighting the

root cause of each failure. Establishing it for each sub-system (for

example, loss of power) in relation with the overall system failures

(for example, loss of the braking system of the aircraft due a failure

of power supply) helps in understanding the impact and propaga-

tion of each fault in the architecture. Such a method is actually

supported either in commercial [16] or open-source [14] tools.

The SSA is a continuation of the PSSA that provides evidence

that metrics, values, and data established and obtained in the PSSA

could be verified and validated. To do so, several methods may ap-

ply. Among them, the use of formal specification is recommended.

It could be used to analyze, simulate and verify system character-

istics. This type of analysis has been successfully performed [13]

using Open-Source tools such as PRISM [10].

3. THE AADL ERROR-MODEL ANNEX
The Error Model Annex is a standardized extension to the core

language for adding component safety-related information to AADL

models [20]. This annex allows users to specify stochastic error

behavior state machines whose transitions are triggered by error

events and whose effects are identified as outgoing and incoming

error propagations. A first version of the Error-Model Annex was

published in 2006, our contribution is a revision that extends its no-

tation and semantics to support safety standards and best practices.

The resulting revised Error Model Annex, which is going into bal-

lot, has the following new capabilities:

• support of a mechanism to characterize an error event, state,

or propagation with a user definable error type, e.g., the prop-

agation of an out of range value error,

• a predefined set of error types as a common ontology of types

of error being propagated,
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• separation of error propagation specification and component

error behavior specification,

• explicit specification of error types propagated or not prop-

agated out (guarantee) and expected or not expected as in-

coming propagation (assumption),

• explicit specification of a system error state in terms of the

error states of its components,

• descriptive and stochastic properties on error model elements,

e.g., to capture hazard descriptions or probability of fault oc-

currence,

The Error Model Annex language supports architecture fault mod-

eling in several ways:

• Focus on types of errors: An error type system that allows

the user to characterize fault occurrences, error state and

error propagation in a consistent manner. A set of stan-

dardized types to characterize error propagations represents

a common fault ontology.

• Focus on error propagation between components: For each

component the user can specify outgoing and incoming

error propagations of error types being propagated

and of error types expected to be contained.

The error propagation paths between components are

determined by connections and deployment bindings. In ad-

dition, each component includes a specification of whether

it is the source of an error propagation, the sink of an

error propagation, or passes on incoming error propa-

gations, possibly transforming the error type into a differ-

ent one. This level of architecture fault model specification

allows for hazard identification, fault impact analysis, and

stochastic fault analysis.

• Focus on error behavior of a component: For each com-

ponent the user can specify an error event, i.e., activa-

tion of component-specific faults, recover and repair events,

their occurrence probability, how they together with incom-

ing error propagations affect the error state of the

component, under what conditions outgoing error

propagations occur, and when error behavior is detected

and addressed by the component.

• Focus on the composite error behavior of a component:

For each component with subcomponents the user can spec-

ify under what conditions in terms of subcomponent error

states the component is in a particular error state. This

mapping of subcomponent error state into a component error

state abstraction reflects fault tree logic and allows for ar-

chitecture fault analysis at different levels of the architecture

hierarchy.

The following paragraphs introduce the main concepts of the

error-model annex: faults types, error events, propagations

points and the error state machine for specifying the component

error behavior.

3.1 Error Types and Fault Ontology
The error type mechanism identifies and classifies errors into

type hierarchies. Types within the same type hierarchy cannot oc-

cur at the same time. As shown in figure 4 and listing 1, timing error

has two sub-types: late delivery and early delivery. LateDelivery

and EarlyDelivery are mutually exclusive.

Figure 4: Error-Type Hierarchy

Myset : type set { T imingError , Inva l idVa lue ,

T imingError ∗ I nva l i dVa lue } ;

Listing 1: Error-Type Set Example

An error type set is used to specify sets of possible error

types. Listing 1 shows an error type set of all subtypes of the

super-type TimingError, a value error of type InvalidValue, and

a product type indicating combinations of both.

These error type set are used to specify possible error

event types and error propagation types. Since the error

types are part of a type system, type checking of these type sets en-

sures that any error type being propagated out of a component can

be handled by other components this component interacts with.

For example, one component may specify MySet as outgoing er-

ror propagations, while another component indicates that it expects

only TimingError as incoming error propagation.

The Error Model Annex includes a standard set of error types

to represent an ontology of commonly propagated effects. The on-

tology draws on previous work on formally specifying error prop-

agation behavior [17, 18]. The ontology consists of the following

hierarchies of error types:

• Omission and commission errors in the service provided by a

component or of individual service items (loss of a message

or command, unintended incoming data, etc.),

• Timing errors and value errors on individual items being com-

municated (value transmitted too late/early, outdated data,

etc.)

• Rate and sequence errors for streams of service items (e.g.,

streams of sensor readings, inconsistent value within a data

stream, etc.),

• Replication errors in the form of asymmetric value, timing,

and omission errors in redundant systems (e.g., redundant

systems have inconsistent states or values), and

• Concurrency errors when accessing shared logical or phys-

ical resources (e.g., inconsistencies of shared data between

several concurrent tasks)

Errors that occur inside a component, e.g., a software component

in a fault containment unit such as a protected address space or par-

tition, manifest themselves to other components as error propaga-

tion of one of the above error types.

The error types of the fault ontology are defined in an error type

library. Modelers can extend this set of error types, and define

aliases, e.g. NoPower as alias for ServiceOmission. Modelers can

also define their own error type hierarchies, for example, error

types to characterize error events to characterize errors in software

components, such as stack overflow, array out of bound, or divide

by zero.
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3.2 Component Error Events and Propagation
The annex introduces the concept of error event that repre-

sents an internal error occurring within a component when a fault

is activated. This event may propagate to the other components

along error propagation paths. These are the connections be-

tween the components and the deployment bindings between soft-

ware and hardware components. Note that users can also specify

recover events to model the ability of a component to return to

a working condition due to fault management and repair events to

model the result of a repair activity that involves replacing system

parts.

Error propagations are specified for incoming and outgoing

component features, such as ports and access features, as well

as for bindings. Outgoing propagations specify the error types that

are expected to be propagated out and error types that are expected

to be contained by the component. Incoming propagation specifi-

cations indicate the types of errors that a component is willing to

accept and those that it expects not to be propagated.

In addition the modeler can specify error flows for components.

An error flow is an error source (a component internal error event

results in a propagation), an error sink (the received error

propagation is contained or masked by the component), or an

error path (the component passes the error through as an outgoing

propagation or it may transform it into a different propagated error

type).

The error events, propagations, and flows can have prop-

erties that indicate a hazard characterization and a probability of

occurrence. This provides a basis for early safety analysis similar

to the Fault Propagation and Transformation Calculus (FPTC) [17].

3.3 Component Error Behavior
The error behavior of an individual component is character-

ized by an error behavior state machine. Such state machines can

be defined as reusable items in an error model library.

A component state defines a particular state of the component

regarding its error behavior. A basic state machine would contain

two states: Operational (active when the component is operating

without any error) and Failed (active once an error is triggered). A

transition defines the condition under which a state change occurs.

It is composed of a source state (the initial state of the component),

a destination state (the final state after the transition is triggered)

and a condition (error events that need to be triggered/activated to

activate the transition). Using or previous example, two transitions

could be added:

1. One from Operational to Failure triggered when the Failure

error event is activated.

2. One from Failure to Operational triggered when the Recover

event is activated.

Figure 5: Error Behavior State Machine

Listing 2 illustrates the textual declaration of the state machine

and figure 5 shows its corresponding graphical representation.

error behavior Simple

events

f a i l u r e : error event ;

recov : error event ;

states

Opera t iona l : i n i t i a l state ;

Fa i led : state ;

t ransi t ions

t1 : Opera t iona l −[ f a i l u r e ]−> Fa i led ;

t2 : Fa i led −[ recov]−> Opera t iona l ;

end behavior ;

Listing 2: Error Behavior State Machine

Component error behavior is specified by

• identifying an error behavior state machine in an error model

library,

• specifying component-specific transitions in terms of incom-

ing error propagations,

• specifying conditions under which an outgoing error propa-

gation occurs,

• specifying conditions under which an error state or error prop-

agation is detected by the actual system.

This is done in an annex subclause declared inside a compo-

nent type or component implementation. These declarations spec-

ify possible mappings of error types from an error event or incom-

ing propagation to a resulting error type of a transition destination

state, the error type of an outgoing propagation, or the error code

used by the actual system to report a detected error condition.

3.4 Composite Error Behavior
The error behavior of a system component can also be specified

in terms of the error behavior of its parts. For example, a coffee

machine is in the Failed mode when one of its sub-part (the boiler

or the filtering system) is Failing. The Error Model Annex language

supports this through composite error behavior specifications.

composite error behavior

states

[ sensor1 . Fa i led

and sensor2 . Fa i led ]−> Fa i led ;

[ sensor1 . Opera t iona l

or sensor2 . Opera t iona l ]−> Opera t iona l ;

end composite ;

Listing 3: Example of a Composite Error Behavior

For example, if a system contains two redundant sensors, the

main system will be in the failure error state if both sensors are

failing. Otherwise, it will still be in the operational state. List-

ing 3 shows how to specify such a state machine using the textual

description of the language.

The composite error behavior specification must be consis-

tent with the component error behavior specification for the

same component. The more abstract component error behavior

specification is referenced when specifying the composite error

behavior of the enclosing system. This allows us to specify and

analyze error behavior one architecture hierarchy level at a time.
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3.5 Predefined Error Properties
The Error Model Annex introduces properties to capture error-

specific characteristics. It utilizes the property mechanism of the

core AADL language for that purpose. This means that modelers

can define additional Error Model specific properties beyond those

predefined in the standard document.

In particular, the following properties are of interest in this paper:

• Hazards: contains several fields describing the fault charac-

teristics: failure and effect descriptions, severity, likelihood,

operational phase, environment, risk, comments, etc. This

property allows multiple hazard characterizations to be asso-

ciated with an error source, outgoing propagation, error state,

and can be different for specific error types. This property is

processed to produce the FHA report.

• OccurrenceDistribution: specifies the distribution method

used to compute the error event distribution (fixed, expo-

nential, etc.) and its associated parameters (occurrence rate,

probability, etc.). This property is used to produce the FTA

and export the model into formal notation (such as Markov

Chain).

4. SUPPORTING THE SAFETY EVALUA-

TION PROCESS
Our safety analysis tools process the architecture fault model,

i.e., the core AADL models enhanced with Error Model clauses.

They produce materials and documentation to support safety and

reliability evaluation process of the ARP4761 standard (for the Pre-

liminary System Safety Assessment - PSSA - and the System Safety

Assessment - SSA):

• Fault Hazard Assessment (FHA): a spreadsheet document

list and document all potential errors that may occur in the

architecture

• Fault-Tree Analysis (FTA): a hierarchical (tree) view of er-

rors propagations dependencies in the system (showing that

are the conditions for a fault to occur)

• Formal Methods with Markov Analysis (MA): a mapping

to a specific notation that is amenable to validate and verify

system safety properties (for example, that failure probability

of a component). For this purpose, we export the AADL

notation into a Markov Chain model.

• Failure Mode and Effects Analysis (FMEA): a document

that show all error paths within the architecture (how an er-

ror within component may impact the others).fault.All these

documents support described in the ARP4761.

Also, all these functionalities are built-in in the Open Source

AADL Toolkit Environment (OSATE) [3], our Eclipse-based AADL

modeling framework. It is freely available under an Open-Source

license (the Eclipse Public License) and the safety analysis tools

can be interfaced with Open-Source tools as well (as OpenFTA [14]

for the FTA and PRISM [10] for Formal Analysis methods). Next

sections present the FHA, FTA and Markov Chains functions.

4.1 Functional Hazard Assessment (FHA)
The Functional Hazard Assessment (FHA) document consists in

an examination of system functions and a list of all potential fail-

ure. It identifies and classifies failure conditions according to their

severity. For each identify failure, the FHA report would report

design constraints, annunciation of failure condition and other rel-

evant information.

In terms of implementation, this is a document such as a spread-

sheet that enumerates faults/failure, its potential contributors and

their associated information (description, condition, operational

phases, effects, etc.).

Generating the FHA from the AADL model can then be achieved

by processing the model and extracting information (properties)

related to elements that may generate an error (error event, error

propagation, etc.). Then, the tool retrieves relevant association and

builds a document summarizing and constituting the FHA. This

is actually implemented by a generator of excel spreadsheets, as

shown in figure 9.

4.2 Fault Tree Analysis (FTA)
The ARP4761 standard describes the FTA as a failure analy-

sis that focuses on one particular undesired event and provides a

method for determining its causes. The FTA shows the hierarchi-

cal errors occurrences that lead to a top event. For example, the

FTA for the loss of portable and self-powered device can be the

loss of power (an error event) that can be decomposed into other

error events such as loss of primary and redundant power sources

(e.g. batteries).

Our tool interprets the composite error behavior specification to

automatically generate the fault tree from a given state to generate

a fault tree representation. Given a specific error state of a compo-

nent, the tool analyzes all contributors and adds them into the tree.

The generated fault tree can be imported into Open-Source tools

such as OpenFTA [14] or commercial/proprietary programs such

as CAFTA [16].

4.3 Stochastic Analysis
Stochastic analysis and simulation of a system is performed on

Markov Chain models or stochastic Petri nets to predict reliability

and availability of a system or system function. Such models are

normally created manually based on an architecture design docu-

ment. In our case, a tool translates the AADL model and its error-

model specification into a Markov Chain model. This automated

export ensures that the stochastic analysis is performed on a sys-

tem model that is consistent with the architecture specification, in

our case expressed as an AADL model. Then, engineers have to

write verification formula and method to check system correctness.

Our tool uses error events, error propagations and error

behavior state machines to produce the Markov Chain model.

The OccurrenceDistribution property provides the occurrence

probability value for an error event or error propagation. In

such a translation, each AADL component and its associated error

behavior state machine maps into a Markov Chain module. These

modules are interconnected according to the architecture descrip-

tion: if two AADL components have a port connection, the corre-

sponding Markov Chains modules will be also inter-connected. At

this time our tool generates a Markov Chain representation that can

be processed by PRISM [10], an Open-Source Model Checker that

has been successfully used for simulating critical systems [13].

5. EXAMPLE
We apply the outlined approach to a case study that is a typical

industrial example. This is an adaptation of the embedded con-

trol example referenced in the documentation of the PRISM Model

Checker [10]. It contains several realistic reliability and safety

specification that can be used to demonstrate our approach. The

following sections describe its translation into AADL and the use

of our tools to support ARP4761 safety process.
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Figure 6: Overview of the Embedded Case Study

5.1 Overview and System Description
The system is composed of three sensors, three processors con-

nected by a bus and two actuators. The three sensors are operated

by the same processor (input processor), which retrieves data and

send it to the main processor through the bus. The main proces-

sor does some computation on the data and sends the results to the

output processor (through the same bus) that operates the actuator

devices. The high-level architecture is shown in figure 6.

The system specification lists the following potential errors:

• Sensors have a permanent failure every month

• Actuators have a permanent failure every two months

• Processors have two kind of failures:

– A permanent failure every year

– A transient failure every day, which is recovered in about

30 seconds

Finally, the overall system is considered in the Failed state if one

of the following condition occurs:

• One processor is in the Failed mode (permanent fault)

• Both actuators are in the Failed mode

• Two sensors are in the Failed mode

5.2 AADL Model
This architecture is then translated into an AADL model using

the following components:

• Processors are mapped into AADL processor components.

• AADL processor components are connected through a shared

bus represented by an AADL bus component using AADL

bus access.

• Sensors are mapped into AADL device components. They

send data to the processors using a dedicated bus (such as a

PWM or a serial bus) – mapped into a required bus access

feature.

• Actuators are mapped into AADL device components and

receive data from the output processor using the same bus

(PWN or serial bus) – mapped into a required bus access

feature.

The main system aggregates all these components altogether to

represent the hierarchical architecture. The graphical representa-

tion is shown in figure 7.

Figure 7: AADL model of the Embedded Case Study

5.3 Architecture Fault Model
We add error information into the architecture model using the

error-model annex to the sensors, actuators, and processors. For

the sensors and actuators, we define a basic state machine with two

states (Operational and Failed) and one error event (Failure).

When the Failure error event is triggered, the component switches

from Operational to Failed. Once in the Failed state, it cannot re-

cover as this error is permanent. We associate the state machine

with the AADL device type for the sensors and the actuators. We

also associate the property OccurrenceDistribution with the

Failure event in order to match error occurrence specifications

(considering that the time granularity is the second unit): 1.97e-7

for the actuator (one fault every two months) and 3.85e-7 for the

sensor (one fault every month). This component error behavior ap-

plies to every sensor instance and actuator instance of these two

AADL device types.

Figure 8: Error Behavior State Machine for the Processor

Components

For the processors, we specify a state machine with three states

(Operational, Failed and TransientFailure) and three error

events (Failure, FailureTransient and ResetEvent). The cor-

responding state machine is shown in figure 8:

• The FailureTransient error event represents the occur-

rence of a transient event with the component switching to

the TransientFailure state.

• The recovery of a transient failure is represented by the

ResetEvent error event that switches the component from

the TransientFailure to the Operational state.

• When the Failure error event is triggered, the component

switches to the Failed state. As this is a permanent error, it

never recovers from it.

As for the sensor and actuator components, we associate the

OccurenceDistribution property with the following elements:

• Failure error event with a value of 3.17e-8 (one permanent

fault per year)

• ResetEvent error event with a value of 0.03 (recover of a

transient fault within 30 seconds)
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• FailureTransient error event with a value of 1.15e-5 (one

transient fault er day)

The error behavior of the top-level system is specified using a

state machine with two states: Operational and Failed. The

error state is specified from the state of sub-components using a

composite error behavior specification that specifies the active state

of the system in terms of the states of its subcomponents, as shown

in figure 4.

Finally, we associate the Hazard, Likelihood and Severity prop-

erties with the error source declarations.

composite error behavior

states

[ a1 . Fa i led or a2 . Fa i led ]−> Fa i led ;

[ s1 . Fa i led and s2 . Fa i led ]−> Fa i led ;

[ s1 . Fa i led and s3 . Fa i led ]−> Fa i led ;

[ s3 . Fa i led and s2 . Fa i led ]−> Fa i led ;

[ po . Fa i led or pm. Fa i led

or p i . Fa i led ]−> Fa i led ;

end composite ;

Listing 4: Composite Error Behavior of the Overall Sys-

tem

Figure 9: Generated Functional Hazard Analysis

5.4 Supporting the ARP4761 Safety Validation
Process

5.4.1 Functional Hazard Assessment

Our toolset processes the model to generate the FHA report which

enumerates error events and propagation within the architecture

that represent hazards. Only hazards with high severity level, re-

flecting high potential for accident, are included in the report. Be-

ing part of the PSSA of the ARP4761, it clearly identifies each

component that contributes to a system failure. Using the previ-

ously defined AADL model of the embedded control systems, this

document lists all error sources occurring from sensors, processors

or actuators. Each row corresponds to an error type that can be an

error source with its associated component and textual information

provided by the Hazards property, including severity and likelihood

of a hazard. An extract of the FHA report for this case-study is

shown in figure 9.

5.4.2 Fault Tree Analysis

Another document material used during the PSSA of the ARP4761

is the FTA. To support this analysis, our tools generate the FTA

from the AADL model. It represents the decomposition of an error

event into a tree with all sub-events. To do so, we use the composite

error behavior of the system, as defined in listing 4.

The failure conditions that trigger a switch of the main system to

the failed error state are translated into the Fault-Tree. An extract

of the generated Fault-Tree is shown in figure 10, showing all error

Figure 10: Fault-Tree Analysis for the Embedded Case Study

events that contribute to switch the top-level system into the Failed

error state.

5.4.3 Reliability Assessment

Another method recommended by the ARP4761 standard and

used during the SSA is the use of Markov Chain based methods to

evaluate the fault occurrence. To support this analysis, we export

the architecture fault model into a Markov Chain model.

As described in section 4.3, our tool generates a Markov Chain

for each component using its associated component error

behavior and the error propagation between components along

connections and bindings. Mapping rules translates AADL compo-

nent into modules in an appropriate notation for stochastic analy-

sis and interconnect them according to the core AADL notation

(connection and bindings of the components) and its error-model

description (error state, events, propagation, etc.). This automated

translation ensures that stochastic analysis relies on the same spec-

ification than the architecture (AADL) model and no error has been

introduced when translating system specification from one notation

to another. Then, user can used the stochastic model for simulation

and analysis purposes (for example, probability of an error).

From our AADL model, our tool generates a Markov Chain (us-

ing the notation supported by PRISM [10]) with eight modules

(corresponding to a component with a component error

behavior specification). The resulting model is imported into

PRISM [10] in order to simulate and verify system specification.

In the PRISM tool[10], users specify results of interest, e.g., the

probability that the system remains in an operational state despite

fault occurrences reflecting system availability.

Figure 11: Analysis of Failure Occurrence of One Processor

with PRISM

In order to illustrate the use of this stochastic analysis, we im-

port the model into PRISM and check the probability of a tran-

sient failure of one processor over 10 days (formulas and examples

are publicly available on [2]). A specific verification formula that

evaluates transient failure occurrence of processor components.

The tool provide a graphical representation of the result, figure 11

shows the associated result. As shown, after one day, the proba-

bility of failure of one processor is near 100%, which is consistent

with the initial system specifications.
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6. CONCLUSIONS AND PERSPECTIVES
Cyber-Physical Systems operate critical functions that must be

carefully designed and validated. As an error potentially means

mission failure or loss of life, hazards must be evaluated and elimi-

nated or handled, depending on their criticality and associated con-

sequences. To perform this process, development of such systems

requires following rigorous practice standard to evaluate system

safety and show evidence of absence of critical failure. This effort

requires the production of various reports that are loosely coupled

with system specification and other implementation artifacts. This

may lead to inconsistency and invalid assumptions in the differ-

ent analyses and the architectural design and implementation. This

practice is labor intensive and is often performed only once early in

the system engineering life cycle by system and safety engineers.

To overcome these issues, we have presented an approach to sup-

port the safety and reliability evaluation process using architecture

(AADL) models. This architecture-centric model-based approach

leverages the same architecture model for different analyses, re-

sulting in increased consistency between analysis results. The ap-

proach automates the generation of documentation materials for

supporting the different aspects of the validation process: Fault

and Hazard Assessment, Fault-Tree Analysis, simulation through

Markov Chain models, etc. We support such a process in our AADL

tool environment and generate much of the validation material re-

quired by safety practice standards such as ARP4761. This support

has been illustrated in a case study.

We have shown how the Error Model Annex of AADL pro-

vides several mechanisms to describe errors/faults, their propaga-

tions and the system error state based on error event or

incoming error propagations. These mechanisms provide a

convenient flexibility for systems designers, allowing them to as-

sociate error behavior specifications with elements of the model.

Also, using the same model for validating different architecture cri-

teria would increase stakeholders’ confidence in the correctness of

the architecture by showing evidence of requirements enforcement.

In order to ensure consistent analysis results, the tool assumes

that the component error behavior specifications are consistent with

error propagation specifications between the components and with

the error behavior specification of the composite system. Speci-

fication of such a set of model consistency constraints is currently

being completed as part of the revised Error Model Annex standard.

Another potential improvement is to simplify the interface be-

tween system designers and third-party tools to verify/validate the

system. For now, verifying system safety and reliability properties

with Markov Chain requires knowledge of a tool-specific notation

(PRISM) and the mapping between the AADL model and the gen-

erated Markov Chain model in order to specify a formula that cap-

tures the essence of the analysis. Such a formula could be generated

automatically from the high level specification of the reliability or

availability requirement associated with the AADL model.
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ABSTRACT

We present a taxonomy and an algebra for attack patterns
on component-based operating systems. In a multilevel se-
curity scenario, where isolation of partitions containing data
at different security classifications is the primary security
goal and security breaches are mainly defined as undesired
disclosure or modification of classified data, strict control of
information flows is the ultimate goal. In order to prevent
undesired information flows, we provide a classification of
information flow types in a component-based operating sys-
tem and, by this, possible patterns to attack the system.
The systematic consideration of informations flows reveals a
specific type of operating system covert channel, the covert
physical channel, which connects two former isolated parti-
tions by emitting physical signals into the computer’s envi-
ronment and receiving them at another interface.

Categories and Subject Descriptors

D.4.6 [Operating Systems]: Information flow controls—
Mandatory Access Control

General Terms

Design, Security

Keywords

micro kernel, separation kernel, MILS, covert channels, side
channels, multilevel security

1. INTRODUCTION
Operating systems for trustworthy computing systems of-

ten consist of a verifiable (micro) kernel and individual ser-
vice components. Jaeger describes this type of operating
system as a component-based operating system [16].

Rushby’s separation kernel provides isolated regimes for
components, with the goal “to create an environment which
is indistinguishable from that provided by a physically dis-
tributed system” [33]. The MILS architectural approach
places “traditional kernel-level security functionalities into
external modular components that are small enough for rig-
orous security evaluation using formal methods”as described
by Robinson et al. [32].

In a multilevel security scenario, where different parti-
tions have different levels of classification and must be iso-
lated to prevent information leakage, attacks on component-
based operating systems might be successful that are based
on exploiting shared resources, on colluding components or

on exploiting the physical characteristics of the computing
system. In this paper, we aim to identify and classify the
attack patterns on component-based operating systems by
analyzing all information flows in the model of a component-
based operating system. An algebra for information flows is
presented that could easily be adapted for the analysis of
extended models of operating systems. As part of our anal-
ysis, the security goals of confidentiality and integrity are
targeted, while other security goals such as availability are
not included.

Our contribution includes a taxonomy of attack patterns
on information flows in component-based operating systems
based on the performed analysis. As a further result of the
analysis, a specific type of operating system covert channel,
namely the covert physical channel, is identified, which has
not been extensively discussed to our knowledge and might
demand increased awareness in the future.

The remainder of this paper is structured as follows. In
Section 2, we present the basic scenario used in our work.
In Section 3, we identify all legitimate and illegitimate in-
formation flows possible in the basic scenario. In Section
4, we map the identified illegitimate information flows to
attack patterns, which represent methods for establishing
and exploiting illegitimate information flows. In Section 5,
we describe how our work is connected to related work. In
Section 6, we draw our conclusions.

2. BASIC SCENARIO
The basic scenario used for the attack patterns described

in this paper is shown in Fig. 1.

p0

Hardware (H)
= Legitimate Information Flow

(direct)
= Illegitimate Information Flow

(direct or indirect)

p... pn-1

Kernel (K)

Figure 1: Scenario for attacks on a component-based
operating system

19



We assume to have n ≥ 2 isolated application partitions
running on top of the (micro) kernel using shared hardware
resources. These partitions could contain virtual machines
or individual applications that are directly accessible to a
user of the computing system.

Micro kernels providing isolation mechanisms for multi-
level security can roughly be differentiated into sharing hy-
pervisors and pure isolation hypervisors, where sharing hy-
pervisors do allow communication between application par-
titions under certain circumstances and pure isolation hy-
pervisors do not allow any communication between these
partitions at all [18]. In this paper, only attack patterns
on pure isolation hypervisors are considered, leaving attack
patterns on the sharing mechanisms between partitions as a
subject for further research.

Although a multilevel security scenario is technically not
necessary to describe attack patterns on the isolation mech-
anisms of a component-based operating system, it can serve
the purpose to back up the theory with possible applications
and examples.

The micro kernel is implementing the reference monitor
concept, which states that “the reference validation mecha-
nism must always be invoked” [2]. In other words: any in-
formation flow has to be governed by the reference monitor
respectively the micro kernel, in this scenario. Still, micro
kernels are usually unable to really govern any information
flow, as there may be undesired channels left in the sys-
tem. Lampson [22] differentiated between three basic types
of channels: legitimate channels, storage channels and covert
channels. As only the legitimate channels are governed by
the kernel, storage channels as well as covert channels can
be used to establish additional undesired information flows.
We discuss each of these channel types in the course of this
paper and analyze their very different subcategories.

We will start with a study of information flows in the basic
scenario.

3. INFORMATION FLOWS

3.1 Basic Information Flows
Let P = {p0, . . . , pn−1} represent the set of isolated ap-

plication partitions running on top of the kernel. Let K
represent the operating system kernel and let H represent
the underlying hardware. Finally, let A be the attacker,
seeking to read or modify data without the proper autho-
rization. With these variables, we can construct a complete
graph (Fig. 2) representing all possible information flows in
our scenario as edges or sequences of incident edges in the
graph.

To define the legitimate information flows from the set
of all possible information flows, we start a walk at pi. As
any information flow between pi and pj(i �= j) is declared
illegitimate in a pure isolation hypervisor, we cannot walk
to pj . Furthermore, pi is not allowed to communicate with
the attacker and direct access to the hardware is illegiti-
mate, as any information flow has to be governed by the
always-invoked reference monitor, which is K in this sce-
nario. Therefore, pi is only able to directly communicate to
K, and H may only be accessed over K. After walking to
K, we can walk further to H or we could walk back to pi,
as any information flow can be implemented bidirectionally.
It should be noted that walking from K to pj is illegitimate
when starting at pi, although information flows between K

pi pj

K

H

A

= Legitimate Information Flow

Figure 2: Graph of information flows in a
component-based operating system

and pj are generally legitimate.
To demonstrate the identified information flows, we define

⇐⇒ as a bidirectional direct information flow between two
vertices. Likewise, =⇒ is defined as a unidirectional direct
information flow from left to right between two vertices. As
explained above, the only legitimate information flows in our
scenario (starting from pi) are:

1. pi ⇐⇒ K

2. K ⇐⇒ H

While we are walking forth from a specific starting posi-
tion (e.g. pi), we can concatenate these information flows.
Therefore, the following information flow is also legitimate:

3. pi ⇐⇒ K ⇐⇒ H

We can identify any illegitimate information flow in the
model with a recursive walk algorithm as shown in Listing 1
(pseudocode).

In Listing 1, line 1, the function and its arguments are
declared where start refers to the position in the graph where
a local walk is started and walk refers to the complete walk
that has been performed before calling the function. In the
loop between lines 3 and 15, any possible walk to a neighbor
is tested (line 6) if it conforms to the legitimate walks (i.e.
information flows). If a walk to a neighbor is legitimate,
the function is recursively called again (line 10), while the
id of the neighbor and the previously performed walk (line
5) are given as the new arguments. If a walk is found to
be illegitimate (line 12), the illegitimate information flow is
stored and the algorithm continues with the next neighbor
that is addressed in the loop.

By calling the algorithm with pi as the start position and
an empty walk, we can catch any shortest form of an ille-
gitimate information flow from pi to other vertices. As the
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Listing 1: Recursive walk algorithm
1 function walk -to-neighbors (start , walk)
2

3 for all neighbors of start do
4

5 local -walk := concatenate(walk , neighbor)
6 walk -legitimate := test -walk(start , neighbor)
7

8 if (walk -legitimate = true)
9 then

10 walk -to-neighbors(neighbor , local -walk)
11 else
12 store local -walk
13 end -if
14

15 end -for
16

17 end -function

algorithm stops as soon as an information flow turns out
as illegitimate, one could produce even longer information
flows by walking forth from the last vertex, but the result-
ing information flows would just be extended variants of the
hereby identified information flows. So, if any of these iden-
tified illegitimate information flows is part of an even longer
information flow, this information flow is also considered an
illegitimate information flow. Therefore, for demonstrating
a channel between pi and pj , one can always append ⇐⇒ pj
to the illegitimate information flow, if not already present.
Likewise, for demonstrating an attack, ⇐⇒ A can be ap-
pended, and to show a unidirectional information flow, ⇐⇒
might be replaced by =⇒ in every information flow. We
verified the resulting illegitimate information flows by imple-
menting the algorithm in the programming language Perl.
The resulting illegitimate information flows for the basic sce-
nario are listed below.

1. pi ⇐⇒ A

2. pi ⇐⇒ pj

3. pi ⇐⇒ H

4. pi ⇐⇒ K ⇐⇒ A

5. pi ⇐⇒ K ⇐⇒ pj

6. pi ⇐⇒ K ⇐⇒ H ⇐⇒ pj

7. pi ⇐⇒ K ⇐⇒ H ⇐⇒ A

As discussed in the last section, a kernel implementing the
reference monitor concept must always be invoked. There-
fore, any communication in the form of pi ⇐⇒ pj should be
impossible by definition, as the kernel would not be invoked
in this information flow. Still, attacks using the pi ⇐⇒ pj
approach have to be considered, as there may be imple-
mentation flaws in the kernel or in the hardware or the
system may be misconfigured by a system administrator.
These types of attack can only be consequently circumvented
by formal verification of hardware, software and the imple-
mented mandatory access control (MAC) policy, describing
a policy that “enforces systemwide security invariants re-
gardless of user preference” [37] (e.g. non-interference as
described by Goguen and Meseguer [9]) in contrast to a dis-
cretionary access control (DAC) policy.

It should also be obvious that the hardware is involved in
any physical information flow within the operating system.
In contrast to this, we are only specifying logical information
flows that only include the components which are actually
behaving contrary to the defined policy. So, as in pi ⇐⇒
K ⇐⇒ pj , K may be malfunctioning, while H is running
just as expected and, therefore, K is defined as the cause of
the information leak. Likewise, in pi ⇐⇒ K ⇐⇒ H ⇐⇒ A,
H is defined as the cause of the information leak, while K
may be running perfectly fine.

3.2 Using operating system guards
Even in a pure isolation hypervisor, there must be some

kind of communication between the partitions of system
components and the application partitions. Service compo-
nents provide services, maybe a file system implementation
or a network service, which are not integrated into the (mi-
cro) kernel. These service components can be categorized
into two different types: untrusted (i.e. non-trustworthy)
components and trusted (i.e. trustworthy) components.
Trustworthy components perform security-critical tasks in
a component-based operating system, for instance, multi-
plexing of shared resources, cryptographic operations and
integrity checks. Trustworthy components have to be small
enough in code size to be subject to evaluation or formal
verification. We shall refer to trustworthy components that
provide services to other components as guards, with the
set of guards defined as: G = {g0, . . . , gm−1}. The set of
non-guard-components, defined as C = {c0, . . . , cq−1}, may
be guarded (i.e protected) by those guards. An untrusted
component c ∈ C could, for instance, be a driver component,
reutilizing existing (untrusted) code to access a shared hard-
ware device.

Extending the scenario to guards and guarded compo-
nents (i.e. untrusted components that are protected by a
guard) leads to a more complex version of the graph (Fig. 3).
The information flows in the extended scenario can be de-
scribed as follows:

A shared hardware resource H may only be accessed via a
guarded component ck or via a guard gk. The guard gk pro-
vides isolated resource access to pi. All of these information
flows have to be governed by K.

This description leads us to the following legitimate infor-
mation flows:

1. ck ⇐⇒ K ⇐⇒ H

2. gk ⇐⇒ K ⇐⇒ ck

3. pi ⇐⇒ K ⇐⇒ gk

4. gk ⇐⇒ K ⇐⇒ H

As described in Section 3.1, we are able to concatenate the
legitimate information flows to even longer legitimate infor-
mation flows. The resulting legitimate information flows of
components and guards can be formalized as:

5. pi ⇐⇒ K ⇐⇒ gk ⇐⇒ K ⇐⇒ ck ⇐⇒ K ⇐⇒ H

6. pi ⇐⇒ K ⇐⇒ gk ⇐⇒ K ⇐⇒ H

For better visualization of the legitimate information flow,
we introduce interfaces (IF) to K in Fig. 3. Only those
vertices connected to the same interface of K may actually

21



pi pj

K

H

A

= Legitimate Information Flow 

ckgk

IF

IF

Figure 3: Using operating system guards

exchange information over the kernel. So, while information
flows accessing the shared hardware resources via a guard
component and thereby isolating the application partitions
are legitimate, any other information flows are illegitimate
in this example.

Illegitimate information flows for an extended scenario
(using operating system guards) can be retrieved with the
same algorithm as used in Section 3.1. We will have a further
look at one of these illegitimate information flows that de-
scribes a new type of attack pattern (as listed in Section 4).

1. pi ⇐⇒ K ⇐⇒ ck ⇐⇒ K ⇐⇒ pj

Due to shared access to the untrusted component ck, pi and
pj may be able to exchange information among each other
and, therefore, violate the MAC policy.

Now, with the illegitimate information flows identified, we
are able to identify the very different attack patterns to a
component-based operating system. The next section will
describe these attack patterns and the process of identifying
them.

4. ATTACK PATTERNS
We can map the information flows identified in the previ-

ous section to attack patterns. Attack patterns are defined
as methods for establishing or exploiting illegitimate infor-
mation flows.

The relation between information flows and attack pat-
terns can be described as a many-to-many relation: Multi-
ple attack patterns can be mapped to a single information
flow, as there may be very different methods for establish-

ing or exploiting an illegitimate information flow. Likewise,
multiple information flows can be mapped to a single at-
tack pattern, as one method for exploiting or establishing
illegitimate information flows could be used for multiple in-
formation flows. A mapping between information flows and
basic attack patterns is established in Tab. 1.

Additionally, it should be noted that the attack pattern
of exploiting implementation flaws is associated with any of
these information flows, as flaws might always be present
in hardware or software that has not been subject to for-
mal verification. The basic attack patterns presented can
be further differentiated along the specific methods used in
an attack in order to generate more precise (extended) at-
tack patterns (see Tab. 2).

The difference between basic and extended attack patterns
is that extended attack patterns utilize the same informa-
tion flows as their associated basic attack pattern, but they
each describe a distinct method to establish the information
flow. It should further be noted that in order to describe
side channels and covert physical channels, ⇐⇒ should be
replaced by =⇒ as the information flow is only unidirec-
tional in most cases. Finally, the identified attack patterns
are described in Tab. 3. Where extended attack patterns
have been identified, only the extended attack patterns are
listed. A discussion of the provided references is included in
Section 5 (related work).

We also introduce the concept of a covert physical chan-
nel, which uses physical signals that were not meant for
communication in the first place, to transmit covert mes-
sages between isolated application partitions. Preliminary
work on physical communication has been performed by
Madhavapeddy et al. [26], who present a study on audio
networking, by Loughry and Umphress [25], who describe
information leakage from optical emanations, by Hasan et
al. [14], who study different physical means for command-
and-control communication between mobile devices and by
Raguram et al. [30], who present a setup where typed key-
strokes are extracted by optical reflections of the environ-
ment. In contrast to these authors, we are not just looking
at physical means for communication or information extrac-
tion, but we identify a covert channel between two applica-
tion partitions that is established by sending physical (e.g.
optical or acoustical) signals into the computer’s environ-
ment and receiving them at another interface of the com-
puting system.

Karger and Wray [17] present a covert storage channel
based on disk arm optimization. This covert channel would
not qualify as a covert physical channel, because the physical
environment (shared by different partitions) would not be
used for the covert channel and the covert channel only takes
place at the hardware level. This difference can be made
visible by introducing a variable E (describing the shared
physical environment) to the model.

Where the disk arm channel might be described by:
pi ⇐⇒ K ⇐⇒ H ⇐⇒ K ⇐⇒ pj ,
The covert physical channel would be better described by:
pi ⇐⇒ K ⇐⇒ H ⇐⇒ E ⇐⇒ H ⇐⇒ K ⇐⇒ pj .
The variable E might be used in future analyses to identify

a covert channel as a type of covert physical channel.
Murdoch [27] presents a covert channel based on clock

skew manipulations as a result of different heat output levels.
This type of covert channel would also not qualify as a covert
physical channel according to our terminology, because the
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No. Information Flow Basic Attack Patterns
1 pi ⇐⇒ A Use insider attack
2 pi ⇐⇒ pj Exploit flaws in the system policy
3 pi ⇐⇒ H Use physical attacks, Exploit covert channels, Exploit storage channels
4 pi ⇐⇒ K ⇐⇒ A Exploit flaws in the system policy
5 pi ⇐⇒ K ⇐⇒ pj Exploit covert channels, Exploit flaws in the system policy
6 pi ⇐⇒ K ⇐⇒ H ⇐⇒ pj Use physical attacks, Exploit covert channels
7 pi ⇐⇒ K ⇐⇒ H ⇐⇒ A Use physical attacks
8 pi ⇐⇒ K ⇐⇒ ck ⇐⇒ K ⇐⇒ pj Exploit flaws in the system policy

Table 1: Illegitimate information flows mapped to basic attack patterns

No. Basic Attack Pattern Extended Attack Patterns
1 Use insider attack N/A
2 Use physical attacks Exploit physical access, Exploit side channels
3 Exploit implementation flaws N/A
4 Exploit covert channels Exploit covert storage channels, Exploit covert timing channels, Exploit

covert physical channels
5 Exploit storage channels N/A
6 Exploit flaws in the system policy Exploit corrupt policy channels, Exploit illegitimate access to compo-

nents

Table 2: Basic attack patterns mapped to extended attack patterns

No. Attack Pattern Description References
1 Use insider attack A is granted direct access to extract information from

pi.
Baracaldo and Joshi [4],
Liu et al. [24], Yu and
Chiueh [40].

2 Exploit physical access A has physical access to the computing system and can
directly extract information, which has been stored at
H, from pi.

Halderman et al. [10].

3 Exploit side channel A uses side channel attacks to extract information from
pi over H.

van Eck [36],
Dürmuth [7], Backes et
al. [3], LeMay and
Tan [23], Shamir and
Tromer [35], Halevi and
Saxena [11].

4 Exploit implementation
flaws

A uses implementation flaws of pi, K or H to extract
information from pi

Klein et al. [20],
Boettcher et al. [5],
Robinson et al. [32]

5 Exploit covert storage
channel

A covert channel is established between pi and pj by
storing a hidden message within shared resources.

Lampson [22], National
Computer Security
Center [28].

6 Exploit covert timing
channel

A covert channel is established between pi and pj by
encoding a message via the timing behavior of shared
resources.

Lampson [22], National
Computer Security
Center [28].

7 Exploit covert physical
channel

A covert physical channel is established between pi and
pj by encoding a message, sending it out into the
physical environment via H and receiving it at a
different interface of H.

N/A.

8 Exploit storage channels Information can be exchanged between pi and pj via
shared storage resources.

Lampson [22]

9 Exploit corrupt policy
channel

Information can be exchanged directly between pi and
pj due to a flawed MAC policy.

Agreiter [1], Zhai et
al. [41].

10 Exploit illegitimate access
to components

Information can be exchanged between pi and pj by
exploiting illegitimate access to a component.

N/A

Table 3: Description and references regarding to attack patterns
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signal is not directly transferred between sender and receiver
over a shared physical environment, but indirectly by clock
skew manipulations and analysis.

The covert physical channel is used to illegitimately ex-
change messages between application partitions of a
component-based operating system. By reutilizing devices
that have not been designed for communication at all, the
security policy of a pure isolation hypervisor might be cir-
cumvented. In order to establish a covert physical channel,
both pi and pj must be able to access a device that either
transmits physical signals into the computer’s environment
or receives signals from the computer’s physical environ-
ment. Our implementation of a covert physical channel is
built upon acoustical signal modulation (utilizing speakers
and microphones) but other types of physical signals might
also be utilized. One challenge is to design a covert phys-
ical channel with stealthiness in mind in order to prevent
early detection. For this purpose we utilize inaudible acous-
tical signals (e.g. ultrasound). Two different physical attack
patterns are shown in Fig. 4.

Shared Physical Environment

Network Covert Channel

Operating System
Covert Channel

Next Hop

Figure 4: Physical Attack Patterns

First, it is possible to break the domain separation of a
pure isolation hypervisor with a covert physical channel built
upon ultrasonic signal modulation. More specific implemen-
tation details on this type of covert physical channel with
a bandwidth of up to 600 bit/s and the associated counter-
measures will be provided in a future paper.

Secondly, Hanspach and Goetz [12] describe an approach
where a component-based operating system participates in a
covert acoustical mesh network of infected nodes and where
the communication range can be extended by transmissions
over multiple hops.

Based on the attack patterns in Tab. 3, we present a tax-
onomy of attack patterns on information flows in component-
based operating systems (modeled after an attack tree [34]),
visualizing the different measures an attacker could imple-
ment in order to break the system (Fig. 5). Each leaf of the
tree represents a single attack pattern. An attacker seeking
to compromise data confidentiality or integrity could be an
insider or he could exploit physical means of access, directly
accessing the hardware or gathering information from side
channels. Implementation flaws in the hardware or software
can affect the operating system’s functions, leading to infor-
mation leaks and violations of the MAC policy of separation
in a pure isolation hypervisor. Moreover, the attacker could

create a covert channel, accessing information from parti-
tions, without having a proper clearance for the associated
classification level. Finally, one could attack the operating
system by exploiting storage channels, by establishing a pol-
icy based channel or by exploiting a flawed system policy to
illegitimately get access to system components.

Having defined the possible attack patterns in our sce-
nario, we will now discuss preliminary studies.

5. RELATED WORK
Lampson [22] made a basic distinction between legitimate

channels, storage channels and covert channels in operating
systems, which is considerably extended in our work.

Insider attacks in access control systems and countermea-
sures are described by Baracaldo and Joshi [4], Liu et al. [24],
and by Yu and Chiueh [40]. Physical access to a computing
system could be exploited to read out unencrypted data af-
ter power-down and encrypted data while the system is run-
ning. As Halderman et al. [10] pointed out, data could even
be restored from DRAM for a short time after power-down.
Side channels are presented by van Eck [36], who describes
the threat of electromagnetic emanations, by Frankland [8],
who describes optical, acoustical and electromagnetic side
channels, and by LeMay, Tan, Shamir and Tromer [23, 35],
who study acoustical emanations from computer internal de-
vices (e.g. supply capacitors), while software cache-based
side channels are described by Kong et al. [21]. Implemen-
tation flaws could be used to exploit the computing system
by circumventing the MAC policy. To counter implementa-
tion bugs, code-size reduction and formal verification might
be applied. For the kernel level, a formal verified micro ker-
nel has been presented by Klein et al. [20], while the MILS
architectural approach (see Boettcher et al. [5] and Robin-
son et al. [32]) aims at providing a trustworthy middleware
between the kernel and application partitions, consisting of
components that are small enough for evaluation and formal
verification.

Lampson [22] introduces covert channels in 1973, which
are defined as communication channels “not intended for
information transfer at all”. Both covert storage channels
and covert timing channels have been described by the Na-
tional Computer Security Center [28] in 1993. Wray [39]
presents a study on covert channel terminology where he
questions the differentiation between covert storage chan-
nels and covert timing channels and concludes that “stor-
age nature and timing nature are attributes of the channel,
and a given channel may possess either or both.” A covert
channel of this combined type could be identified as both a
covert storage channel and a covert timing channel in our
taxonomy. In a different approach, Zhai et al. [42] present
a study on automatic identification of covert channels in
Linux. Kemmerer [19] introduced the shared resource ma-
trix that describes a methodology to systematically identify
covert storage channels in a computing system. In contrast
to the work of Kemmerer, our methodology is not targeted at
covert channel identification, but aims to provide a complete
information flow analysis in the model of a component-based
operating system where different types of attack patterns are
identified and described.

Storage channels are also defined by Lampson [22], who
notes that data is “written by the service and read by an
unconfined program, either shortly after it is written or at
some later time”, describing a storage channel between a
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Figure 5: Taxonomy of attack patterns in component-based operating systems

confined and an unconfined program. Corrupt policy chan-
nels that are present due to a misconfigured access control
policy have been addressed by Agreiter [1], proposing au-
tomatic generation of an operating system’s MAC policy,
and Zhai et al. [41], presenting a new method for automatic
analysis of an operating system’s MAC policy. Finally, ex-
ploiting illegitimate access to components would be a special
case of a flawed system policy, where a policy circumvents
an operating system guard gk that protects access to a com-
ponent ck, managing a shared resource, and allows pi and pi
to exchange messages via ck. The use of operating system
guards to handle shared resources to protect applications
from untrusted components has been described by Payne et
al. [29], Robinson et al. [31, 32], Heckman et al. [15], and
Hanspach and Keller [13].

6. CONCLUSIONS
We systematically studied and described information flows

and patterns to attack these information flows the model of
a component-based operating system. For our basic sce-
nario of component-based operating systems, we analyzed
every possible illegitimate information flow, in order to give
operating system designers the tools to detect and possibly
prevent these illegitimate information flows. We found very
different patterns, ranging from an insider attack to prevent-
ing different types of channels and to exploiting implementa-
tion flaws, which are mapped to specific information flows.
Any designer of a component-based operating system can
use these patterns, to propose new subtypes of attack pat-
terns and develop countermeasures against the associated
illegitimate information flows.

The presented algebra might be used in future work to
describe and analyze more extended scenarios for informa-
tion flows in high-assurance setups. For instance, it might
be a good idea to add a variable E for the physical environ-
ment of the computing system in order to describe an in-
formation flow through the physical environment as present

in the covert physical channel and in side channels. While
we analyzed a scenario, where the high-assurance applica-
tion partition pi is not connected to a network, a variable
N = {n0, . . . , nx−1} for the network and connected nodes
in the networks might be introduced in future work, al-
though complex network-based attack patterns involving ≥
3 hosts might be more appropriately analyzed with a simpli-
fied model of the operating system stack. For network-based
attacks, similar attack patterns (e.g. covert channels) could
be utilized as described by Wendzel [38] and many more
authors. As further actors in the scenario, different users
of the computing system U = {u0, . . . , uy−1} might be in-
troduced. Finally, H might be differentiated to generate a
more precise description of attack patterns on information
flows between peripheral devices (such as a DMA attack by
a malicious network interface card as presented by Duflot et
al. [6]). As we target a mandatory access control system that
specifically handles information flows between partitions in
a component-based operating system, objects inside a par-
tition (e.g. sockets and files within a VM) are not target of
the analysis.

As a general attack pattern against domain separation in a
component-based operating system, covert physical channels
are introduced, which can be used to physically exchange
information between isolated partitions, using light, acoustic
wave propagation or any other type of physical signal, which
is not already established as a communication channel in the
computing system.

In summary, the set of attack patterns presented can be
used for a manual for the design and evaluation of a
component-based operating system by addressing each of the
identified attack patterns in the security design and evalua-
tion where the operating system model (or a similar model)
is applicable.
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ABSTRACT

In our current work, we need to create a library of formally
verified software component models from code that has been
compiled (or decompiled) using the Low-Level Virtual Ma-
chine (LLVM) intermediate form; these components, in turn,
are to be assembled into subsystems whose top-level assur-
ance relies on the assurance of the individual components.
Thus, we have undertaken a project to build a translator
from LLVM to the applicative subset of Common Lisp ac-
cepted by the ACL2 theorem prover. Our translator pro-
duces executable ACL2 specifications featuring tail recur-
sion, as well as in-place updates via ACL2’s single-threaded
object (stobj) mechanism. This allows us to efficiently sup-
port validation of our models by executing production tests
for the original artifacts against those models. Unfortu-
nately, features that make a formal model executable are of-
ten at odds with efficient reasoning. Thus, we also present a
technique for reasoning about tail-recursive ACL2 functions
that execute in-place, utilizing a formally proven “bridge” to
primitive-recursive versions of those functions operating on
lists.
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ifying and Verifying and Reasoning about Programs—Me-
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1. INTRODUCTION

“Remember that all models are wrong; the
practical question is how wrong do they have to
be to not be useful.” [2] – George Box, British
Statistician

Layered assurance for software often requires the creation
of a library of assured software component models, start-
ing with code that lacks a formal pedigree. These assured
components can then be assembled into subsystems whose
top-level assurance relies on the assurance of the individual
components. In our current work, we need to create such
a library of formally verified software component models
from code that has been compiled (or decompiled) using the
Low-Level Virtual Machine (LLVM) intermediate form [14].
Thus, we have undertaken a project to build a translator
from LLVM to the applicative subset of Common Lisp [11]
accepted by the ACL2 theorem prover [9], and perform ver-
ification of the component model using ACL2’s automated
reasoning capabilities.

Formal verification cannot proceed without a model of
the artifact to be analyzed, but as George Box notes above,
all models are necessarily approximations. The “trick” with
modelling, then, is to capture the essence of the artifact
under analysis, at least with respect to the properties that
one wishes to verify.

But, how do we assure ourselves that our formal mod-
els have sufficient fidelity to “the real world” in order for
our analyses to be valid? One significant step is to auto-
mate the translation of the artifact from its “native” form to
a formal specification. This minimizes the possibility of hu-
man error, and, in our experience, makes one think carefully
about what details of the source artifact are most important
to capture. Another, complementary, way to increase con-
fidence is to produce an executable formal model, and vali-
date it by running production tests for the original artifact
on that model. Unfortunately, features that make a formal
model executable (tail recursion, in-place state updates) of-
ten make reasoning difficult.

In the present work, we are particularly concerned with es-
tablishing functional correctness properties for code that has
been compiled (or decompiled) using LLVM. LLVM is the
intermediate form for many common compilers, including
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the clang compiler used by Mac OS X and iOS developers.
LLVM supports a number of language frontends, and LLVM
code generation targets exist for a wide variety of machines,
including both CPUs and GPUs.

LLVM is a register-based intermediate in Static Single As-
signment (SSA) form [5]. As such, LLVM supports any num-
ber of registers, each of which is only assigned once, stati-
cally (dynamically, of course, a given register can be assigned
any number of times). Appel has observed that “SSA form
is a kind of functional programming” [1]; this observation, in
turn, inspired us to build a translator from LLVM to the ap-
plicative subset of Common Lisp accepted by the ACL2 the-
orem prover. Our translator produces an executable ACL2
specification that is able to efficiently support validation via
testing, as the generated ACL2 code features tail recursion,
as well as in-place updates via ACL2’s single-threaded object
(stobj) mechanism. In order to ease the process of proving
properties about these translated functions, we have also de-
veloped a technique for reasoning about tail-recursive ACL2
functions that execute in-place, utilizing a formally proven
“bridge” to primitive-recursive versions of those functions
operating on lists; this technique is discussed in Section 4.

2. THE ACL2 SYSTEM
We utilize the ACL2 theorem proving system for much of

our verification work, as it best presents a single model for
formal analysis and simulation. ACL2 provides a highly au-
tomated theorem proving environment for machine-checked
formal analysis. An additional feature of ACL2, single-
threaded objects, adds to its strength as a vehicle for rea-
soning about fixed-size data structures, as will be detailed
in a future section.

ACL2 source code inherits a number of Lisp peculiarities,
and so we offer a brief tutorial so that the reader may be
able to better read the ACL2 code that appears in this paper.
Lisp is a prefix language; the operator always appears before
the operands. Lisp defines a function with defun, e.g.

(defun funname (parm1 parm2 parm3)

(<body>))

and function invocation proceeds as (funname x y z).
Multiway conditionals use the cond form. let binds vari-
ables to values within a function body. Many Lisp functions
operate on lists, the fundamental Lisp data structure; the
most basic of these are obscurely named car (first element
of a list), and cdr (rest of the list, not including the first
element). nth returns the nth element of a list; update-nth
returns a new list with the nth element replaced. take re-
turns the first n elements of a list; nthcdr returns a list
containing all but the first n elements. nil designates the
empty list, and also is boolean “false” (t is true). Lisp predi-
cate names are traditionally given a suffix of “p”; thus, endp
is a function that returns t if the end of a list has been
reached (and returns nil otherwise).

3. TOOLCHAIN OVERVIEW
Our translation toolchain architecture is shown in Fig-

ure 1. The left side of the figure depicts a typical compiler
frontend producing LLVM intermediate code. LLVM output
can be produced either as a binary “bitcode” (.bc) file, or as
text (.ll file). We chose to parse the text form, producing
an abstract syntax tree (AST) representation of the LLVM

Figure 1: LLVM-to-ACL2 translation toolchain.

program. Our translator then converts the AST to ACL2
source. The ACL2 source file can then be admitted into
an ACL2 session, along with conjectures that one wishes to
prove about the code, which ACL2 processes mostly auto-
matically. In addition to proving theorems about the trans-
lated LLVM code, ACL2 can also be used to execute test
vectors at reasonable speed.

The translator is written in OCaml [6], and successfully
parses all 5000+ legal .ll files in the LLVM source dis-
tribution. The translator produces the AST from the in-
put, removes aliases, extracts functions from labelled basic
blocks, constructs parameter lists, determines declaration
order, then generates the ACL2 code for each function.

3.1 An Example
As an example, consider the following C source code that

computes the sum of the first n elements of an array, plus
an initial value:

long sumarr(unsigned int n, long sum, long *array) {

unsigned int j = 0;

for (j = 0; j < n; j++) {

sum += array[j];

}

return sum;

}

This is admittedly a very simple example, and fails to ex-
ercise many of the more advanced features of our translator
and proof framework. However, its relative simplicity allows
us to narrate a complete translation and verification within
the confines of this paper.

We produce the LLVM code for this function by invok-
ing clang as follows: clang -O4 -S -emit-llvm sumarr.c.
The generated LLVM code for clang version 4.2 (which sup-
ports LLVM 3.2) is excerpted below:

define i64 @sumarr(i32 %n, i64 %sum, i64* %array) {

%1 = icmp eq i32 %n, 0

br i1 %1, label %._crit_edge, label %.lr.ph

.lr.ph:

%indvars.iv = phi i64

[ %indvars.iv.next, %.lr.ph ], [ 0, %0 ]

%.01 = phi i64 [ %4, %.lr.ph ], [ %sum, %0 ]

%2 = getelementptr i64* %array, i64 %indvars.iv
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%3 = load i64* %2, align 8, !tbaa !0

%4 = add nsw i64 %3, %.01

%indvars.iv.next = add i64 %indvars.iv, 1

%lftr.wideiv = trunc i64 %indvars.iv.next to i32

%exitcond = icmp eq i32 %lftr.wideiv, %n

br i1 %exitcond, label %._crit_edge, label %.lr.ph

._crit_edge:

%.0.lcssa = phi i64 [ %sum, %0 ], [ %4, %.lr.ph ]

ret i64 %.0.lcssa

}

Observe that LLVM output is similar to assembly code,
with labels and low-level opcodes like br (branch), icmp (in-
teger compare) and load (load from memory). Registers are
prepended with the“%”character, and are given sometimes-
meaningful names. Consistent with the SSA philosophy, no
register appears on the left hand side of an assignment (“=”)
more than once. A peculiar feature of LLVM code is the phi
instruction, which provides register renaming at a branch
target. We will use the phi in our ACL2 translation to
match formal to actual parameters, as will be detailed later.

Keeping in mind that SSA is functional programming, we
can begin to translate this LLVM output to ACL2. First,
each label becomes its own function, so we produce defun

forms for @sumarr, .lr.ph, and ._crit_edge. We further
observe that the latter function is a trivial leaf function that
can be inlined into its callers. The formal parameters for
the remaining functions can be determined by consulting
the left hand side of the phi functions; thus, .lr.ph in-
cludes indvars.iv and %.01 in its parameter list. We also
need to identify parameters that are read, but not modi-
fied — %n and %array. Thus, our developing loop function
can be defined as (defun .lr.ph (%.01 %.indvars.iv %n

%array)...).
We are left, then, with the question of how to translate

memory and memory transactions. Typically in ACL2, a
machine state data structure is declared, and passed as a
parameter to all functions that read and/or write elements
of the state. If a given function updates the state, the mod-
ified state must be returned. Obviously, for a large state,
functional update of the state can become quite expensive.
Thus, the ACL2 developers have created a special kind of
data structure that maintains functional semantics, but is
implemented using in-place update operations “under the
hood”.

3.2 ACL2 Single-Threaded Objects
ACL2 enforces restrictions on the declaration and use of

specially-declared structures called single-threaded objects,
or stobjs [3]. From the perspective of the ACL2 logic, a
stobj is just an ordinary ACL2 object, and can be reasoned
about in the usual way. Ordinary ACL2 functions are em-
ployed to“access”and“update” stobj fields (defined in terms
of the list operators nth and update-nth). However, ACL2
enforces strict syntactic rules on stobjs to ensure that “old”
states of a stobj are guaranteed not to exist. This prop-
erty means that ACL2 can provide destructive implementa-
tion for stobjs, allowing stobj operations to execute quickly.
In short, an ACL2 single-threaded object combines a func-
tional semantics about which we can readily reason, utilizing
ACL2’s powerful heuristics, with a relatively high-speed im-
perative implementation that more closely follows “normal”
programming practice.

3.3 Completing the Translation
Our translator emits ACL2 code defining a single-

threaded object for memory, declared as a Lisp array of un-
signed bytes. It additionally defines ACL2 functions to load
and store 8, 16, 32, and 64 byte quantities, both signed and
unsigned, and supports both little-endian and big-endian en-
coding. The translator ensures that this state stobj, st, is
passed to all translated functions. Since the sumarr example
does not modify memory, st does not need to be returned.
The translated functions for sumarr are depicted in Figure
2. Referring to the figure, @sumarr_0 is a “driver” function
that does some initial parameter checking before invoking
@sumarr_%.lr.ph, which implements the loop. Within the
latter function, getelementptr computes the address of a
given element of the array, as does the LLVM instruction
of the same name, and load-i64l reads a 64-bit signed in-
teger in little-endian order from the address computed by
getelementpr.

Some additional ACL2 features should be mentioned at
this point. First, inside the standard Lisp (declare...)

form in Figure 2 one will note some ACL2-specific declara-
tions. :measure provides a measure predicate to be used in
termination analysis; this measure should decrease for ev-
ery recursive call of the function, and ACL2’s termination
analysis machinery will prove that it does. (NB: nfix casts
its input to a natural number.) :stobjs declares st as a
single-threaded object, and :guard restricts the “types” of
the input parameters to the function — if the guards are
violated during execution, the function will not be invoked.
However, guards are not a part of the ACL2 logic; thus,
one will note that these guard conditions are also explicitly
checked in the opening conditional of the generated func-
tion. But, these individual predicates are surrounded by
mbt, which signals that these checks need not be made dur-
ing execution. (ACL2 guards are a complex subject; the
curious reader is referred to the ACL2 documentation [12].)

Finally, observe that the translated function for the LLVM
loop conveniently becomes a tail-recursive function in ACL2.
Tail-recursive functions are very nice for execution, as Lisp
compilers know to optimize a tail call into a jump; thus, an
arbitrary number of recursive tail calls can be made without
exhausting the stack (by contrast, recursive calls that are
not tail-recursive can “blow up” the stack after a few thou-
sand frames.) However, tail-recursive functions are not so
convenient for reasoning, as will be addressed in the next
section.

4. FORMAL ANALYSIS OF TAIL-

RECURSIVE FUNCTIONS OPERATING

ON SINGLE-THREADED OBJECTS
As noted by several researchers (e.g. [7]), reasoning about

functions on stobjs is more difficult than performing proofs
about traditional ACL2 functions on lists which utilize prim-
itive recursion. This difficulty is compounded by the fact
that in order to scale to data structures containing millions
of elements, recursive functions must be tail-recursive (this
would be the case whether we used stobjs or not). Previ-
ous work has described a preliminary method to deal with
these issues, at least for the case of functions that operate
over large stobj arrays [8]. With this method, we have been
able to show, for a number of such functions, that a tail-
recursive, stobj-based function that “marches” from lower
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(defun @sumarr_%.lr.ph (%.01 %indvars.iv %n %array st)

(declare (xargs :measure (nfix (- (nfix %n) (nfix %indvars.iv)))

:stobjs st

:guard (and (integerp %.01) (natp %indvars.iv) (natp %n)

(natp %array) (< %indvars.iv %n))))

(if (not (and (mbt (integerp %.01)) (mbt (natp %indvars.iv)) (mbt (natp %n))

(mbt (natp %array)) (mbt (< %indvars.iv %n)))) %.01

(let ((%2 (getelementptr %array %indvars.iv 8)))

(let ((%3 (load-i64l %2 st)))

(let ((%4 (ifix (+ %3 %.01))))

(let ((%indvars.iv.next (nfix (+ %indvars.iv 1))))

(let ((%exitcond (if (= %indvars.iv.next %n) 1 0)))

(if (= %exitcond 1) %4

(@sumarr_%.lr.ph %4 %indvars.iv.next %n %array st)))))))))

(defun @sumarr_0 (%n %sum %array st)

(declare (xargs :stobjs st

:guard (and (natp %n) (integerp %sum) (natp %array))))

(if (not (and (mbt (natp %n)) (mbt (integerp %sum)) (mbt (natp %array))))

(ifix %sum)

(let ((%1 (if (= %n 0) 1 (ifix %sum))))

(if (= %1 1) (ifix %sum) (ifix (@sumarr_%.lr.ph %sum 0 %n %array st))))))

Figure 2: Translation to ACL2.

array indices to upper ones is equivalent to a primitive re-
cursive version of that function operating over a simple list.
This technique, which has been named Hardin’s Bridge1, re-
lates a traditional imperative loop operating on an array of
values to a primitive recursion operating on a list.

As depicted in Figure 3, the process of building this bridge
begins by translating an imperative loop, which operates
using op on a data array d, into a tail-recursive function
(call it x-tail) operating on a stobj st containing an array
field, also named d. This tail-recursive function is invoked as
(x-tail j res st), where res is an accumulator, and the
index j counts up from 0 to the size of the data array, *SZ*.
x-tail is then shown to be equivalent to a non-tail-recursive
function x-iter that also operates over the stobj st. This
function is invoked as (x-iter k res st), where index k

counts down from *SZ* toward zero. The equivalence of
these two functions is established in a manner similar to the
defiteration capability found in centaur/misc/iter.lisp

in the ACL2 distributed books.
We now have a primitive recursion that operates on an

array field of a stobj. What we desire, however, is a primitive
recursion that operates over a list. One such recursion is as
follows:

(defun x (res d)

(if ((endp d) res

(op (car d) (x res (cdr lst))))))

This function can be related to x-iter by way of a the-
orem involving take, which as one will recall, returns the
first n elements of a list. Additionally, defthm is the ACL2
form for stating a conjecture, which the ACL2 system will
attempt to prove. Many defthm forms include an implies

operator, which unsurprisingly, is logical implication.
1In memory of Scott Hardin, father of the first author: a
civil engineer who designed several physical bridges, and a
man who valued rigor.

(defthm x-iter-take--thm

(implies (and (stp st) (natp j)

(integerp res) (<= j *SZ*))

(= (x-iter j res st)

(x res (take j (nth *DI* st))))))

Here, (nth *DI* st) is the way to refer to the entire data
array as a list; this is legal in theorems, but is not permitted
within function definitions, by ACL2 stobj rules.

If the preconditions are met, then by functional instanti-
ation (setting j = *SZ*),

(= (x res (nth *DI* st)) (x-iter *SZ* res st))

and, by the earlier equivalence,

(= (x-tail 0 res st) (x-iter *SZ* st)

so, finally,

(equal (x-tail 0 res st) (x res (nth *DI* st)))

Once some auxiliary lemmas are proven, ACL2 proves this
result automatically.

We can now prove theorems about the array-based iter-
ative loop by reasoning about x, which has a much more
convenient form from a theorem proving perspective.

We have employed this bridge technique on several predi-
cates and mutators, including an array-based insertion sort
employing a nested loop. Returning to our example, we can
use the above technique to prove that @sumarr_%.lr.ph is
equal to the following primitive recursive function:

(defun sumlist64 (res lst)

(declare (xargs :measure (len lst)))

(cond ((not (true-listp lst)) (ifix res))

((endp lst) (ifix res))

(t (+ (ifix (load-i64ll (take 8 lst)))

(sumlist64 res (nthcdr 8 lst))))))
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Figure 3: Hardin’s Bridge: Relating an imperative loop to a primitive-recursive ACL2 function.

sumlist64 consumes a list of unsigned bytes eight ele-
ments at a time, converts those eight elements to a single
signed 64-bit integer observing little-endian byte order (via
the load-i64ll function), then accumulates a sum. Prov-
ing properties about @sumarr_%.lr.ph can then be accom-
plished by proving them instead about sumlist64, a much
simpler function, and one that is of a non-tail-recursive form
better-suited for theorem proving.

5. RELATED WORK
Zhao et al. [15] produced several different formalizations

of operational semantics for LLVM in Coq [4], noting that
their intention is to produce a verified LLVM compiler, sim-
ilar to the verified CompCert compiler due to Leroy [10]
(CompCert does not utilize the LLVM intermediate form).
As such, their emphasis on formalizing LLVM operational se-
mantics makes sense. We also considered creating an“LLVM
interpreter” in ACL2 (Zhao et al. utilized the OCaml ex-
traction capability of the Coq environment to produce such
an interpreter), resulting in a “shallow embedding”, but de-
cided that a translation to ACL2 (thus producing a “deep
embedding”) would allow us to begin proving properties
about LLVM programs with much less effort. Our approach
was also influenced by Magnus Myreen’s“decompilation into
logic” work [13]. Our approach could be characterized as a
sort of decompilation into logic, but we do not go to the
same lengths as Myreen to assure that the decompilation
process is sound. We also have the advantage of starting
with a form that is functional, whereas Myreen has tackled

the much more difficult problem of decompiling imperative
machine code.

6. CONCLUSION AND FUTURE WORK
We have built a translator from the LLVM intermediate

form to the applicative subset of Common Lisp accepted
by the ACL2 theorem prover. The translator produces an
executable ACL2 specification featuring tail recursion, as
well as in-place updates via ACL2’s single-threaded object
(stobj) mechanism, and we have utilized these features in
order to validate our translated models via testing. We
also presented a technique for reasoning about tail-recursive
ACL2 functions that execute in-place, utilizing a formally
proven“bridge” to primitive-recursive versions of those func-
tions operating on lists.

Future work should focus on improving the translator, es-
pecially in areas of optimizing the ACL2 output, as well as
refining the memory model in ACL2 in order to ease au-
tomated reasoning. We also need to continue to develop
techniques for reasoning about tail-recursive functions and
stobjs; some progress has been made during the current ef-
fort, but much more work is needed in order to make the
process easier.
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