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Welcome to GTIP 2010

Welcome to the 2010 Workshop on Governance of Technology, Information, and Policies.

As the world has become more interconnected, the relationship among technology, information, policies,
and society has become quite complex. One society sees a piece of technology as beneficial; another sees
that same technology as malevolent. The multiplicity of jurisdictions through which information flows may
place differing constraints on the nature of the data and how it is to be handled. And the composition of
policies necessary for multi-jurisdictional organizations raises both practical and theoretical questions.

These issues raise critical questions of security and privacy in collaboration and in the transfer of informa-
tion and technology. Complicating these questions is the use of technology in different domains, creating
different threats and risks. The papers in this year’s GTIP workshop reflect these issues, discussing them in
many different contexts.

This year, GTIP 2010 received submissions from 6 countries on 3 continents. The institutions at which the
authors work range over both academia and institutions. To ensure that the papers reflected a thoughtful and
considered approach to the problems and issues they discussed, at least two members of the Program Com-
mittee reviewed each paper. When appropriate, external reviewers with particular expertise in the subject
matter reviewed the paper as well. The results were then discussed on line. The accepted papers explore the
interaction of technology, information, and policy in areas ranging from medicine to the allocation of IPv4
addresses to elections.

A workshop is by definition interactive. The papers guide the presentations, which should spark discus-
sion among the attendees. From these discussions, new aspects of the problem of governance, new possible
solutions, and new applications of old technology and policies emerge. So attendees should be active by
identifying and clarifying situations in which both conflict and coöperation arise. Through this process, we
will learn about what the future will bring—or can bring.

We thank everyone who made this workshop possible: the authors, who submitted papers to this workshop;
the members of the Program Committee and external reviewers, who carefully reviewed the submissions
and participated in the online discussions; the organizing committee, who provided the guidance and support
necessary to make the workshop a reality; and most especially the attendees, without whom there would be
no workshop at all.

We look forward to meeting everyone at GTIP 2010!

Matt Bishop, GTIP 2010 Program Chair
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ABSTRACT
Insider attacks are particularly insidious threats to electoral integrity. 
Traitors that misuse the trust that is placed in them often have system 
access that facilitates malicious acts themselves and their subsequent 
cover-up efforts.  

In this paper, we define what it means to be an insider and we identify 
several classes of elections insiders. We also categorize the threats that 
each insider class has relative to the electoral functions.  

Beyond specifying well-known elections insiders such as poll workers and 
local elections officials, we address several insider categories that are 
rarely, or never, mentioned in considering election insider threats. For 
example, we have not previously seen members of the judiciary identified 
as prospective elections insiders and we give a concrete example of how 
judges can accomplish insider attacks on elections. Similarly, we identify 
the impact that policy makers can have on the electoral process and show 
how malicious legislators may be able to influence a broad spectrum of 
elections through the laws that they propose and promote. 

Insider attacks are real and imminent threats to electoral integrity. By 
identifying insiders and categorizing the threats that they pose allows us to 
create policies and procedures that better ensure sound elections and to 
ensure the integrity of our way of government at local, state, and federal 
levels.

Keywords
Keywords: Election Threats, Voting System Security, Risk 
Assessment, Secure Software 

1. INTRODUCTION
Elections officials are the canonical "insider" in the electoral 
process. They are traditionally charged with creating election 
policy and procedure and with executing elections based on the 
policies and procedures that they created. Those are the perfect 
combination of authority that can facilitate undetected electoral 
tampering. Fortunately, these dedicated public servants have an 
amazing track record of accuracy and integrity under difficult 
conditions. Moreover, effective checks and balances have 
emerged that provide the voting public deserved confidence in 
their elections officials. 
In this paper, we detail the acts and actors that constitute insider 
attacks on voting systems. For example, one side-effect of 
expanded use of technology in the electoral process is the change 

in the nature of the relationship between elections officials and 
the contracted service organizations that they employ. Elected 
elections officials, supplemented by temporary elections 
employees and citizen volunteers, have traditionally carried out 
critical electoral functions themselves. Outsourcing was restricted 
to routine tasks such as printing services, material transportation, 
communication, and other routine necessities where independent 
consultants or firms had little chance of negatively impacting any 
contest result. Today's increased reliance on technology has 
precipitated a shift of critical electoral functions, and the insider 
status that they endow, from elections officials to outside 
contractors that leverage complex technology provide specialized 
electoral functions.
1.1.  Defining "Insider", "Attack", and "Insider Attack" 
In order to rigorously examine insider threats to voting systems, 
we must first rigorously define the terms attack and insider. We 
follow up by defining their composition. 
First, we define an attack to be an action that is intended to 
violate the voting system's security policy. In practice, many 
security policies are not formally stated, but are (often vaguely) 
captured in the voting process. For example, an [unstated] 
security policy to not reveal any preliminary results prior to the 
end of the voting period may be captured as a mechanism to 
prevent any accumulation from being conducted before the 
closing date and time of the voting period. Whether the policy is 
stated or not, an intruder attempting to accumulate and report the 
results prior to the close of the voting period is an attack.
The fundamental property of an attack is that it is an intentional 
violation of security policy.  
For our purposes, a voting system insider is any person or process 
(hereinafter entity) in whom intentional trust has been granted. 
That is, an insider is an entity whose voting system-relevant 
behavior may reasonably be expected to be other than the most 
malicious possible and in whom the specific trust is codified in 
assignment of a designated voting system privilege, usually an 
access privilege to data or a process.  
Finally, an insider attack necessarily involves misuse of the 
granted privilege by the insider in order to violate a security 
policy. That is, the trusted entity becomes a traitor. 
Consider two quick examples to amplify these definitions. Local 
Elections Officials (LEOs) clearly fit our insider definition, as 
they are trusted officials that have privileges to access many 
voting system aspects. As long as they use their privileges for 
precisely the purpose for which they were granted1, they will not 
commit an insider attack. On the other hand, it is easy to see that 

                                                                
1 Assuming that the security policies are valid. 
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an elections official that misused their trust is a voting system 
insider.
On the other hand, the insider status of voters is somewhat less 
clear, but may be more illuminating than for LEOs. Upon 
presentation of proper credentials, voters are granted access to the 
voting system in order to cast their ballot. Moreover, they are 
expected to use the system only for its intended purpose, that is to 
make their selections and cast their ballot in an election. If a voter 
uses that privilege, i.e. physical access to the voting system, in 
order to maliciously tamper with the voting machine in a way that 
may influence other's voter's ballots, or to insert more than one 
ballot, they have misused their privilege and have thus, committed 
an insider attack.  
The set of all voting system insiders is bounded, countable, and 
well-defined. That is, there are a limited number of insiders, they 
are enumerable, and given an arbitrary entity, we can 
systematically determine if that entity is an insider or not by 
answering the question: "Does the entity have at least one 
intended privilege that can impact an electoral outcome?". 
A comprehensive discussion of the reasons that a trusted entity 
might become a traitor is beyond the scope of this paper. 
However, one simple explanation is that a [malicious] individual 
that is interested in one or more elected offices may choose to 
infiltrate the electoral process with the intent of acquiring 
electoral privileges in order to misuse them to impact their contest 
of interest. Similarly, rather than personally infiltrating the 
electoral process, the malicious entity may enlist a friend or 
family member that has needed privileges, and they become an 
insider/traitor.
Finally, we define a voting system insider attack to be any attack 
on a voting system that leverages misuse of privileges by an 
insider. Attacks that do not leverage intentional privilege misuse 
by an insider are outsider attacks.  
1.2.  Insiders Acting as Outsiders 
It is important to recognize that an insider need not misuse their 
privilege in order to attack a voting system. For example, a poll 
worker that is a voting system insider may attack the voting 
system by delaying mail delivery in an attempt to have otherwise 
valid ballots disqualified because they are delivered to the LEO 
after the legal deadline for acceptance. Even though that attack 
may be carried out by an insider, it did not involve misuse of 
privilege, and for that reason, we consider it an outsider attack.
1.3.  Outsiders Cannot Act as Insiders 
Some argue that outsiders become insiders if they are able to 
maliciously attain privileges. In our model, we specifically bind 
insider status to intentional trust. Under this distinction, we 
consider malicious trust acquisition as masquerading and, for 
example, consider identifying masqueraders as an approach to 
defend against outsider attacks. Accordingly, while insiders may 
accomplish outsider attacks, under our definitions, outsiders can 
only participate in insider attacks if they collude with an insider 
that misuses privileges.  

2. Voting System Insider Acts and Actors 

The definitions and model presented in the first section form the 
theoretic core of our paper. The ability that they allow to identify 
insiders and combat insider attacks is our most critical result.  

In this section, we identify categories of voting insiders and give 
our classification assignment. The categories are based on generic 
voting system functions, which we describe first. We then identify 
the actors that accomplish the functions that justify their voting 
system insider status. 
2.1.  Acts: Voting System Functions 
While elections have some asynchronous aspects, for the most 
part, the election process is serial and synchronous, both for the 
act of voting and for the process of conducting the election. For 
that reason, we present the voting system functions generally in 
the order they occur, beginning with formulating elections policy 
and ending with storing voting systems between election cycles. 
We identify authority that is necessary to accomplish the general 
functions, but leave detailed descriptions to the later section 
where we will identify which actor's needs specific privileges. 
2.1.1. Formulate Elections Policy 
Conducting elections is a fundamental government responsibility 
that is shared by local, state, and federal agencies. The U. S. 
constitution assigns the responsibility for federal elections 
exclusively to the states, though it allows for federal governance 
and assistance under unusual circumstances. Two primary federal 
agencies with direct electoral responsibilities are the Federal 
Elections Commission that focuses on federal elections law 
oversight and elections funding and the U. S. Elections Assistance 
Commission that is concerned with operational elections' aspects. 
Each of these agencies has privileges that can impact electoral 
outcomes. Similarly, the U. S. Department of Justice has 
oversight responsibility for federal law and is in a position to 
influence electoral outcomes at the federal, state, and local levels.  
Secretaries of State most often oversee state electoral 
responsibilities. Secretaries of State are responsible for elections 
in all but a few states and within that office there is usually a 
senior elections director whose sole responsibility is elections 
management and oversight. States generally delegate 
responsibility for conducting elections to localities, so state 
official's participation is largely relegated to policy establishment, 
oversight, and conflict resolution. It is usually the Secretary of 
State that certifies results for state and federal offices and that 
conducts recounts and audits when they are required.  
State judiciary may become involved in electoral issues before, 
during, and after the voting period. Their impact can be pivotal in 
election outcomes, so their participation in election issues is 
always sensitive. While their impact on election policy is less 
visible than their involvement at the decision end, the impact on 
policy has equal potential for decisive impact. 
Local Elections Officials (LEO) are, in many ways, the main 
officials that are responsible for planning and carrying out 
elections. They establish local policy, acquire elections 
equipment, identify and arrange polling locations, train poll 
workers and voters, and conduct other activities necessary to 
carry out fair and accurate elections.  
2.1.2. Configure Voting Systems for Operation  
Elections are complex processes that require extensive 
preparatory activity. Once the policies are in place, the process is 
clear, the equipment is purchased, and the many other long term 
resources are in place, the planners are ready for an election. As 
election date approaches, LEOs take actions to activate the 
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election. Officials train and assign poll workers, formulate ballots, 
arrange for necessary printing, ensure that computing resources 
are properly prepared, and conduct other activities necessary to 
ensure that that the voting system is prepared to deliver the proper 
ballot to each voter that chooses to vote and that their selections 
will be accurately recorded and counted.  
2.1.3. Collect votes 
When people think of elections, they probably think of their own 
voting experience and how easy it is. They may stop in to their 
local polling place, mark their ballot, drop it in the ballot box or 
feed it into the scanner, and be merrily on their way. Total 
duration of the voting experience: 10 minutes. Or they may 
request an absentee ballot, mark it in the comfort of their home, 
and return it to their LEO well ahead of election day.  
Few voters understand the complexity and magnitude of effort 
necessary to allow their voting experience to be so comfortable, 
while also ensuring electoral integrity. Poll workers must arrive 
early, polling places must open on time, printed materials must be 
accurate and ready to distribute, and computing resources must 
operate as they were designed, tested, and implemented. Absentee 
ballots must be properly handled multiple times. These processes 
depend on well-trained officials making good decisions as 
situations change and as the unexpected happens. 
2.1.4. Transport Election Materials, Including Voted 
Ballots
Physical security is essential for many election components. 
Unsupervised access can allow malicious parties to undetectably 
corrupt election results. Election materials can be exposed to 
unsupervised accessibility at many points in the elections process. 
While voter education materials and unmarked ballots can be 
compromised  
2.1.5. Tabulate results 
After the voting period ends, the results are accumulated. The 
focus shifts from poll workers assisting voters in the polling place 
to poll workers turning over voted ballots, partial results, and 
other critical data to elections officials. This must be done in a 
way that ensures sufficient confidence that the results are accurate 
in order to certify them by the lawful deadline.   
2.1.6. Confirm results 
Election decisions are, for the most part, hierarchical in four 
levels: the Polling place, the Electoral Jurisdiction, State Elections 
Officials, and Federal Officials. 
Precincts or polling places report results to the jurisdictional 
authority, usually the LEO, and the LEO reports results to state 
elections officials. State elections officials then certify results for 
their state and federal offices and report federal results through 
established reporting channels. Insiders are involved in the 
reporting process at each of these levels. 
Conflicts must be reconciled at every level. Polling place officials 
review records and logs to ensure that they are providing accurate 
information to their LEO. LEOs reconcile inconsistencies before 
reporting to state officials and state officials reconcile conflicts 
before reporting results through established federal channels. At 
each level, conflict resolution may involve records reconciliation, 
audit, or full scale investigation before the selected individual is 
seated by the house for which they were competing. 

At the extreme, the judiciary may be involved in electoral conflict 
resolution. Judiciary involvement can be triggered by law suits 
filed by voters, candidates, political parties, or other authorities.
Finally, for federal elections, responsibility for seating in the U. S. 
Senate and House of Representatives is exclusively theirs. That is, 
Congress itself decides who its members are. Though rare, there 
are instances of contests that have triggered Congressional 
investigation into a contest. These investigations may involve 
internal (Congressional) review or investigation by another 
government agency such as the General Accounting Office [e.g. 
see 1, 2]. On at least one occasion, the House of Representatives 
decided to seat other than the state certified selection. 
2.1.7. Run for Office 
Candidates are much more than names on lines on a ballot. As 
contestants, they have primary legal standing for judiciary action 
in elections. For many issues, they hold exclusive standing.  
2.1.8. Vote
While candidates most directly feel the impact of electoral results, 
it is the voters that ultimately decide, or at least are intended to 
decide, the fate of the candidates. Voters are granted privileges to 
access voting systems and may participate in official election 
observation, in electoral audits and investigations, or in post-
election judicial actions.  
2.1.9. Operate facilities
In any election there are many organizations and individuals are 
granted privileges that have the potential of maliciously impacting 
electoral results. Facilities operators are one such example.  
Depending on local procedures, facilities operators may have 
unsupervised physical access to sensitive records or equipment 
that record, store, or involved in reporting electoral results. Their 
compromise could result in allowing an attacker to maliciously 
alter or control an electoral result. 
Facility owners and managers for local elections officials, polling 
places, voting system vendors, and voting system storage 
facilities all have privileges that, if misused, can compromise 
election integrity. 
2.1.10. Manage Voting System Storage 
A second generic set of service management positions that have 
relevant privileges are those that manage voting system storage 
during non-election periods. These personnel may have physical 
access that is similar to facilities managers and the impact may 
include altering or controlling electoral results. 
2.2.  Actors: Voting System Insiders 
We now turn our attention to identifying actors that are likely to 
fit our definition of voting system insiders.  
2.2.1. Elections Officials 
Local Elections Officials (LEOs) may have the most trusted 
access of anyone. They interpret and implement state election 
policy and dictate local election policies and procedures. They 
impact voting system design, configuration, operation, tabulation, 
reconciliation, close out, and inter-election storage. Absent local 
controls, the LEOs privilege can be unbounded and her voting 
system-relative authority can be essentially unilateral.  
Beyond the influence of the principle, there are many LEO 
subordinates that enjoy substantial important privileges. For 
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example, members of the LEO Technical Staff may have 
unsupervised access to voting systems or to the software that 
controls or interacts with them. Similarly, contracted elections 
consultants may require privilege to devices and software. 
Due to their intermittent temporal nature, LEOs leverage 
employment of temporary elections staff members during election 
operations. These temporary officials may have access to, or be 
able to influence, voting system configuration information, voting 
systems themselves or the software that they execute, or other 
documents or resources that can impact election integrity. 
Maybe the most recognizable elections officials are polling place 
staff who are dominantly volunteers that are paid a pittance for 
their efforts and may be most accurately described as temporary 
workers. 
The two primary impacts of state elections officials are for policy 
establishment and as conflict arbiters. The former can create 
electoral properties that may tend to favor one style of campaign 
tactics over another, one political party over another, or even one 
candidate over another.
As high level policy makers, federal officials electoral impact is 
generally strategic. Their decisions determine issues such as 
Voluntary Voting System Guidelines 3], usage of federal voting 
system funding, etc. There decisions impact broad electoral 
properties rather than any specific contest.  
2.2.2.  Executive Branch Authorities
The Federal Executive Branch has two primary avenues to affect 
elections. First, the policy actions taken by the FEC and EAC can 
impact electoral outcomes. Additionally, the U. S. Department of 
Justice can trigger civil and criminal action, either as part of an 
oversight effort or in response to citizen complaints. 
At the state level, the Secretary of State is the final arbiter on 
many electoral outcomes and on other issues that can substantially 
impact election integrity and public perception. 
Finally, local executive branch involvement is usually limited to 
mayoral participation in elections official funding request 
decisions.
2.2.3.  Legislative Branch Authorities 
As was earlier noted, federal legislative authority is powerful, but 
limited. While the houses of Congress are the final arbiters of 
their membership, they have little immediate impact on other 
contests. As policy makers, they can strategically impact elections 
even though they have no direct electoral responsibilities. 
Examples of federal forays into elections policy include the Help 
America Vote Act of 2002 [4], the Uniformed and Overseas 
Citizens Absentee Voting Act [5], and the Military and Overseas 
Voter Empowerment Act of 2009 [6]. Congressman Rush Hold of 
New Jersey has repeatedly introduced legislation that calls for 
federal elections to be conducted on voter marked paper ballots. 
These legislative initiatives are attempts to create a national 
remedy for perceived deficiencies in state election policies and 
processes, but little is known of their partisan impact.  
Because of the constitutionally dictated state elections authority, 
state legislatures have more direct impact on elections than their 
federal counterpart. They can dictate voting system standards, or 
even specific voting system products, to local elections officials.

2.2.4.  Judicial Authorities 
As is intended in federal and state constitutions, the judiciary has 
equal and opposite power relative to initiatives taken by the 
executive and legislative branches. That is, the judiciary at each 
level holds the power to overturn legislation and executive 
directives if they are judged to violate constitutional principles.
However, the greatest power held by the judiciary is the ability to 
arbitrate elections disputes. The now infamous Florida Supreme 
Court decision to change election law during the 2000 presidential 
election [7] demonstrated the judiciary's power to influence 
electoral outcomes.  
Similar to the federal judiciary, state justice officials are also 
often in a position to influence electoral outcomes. Consider, for 
example, the June 6, 2010 primary election in Riverside, 
California [8]. In that election, some 12,600 bundled absentee 
ballots were delivered to elections officials some three hours after 
the legal deadline. Approximately 40 days later, well after the 
electoral results were announced, the district judge ruling in a 
lawsuit filed by the California Secretary of State directed that 
those late-arriving, illegal ballots be counted. While there have 
been no credible claims that the decisions by the Secretary or by 
the judge were biased by the electoral outcome, the potential for 
such mischief is self evident.  
2.2.5. Candidates 
As noted above, contestants have legal standing to not only 
contest results, but to contest ongoing election processes before, 
during, and after the voting period. In many cases, they are the 
only entity that has standing to trigger certain levels of review, 
particularly judicial review. 
Even before election day, they have access to processes that 
qualify or disqualify voters and that can significantly impact 
election results. Candidates have standing to engage elections 
officials, legislators, and the judiciary regarding ballot design, 
voting procedures and elections audits. Like any other privileges, 
these privileges can be misused.
2.2.6. Auditors  
There is presently inertia in the election integrity community2 and 
among some among elections officials, to dramatically expand 
reliance on audits to verify election accuracy. Unfortunately 
overlooked in this otherwise sound approach is the vulnerability 
that audits may introduce into the electoral process. 
While election fraud has traditionally involved actions taken 
during the voting period, information about the electoral outcome 
can trigger and facilitate post voting period fraud [9]. This gives 
auditors privileges that solidify their status as voting system 
insiders.
2.2.7. Voting System Developers 
The inevitable emergence, and controversial expansion, of 
vendors into elections operations introduces a new and sometimes 
unrecognized vulnerability into the elections process. Because of 
the nature of software, it is very difficult to detect additional 
functionality that may accomplish malicious purposes [10]. Thus, 
developers may be able to introduce backdoors, logic bombs, and 

                                                                
2 See e.g. http://www.electionaudits.org/ 
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other malicious code into voting system code that can facilitate 
attacks once the system is implemented.  
Clearly, being temporally, logically, and physically close to the 
election allows an attacker to have more detailed information and 
to more precisely target any intended impact. Developers are 
logically separated from the elections that they support. 
Developers do not know contests, let alone candidates, that their 
software will support. Thus, their targeting must be strategic, 
which is fundamentally different than an attacker that aims to 
influence a voting system during the voting period.  
2.2.7.1. Original Development 
Candidates are rarely, if ever, known when election software is 
originally developed. Thus, in order to impact a specific election, 
or elections in general, a malicious programmer may either need 
to use the information that they have or simply install a logic 
bomb or backdoor access point. 
For the former, a developer would generate an attack based on 
generic information that they know about the election process. 
For example, they know that in U. S. federal elections, candidates 
are usually affiliated with a political party. Thus, a malicious 
developer may resort to inserting malicious code that favors a 
particular political party, e.g. by flipping every 100th vote for any 
candidate in party A to the candidate for party B.  
On the other hand, a developer may insert malicious code that can 
allow them to gain "backdoor" access to program execution at any 
time in the future. Once election details were known, the attacker 
would use the backdoor to access the machine and insert 
malicious code that accomplishes a specific election attack.  
2.2.7.2. Maintenance Programmers and System Integrators 
Maintenance programmers may employ the same generic 
strategies as original developers, but have two additional 
capabilities. First, maintenance programmers may know many 
details about an upcoming election that they could use to 
influence an election to their advantage. For example, they may 
know who likely candidates are in most of the contests or they 
may even be able to project reasonable approximations of the 
expected ballot styles for the upcoming election. Second, 
maintenance programmers may have physical access to voting 
systems and direct access software and configuration files during 
logic and accuracy testing or even during the voting period.  
2.2.7.3. Voting System Integrator 
In some instances, an electoral jurisdiction may engage a system 
integrator to comprehensively implement an existing voting 
system in their election structure. For example in 2008, Finland 
contracted a company to implement another vendor's voting 
system in a remote voting pilot [11].  
Often, such arrangements require that significant privileges be 
granted to the integrator, possibly equivalent to the developer and 
to operational personnel, which can create a particularly 
vulnerable security situation.  
2.2.7.4. COTS Vendor 
COTS vendors are further removed from elections than even 
developers, so their attack pathway  must be even more generic. 
The most likely approach for a COTS vendor that desires to 
influence elections would be to provide a backdoor that could be 
exploited during the voting period. 

2.2.8. Building Manager, Owner and Maintenance Staff  
As noted earlier, many attacks are enabled or facilitated by 
gaining unsupervised physical access to elections offices, polling 
places, voting system storage locations, etc. Because of their 
ownership or supervisory authority, building managers often have 
approved, or unapproved, privileges that allow them such access 
to any elections-related space. Cleaning staff canonically 
represent this insider threat. 
Conversely, an attacker that gains malicious access without 
abusing privilege, e.g. by breaking in to a warehouse where 
voting systems are stored, is not a voting system insider.  
2.2.9. Voting System Storage Inventory Managers 
Inventory managers may have unsupervised physical access, 
similarly to that of building managers, to voting systems during 
their transport and storage and their potential impact is similar.  
2.2.10. Voters 
It may seem unusual that we consider voters as elections insiders. 
Voters are the system end users, while insiders are often 
exclusively considered to be people that develop or execute the 
system. Both consistency and accuracy dictate otherwise. 
Voters are granted a variety of privileges that are not granted to 
non-voters and that can be misused to maliciously, and 
dramatically alter electoral outcomes. First, for a limited period of 
time voters are granted physical access to voting machines, often 
with limited or no supervision. During that access period, a 
malicious voter may tamper with the voting machine, e.g. by 
inserting a removable media device that allows them to install 
malware on that voting machine. If one machine is successfully 
infected, that malware could propagate to most, or even all voting 
machines within the jurisdiction [12]. It could spread to other 
jurisdictions if machines or media are shared across jurisdictions. 
Second, voters often interact with other elections systems, 
including voter registration systems, absentee ballot requests 
systems, etc.  
Finally, voters are eligible to become poll workers and may be 
actively involved in election management.  
In our model, ineligible voters that are able to maliciously acquire 
valid voter credentials are considered to be outsiders.  
Voting System Threat Taxonomy
2.3.  Voting System Attack Types 
In its primitive form, a vote is simply data to the voting system 
and while there are an infinite number of different types of attacks 
on voting systems, the impact of most voting system threats falls 
into the three data management categories of ADD, CHANGE, 
and DELETE (ACD). For example, the canonical Ballot Stuffing 
attack simply adds illegal votes into the "vote database". Vote 
flipping is comparable to a database change operation, while 
deleting votes is, well, you get the point.  
While most voting system threats types may be categorized as 
add, change, or delete votes, there are attacks that do not fit well 
into any of those categories. For example, a software attack that 
predetermines the total vote outcome by altering the accumulated 
result in an electronic voting machine may be represented as a 
series of ACDs, but its essence is the threat against vote 
accumulation, rather than against individual votes. 
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2.4.  Threats by Function 
It may seem to many citizens that elections administration is only 
required every other year because federal elections dominate 
electoral news coverage. In reality, the voting period is merely 
one task in a life cycle that repeats itself often throughout the 
year, every year.  
Threats change throughout the election life cycle. For example, 
Denial of Service threats are most common during the voting 
period while Accumulation threat opportunities mostly occur 
during canvass, recount, and audit functions.
In this section we briefly describe the electoral functions and map 
them to insiders that may pose electoral threats. Our function 
descriptions are generic and we recognize that the election cycle 
and the related terminology vary substantially across the country.  
2.4.1. Voting System Development 
There is an inherent risk that voting system developers may 
incorporate subtle, malicious features in a voting system that can 
be used to create bias in the outcome of elections conducted on 
those systems. Examples of the types of features that can create 
systematically predictable impacts may include, for example:  
(a) Creating a type of interface that may be unnecessarily difficult 

for a particular demographic group to understand. 
(b) Inserting logic that omits a candidate from a targeted political 

party, dependant on a variety of related factors.  
The proliferation to, and dependence on, computers in the 
electoral process dramatically expands the threat surface to 
developers. Because of the nature of software systems developers 
could embed malicious "backdoors" that could allow them to 
include detailed attack information during a specifically targeted 
election with a reasonably low risk of being detected.  
2.4.2. Election Configuration 
In this function, elections officials identify the races to be 
contested, enroll candidates, create ballots, print necessary 
materials, and prepare machines for election day. There are many 
vulnerability points that occur during election configuration. Two 
key areas are (1) Ballot creation and (2) Logic and accuracy 
testing. Both represent attack surfaces for insiders that are 
conducting those functions and for developers and system 
integrators that have, or had, access to the internal process logic.  
2.4.3. Voting Period 
The voting period is well-understood for its opportunity for 
electoral mischief that includes a myriad of voting system attacks.  
2.4.4. Precinct Closeout 
Immediately after the voting period ends is a particularly 
vulnerable time for two reasons: 
(1) The accumulated results become available to elections 
personnel
(2) Source data must be moved from the polling place to secure 
storage  
2.4.5. Accumulation at the Local Jurisdictions 
After the voting period, the election process and artifacts are 
canvassed by local elections officials. First, the jurisdictions 
gather the information from the polling places, ballot collection 
points, absentee ballot storage, and other sources of voter 

selection information. They then began accumulating and 
verifying the electoral results for each of the contests that is 
involved in the election.
Once the source documents are collected, the tabulation is 
complete, and inconsistencies are reconciled, the results are 
presented to the elections board by the senior elections official in 
the jurisdiction, and the result is certified for presentation to the 
state. 
Elections are particularly vulnerable during the local verification 
function because an attacker may target either the source 
documents, the tabulation results, or a combination of the two. 
Moreover, each of these are in transit at some point, often from 
remote regions, transported by volunteers potentially in their 
personal vehicles.
2.4.6. State Accumulation 
State certification follows a pattern that is similar to the local 
jurisdictions' canvass. Data is collected and accumulated, 
incorporating the results from the various jurisdictions, and a 
tentative result is formed. The process and results are reviewed, 
potential errors are investigated, and the final result for each 
contest is decided. 
Once state elections officials have accomplished their 
accumulation, verification, and reconciliation processes, the state 
certifies the results for state and federal elections. 
2.4.7. Post Certification Audit 
At the conclusion of the accumulation function some states 
perform a post-election audit. While these audits are not routinely 
used to determine electoral outcome, they may be used for that 
purpose and thus offer an attack surface for malicious parties.  
The audit may be so simple as a re-verification of the electoral 
records of voter logs, voter registration systems, provisional 
ballots, handling of absentee ballots, etc. 
They may be more sophisticated and include statistical audits that 
use a randomized algorithm to select precincts or jurisdiction 
wide polling locations for comprehensive audit. 
2.4.8. Contest Periods 
At essentially any time during the election process, candidates, 
voters, or other parties may access the court system to influence 
the electoral process or some electoral result. The most familiar 
such law suits are filed during and after state accumulation, 
usually in federal elections. In some states, there is an official 
"contest period". We refer here to the generic meaning of the term 
as being the time at, or after, state certification when candidates 
and other parties with appropriate standing may file suit to 
challenge an electoral process or outcome.  
The contest period offers a critical threat surface because insiders 
know exactly how many votes need to be altered in order to 
change the outcome. Thus, even a small change may be sufficient 
to steal the election.  
2.4.9. Retrograde and Storage 
After the election is over, the results are reported, and the data is 
gathered, the elections equipment and materials must be stored so 
they are available for use in a future election cycle. While 
retrograde and storage is a straightforward task in most cases, 
during these activities, the machines and the materials that 
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support the election are often in transit and subject to various 
types of harmful access by unauthorized persons.  
One vulnerability that may be exploited through this type of 
unofficial access is the opportunity for installation of malicious 
software. If the equipment and resources are improperly accessed, 
e.g. by building managers, during storage, that can pose a threat 
to election integrity for the next election cycle. For this reason, 
whether these materials and machines are stored in city, county, 
or contracted storage facilities, they must be protected from 
unauthorized access.  
2.5.  Insiders' Opportunity by Election Function 
It is instructive to consider who the prospective insiders are in 
each electoral function and which function offers vulnerability to 
each prospective insider. We summarize the insider-function 
correlation in Table 1. Our categorization is not absolute; rather, 
we focus on the most likely opportunity for each insider. 
Additionally, a single entity could bridge the category borders by 
acting in multiple insider categories in the same election, e.g. as a 
voter and an executor (e.g. a poll worker). 
We now amplify a few of the less obvious Table 1 connections. 
Let's first address the policy maker impact. A malicious policy 
maker could propose and promote election policy at the federal, 
state, or local level that could influence voting system properties 
in a way that would favor a particular political party.  

Consider, for example, a proposed policy to leverage technology 
that could improve electoral access for military members. If a 
legislative member has data that convinces them that military 
voters will systematically support candidates from the opposing 
political party, they may oppose use of any technology that 
expands access to that group on [disingenuous] technological 
grounds.
The prospective policy impact spans all electoral functions, 
including when polling places are opened, the mechanisms that 
voters may use at the polling place, absentee ballot requirements, 
the local and state accumulation processes, and how contested 
results are resolved.  
The other entity with broad and deep privileges that offer 
powerful options to an insider are Local Elections Officials or 
LEO's. LEO's (termed "executors" in Table 1) have deep 
influence on every aspect of the electoral process, including 
influencing voting system development decisions. 
Those that configure elections (configurators) can have their 
greatest impact during the voting period. However, because of 
their access to equipment, they may be able to influence 
accumulation and verification procedures by installing malware 
that alters results or contradicts earlier reported results.

3. Conclusion

Insider attacks are particularly insidious threats to electoral 
integrity. Traitors that misuse the trust that is placed in them often 
have system access that facilitates malicious acts and their 
subsequent cover-up efforts. There is a long history of insider 
attacks on elections in the United States. 
In this paper, we precisely define what it means to be an insider 
and we identify several classes of elections insiders. We also 
categorize the threats that each insider class has relative to the 
electoral functions.
We address several insider categories that are rarely, or never, 
mentioned in considering election insider threats. For example, 
we have not previously seen members of the judiciary identified 
as prospective elections insiders and we give a concrete example 
of how judges can accomplish insider attacks on elections. 
Similarly, we identify the impact that policy makers can have on 
the electoral process and show how malicious legislators may be 
able to influence a broad spectrum of elections through the laws 
that they propose and promote. 
Insider attacks are real and imminent threats to electoral integrity 
and to the foundational democratic processes that public elections 
support. By identifying insiders and categorizing the threats that 
they pose allows us to create policies and procedures that better 
ensure sound elections and to ensure the integrity of our way of 
government at local, state, and federal levels. 
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ABSTRACT
In designing a comprehensive mechanism for managing informed 
consents and permissions for biomedical research involving 
human participants, a significant effort is dedicated to the 
development of standardized classification of these consents and 
permissions. In this paper, we describe the considerations and 
implications of this effort that should be addressed during the 
development of a Biomedical Research Permissions Ontology 
(RPO).  It is hoped that this standardization will allow disparate 
research institutions to pool research data and associated consents 
and permissions in order to facilitate collaborative translational 
research projects across multiple institutions and subsequent new 
breakthroughs in medicine while providing: 1) essential built in 
protections for privacy and confidentiality of research participants 
and 2) a mechanism for insuring that researchers adhere to 
patient’s intent whether to participate in research or not. 

Categories and Subject Descriptors
K.4.1 [Public Policy Issue]: Privacy.

General Terms
Human Factors, Standardization. 

Keywords
ACM proceedings, Biomedical Research, Ontology, Research 
Permissions, Patient, Consent, Privacy. 

1. INTRODUCTION
Obtaining an informed consent for participation in biomedical 
research is a legal requirement and an ethical obligation. It is an 
indispensible component of the research process involving human 
participants [3]. As stated in the US Code of Federal Regulations, 
an informed consent must address at a minimum several basic 
elements, including, but not limited to, a description of the 
proposed research, risks and benefits, appropriate alternatives, and 
contact information [9]. Although there have been significant 
strides in computerizing medical records and clinical trial systems 
in recent years, the informed consent process in most research 

institutions remains predominantly paper-based. As such informed 
consents and other permissions related to research are non-
standardized, giving rise to ambiguity and the potential for 
misinterpretation. Inconsistency in comprehension and 
interpretation exposes participants on one hand, and clinical 
investigators and research institutions on the other, to health and 
medicolegal risks respectively [14]. 

Moving consent management to an electronic platform has the 
potential to standardize collection, sharing and retrieval of 
research permissions across institutions, remove ambiguity and 
provide better education during the consent process using 
multimedia which is more readily available in electronic format 
thus rendering consents more informed. 

2. BACKGROUND
Health Sciences South Carolina (HSSC), a collaborative of three 
principal research universities and four major health systems 
across the state of South Carolina, is developing a Research 
Permissions Management System (RPMS) that will provide a 
comprehensive mechanism for managing informed consents and 
other research permissions.  An essential component in this effort 
is the development of a Research Permissions Ontology. This will 
enable the research permissions information from multiple 
institutions to be combined into a single computable data 
representation. It will provide the semantic foundation for 
representing and validating permissions data in a variety of data 
capture forms, relational databases and portlets that could be 
expressed via a web-based system or embedded in point-of-care 
clinical and research applications..  

3. THE ONTOLOGY 
The development of the RPO began with the analysis of the 
permission processes at four HSSC member medical institutions. 
The terminology and language in the various hospital forms, 
Institutional Review Board (IRB) templates, and hospital privacy 
practice notices were reviewed along with government websites, 
United States Department of Health and Human Services (HHS), 
the Food and Drug Administration (FDA) and the Office for Civil 
Rights in order to ensure a more comprehensive analysis of Health 
Insurance Portability and Accountability Act (HIPAA) and other 
federal regulations.  Moreover other bodies of standards work 
were examined with particular attention to permission and consent 
data standards where applicable including Healthcare Information 
Technology Standards Panel (HITSP) [15], HL7 Composite 
Privacy Consent Directive Domain Analysis Model [12] and the 
Integrating the Healthcare Enterprise (IHE) Basic Patient Privacy 

Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that 
copies bear this notice and the full citation on the first page. To copy 
otherwise, or republish, to post on servers or to redistribute to lists, 
requires prior specific permission and/or a fee. 
GTIP 2010 Dec. 7, 2010, Austin, Texas USA
Copyright 2010 ACM 978-1-4503-0446-7/10/12 ...$10.00.
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Consents (BPPC). Other known ontologies such as SNOMED and 
National Cancer Institute (NCI) thesaurus [20] were investigated 
to look for existing concepts related to permissions and consents 
that could be leveraged for this effort. For example many of the 
concepts in RPO are rooted in NCI thesaurus concepts such as 
document types and HIPAA authorization. 

3.1 Methods
After an extensive analysis of workflow in various research 
institutions as described above and examination of previous work, 
a list of potential terms and concepts that related to the research 
permission process was created. Protégé was used to layout the 
hierarchal order of the ontology [11]. Many key concepts, 
synonyms and hierarchal “is-a” relationships that were already 
defined in the NCI thesaurus, were imported directly into the 
Protégé ontology and added to the new concepts and classes that 
specifically address research permissions. The classification of 
permissions was then reviewed by domain experts in the 
healthcare research regulatory domain. This work is also being 
validated by the newly formed subgroup of the Data Standards 
and Interoperability Affinity Group (DIAG), the Permissions 
Ontology DIAG Subgroup (PODS) in the Clinical and 
Translational Science Award (CTSA) consortium [8]. 

3.2 Content
The Web Ontology Language, or OWL is a knowledge 
representation language for authoring ontologies and was used in 
developing PRO.  Every node in an OWL representation is a 
member of the class OWL: thing, and the remainder of ontology is 
represented as a subclass of this root node.  The RPO begins with 
some top level concepts under research permissions such as: 
consent, permission to contact, assent, and parental permission. 
Other research permissions concepts were added under other top 
level branches. For example under document additions included 
waiver of consent, authorization, and notice of privacy practices 
(figure 1). 

The representation of a multitude of permutations of diverse 
research activities was a challenging task and is an ongoing 
activity of PODS. For example the concept of permissions to 
donate tissue for research, has to be considered in a variety of 
potential tissue collection protocols in addition to the level of 
personal identifiers retained with specimens (fully identified vs. 
no identifiers with potential links to patients vs. no identifiers 
without possibility of linking back to patients). 

The relationships between concepts goes beyond “is-a” parent-
child relations. There are several cases of interrelationships and 
dependencies of the classes or concepts. For example, a consent is 
given by a patient, documented on a specific consent form and 
observed by a witness. Using Protégé, we were able to start 
defining and tying some of these interrelationships together as a 
framework to help support future computable reasoning. 

4. DISCUSSION 
4.1 Human Interface 
One of the explicit requirements for gaining consent for treatment 
and the goals of an IRB is to protect the participant and thus the 
requirement to engage in an informed consent process.  This is 
intended to support the patient or participant decision-making 
with the knowledge of the risks and benefits of participating in the 
treatment and / or research process.  Much of the evidence base in  
human decision-making has focused on cognitive processes as 
observed in the behaviors of subjects taking part in the risk / 
reward outcomes of gambling..  
In a series of gambling experiments, subjects were observed to 
favor decisions based on covert biases over those involving overt 
reasoning based on available facts. The ability to overcome innate 
biases was only achieved by repetitive experiences, thus allowing 
participants to develop a situational knowledge base as a result of 
a repetitive series of experiences [2, 4]. In another test, 
participants were observed to use emotionally-derived information 
to enhance their decision-making. Both of these experiments used 
repetitive experiences as conditions relating to the decision-
making processes. Other experiments involve an evaluation of 
success as expressed as a percentage of success of winning [5]. 
These studies showed that there are parallel cognitive and 
emotional paths to decision-making, and that executive functions 
are only employed when the participants have some knowledge of 
the otherwise ambiguous process.  Conceivably, these laboratory 
scenarios have corollaries to informed consent decision-making 
and the expression of risk involved in receiving a treatment or 
undergoing a procedure.  Many of these lab cognitive scenarios 
can be correlated to patient medical decision-making, even as the 
presence of a laboratory “knowledge bias” may manifest in the 
form of the IRB-required education preceding research and 
medical consent.  As such, we proposed that informed consent 
decision-making by participants and patients falls into similar 
cognitive processing patterns as observed in the gambling 
experiments...

OWL thing 

Research
Permission 

Document

Unlike the gambling experiments, patients may or may not have 
the opportunity to achieve repeated experiences of procedures, nor 
have any knowledge of what types of test may be performed on 
their tissue in the future. Therefore there is evidence to support 
that cognitively, a participant providing permission may be 
overtly affected in their permission decisions more by their innate 
biases and the lack of prior experience.  Thus it is of particular 
concern to the development of permission ontology to accurately 
reflect and provide as much detail concerning the actual context of 
the consent or permission to effectively represent the intentions of 
the participants for consumption by a machine processor. 

Permission 
to contact

Consent

Waiver of 
consent

Authoriza-
tion

Figure 1: A portion of the ontology showing some top level
concepts.

Recent studies have focused on not making a decision and 
consequences of voluntary omission of an action.  These 
processes are difficult to study behaviorally due to the lack of a 
dependent measure.  Nonetheless, neurobiological scans reveal 
that omissions to act are stored in the brain exactly the same way 
that an actual negation of an act is [16].  However, when an act is 
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voluntarily omitted, this information is stored differently than 
when subjects are instructed to not act as a part of the study 
methodology [17].   Thus it is of particular ethical concern to the 
development of the RPO to accurately reflect the explicit and 
intentional refusal to give permission and permissions gathering 
applications a user-interface design which captures that 
information accordingly. 
.

4.2 Ontological Issues 
4.2.1 Ambiguity and Context 
Ambiguity is a given feature of most spoken and written 
language. Disambiguation is the pursuit of computational linguists 
and computer scientists.  The goal of disambiguation in ontology 
development is to transfer knowledge or the intent of a thought or 
spoken concept to that of a reliably replicated and computable 
knowledge unit. The aforementioned goal of the RPO is to 
provide an encoded, computable unit representing the intention of 
a research participant after receiving an appropriate level of 
information regarding the research process, methodology, risks 
and potential benefits of participating in a research treatment or 
protocol. Nonetheless there remain linguistic and cultural factors 
inherent in the current, paper-based informed consent process that 
may lead to some language-based ambiguity. In clinical care, for 
example, if someone assisting with the informed consent process 
does not speak the native language of the person receiving 
treatment, it is less likely that the patient will receive 
documentation about procedures to be performed [21], they are 
more likely to receive less overall health education, worse 
interpersonal care and experience lower overall satisfaction with 
the care process [19]. This phenomenon, which should be  
compensated for under the scrutiny and per the mandate of a 
research Institutional Review Board (IRB) could, be compounded 
through the employ of  data encoded in a RPO.  This may arise 
simply by the fact that the permissions ontology unit of 
knowledge is gathered under an IRB-sanctioned set of human-
aware circumstances then stored in an information system with 
the intention that it becomes executable knowledge later without 
the support of similar human processing.  The act of accurately 
capturing and encoding the research participant’s intention should 
take cultural and contextual queues into account as a part of some 
future interpretation, but may, in fact, fall short of that goal.  As 
such, the issue of ambiguity in the development of RPO concepts 
is one of great concern, so as to minimize unintended 
consequences of a lack of spoken or written language context.   
A recent survey of spoken languages has yielded the Linguistic 
Niche Hypothesis, which posits that languages developed in 
geographic or cultural isolation are morphologically more 
complex than those languages that service a wider geography or 
ethnic group, even though a high level of specification is 
unnecessary for communication [18]. It is not uncommon for 
medical colleagues or lay-persons to complain of “geek speak” 
when communicating with their more technical companions.  It is 
of special concern to the development of the permissions ontology 
for the group to not succumb to this phenomenon and overly 
specialize or contextualize the concepts developed to present day 
circumstances without considering future states and data reuse 
implications, thus narrowing the utility of the RPO permission 
codes stored and accessed in the future.   

4.2.2 Negation
One of the issues encountered when developing systems for 
knowledge representation, is the issue of negation, or negative 
findings and how that kind of information is modeled into the 
overall knowledge schema.  Studies in the development of coding 
systems and ontologies for the purpose of representing in an 
electronic format the contents of a medical record yield numerous 
examples of negation, negative findings, or expressions of the 
absence of all or part of a health status or phenomenon [10].  In 
fact it is a requirement for reimbursement by the US Medicare and 
Medicaid regulations that patient records contain “abnormal and 
relevant negative findings” [6].  Ceusters, Elkin & Smith suggest 
that to adequately accommodate the variety of negation and 
negative findings required in health documentation that a health 
ontology provide a “lacks or lacks part of” relationship 
instantiated in an appropriately expressive medical ontology [7].   
As a permissions ontology for use in research will need to address 
both ambiguously named and / or partially defined permission for 
use of data or tissue use in the future, it is a consideration of the 
project as to how to adequately express permissions that are 
explicitly not given as differentiated from those that are not 
expressly asked. 
The Health Level Seven Version 3 Reference Information Model 
standard (HL7 V3 RIM) has as a feature of its data types a 
property called “nullFlavor” which aims to address shades of 
ambiguity of unknown data when available for use in a health data 
transaction. This feature within HL7 V3 accommodates the 
declaration of data in the same way that known data is 
represented, and further clarifies the data collection state beyond 
the simple declaration of “absent” versus “present.”  Although the 
use of the nullFlavor code set has its critics among health 
ontologists [22] and other health data standards developers, [1] 
conceivably this code system or a solution that is substantially 
similar may have application to address some of the negation 
ambiguity inherent in the collection of patient research 
permissions.  In table 1 below, is a sample of the HL7 NullFlavor 
code set. 
Table 1: A sample of HL7 V3 nullFlavor code set [13] 

Code Name Description 

NI NoInformation The value is exceptional (missing, 
omitted, incomplete, improper). No 
information as to the reason for being an 
exceptional value is provided. This is 
the most general exceptional value. 

INV invalid The value as represented in the instance 
is not a member of the set of permitted 
data values in the constrained value 
domain of a variable.   

DER derived An actual value may exist, but it must 
be derived from the provided 
information (usually an EXPR generic 
data type extension will be used to 
convey the derivation expression. 

OTH other The actual value is not a member of the 
set of permitted data values in the 
constrained value domain of a variable. 
(e.g., concept not provided by  
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UNC un-encoded The actual value has not yet been 
encoded within the approved value set 
for the domain. Example: Original text 
or a local code has been specified but 
translation or encoding to the approved 
value set has not yet occurred.  

MSK masked There is information on this item 
available but it has not been provided by 
the sender due to security, privacy or 
other reasons. There may be an alternate 
mechanism for gaining access to this 
information.

Note: using this null flavor does provide 
information that may be a breach of 
confidentiality, even though no detail 
data is provided. Its primary purpose is 
for those circumstances where it is 
necessary to inform the receiver that the 
information does exist without 
providing any detail.  

NA not applicable Known to have no proper value (e.g., 
last menstrual period for a male).  

UNK unknown A proper value is applicable, but not 
known.

ASKU asked but 
unknown

Information was sought but not found 
(e.g., patient was asked but didn't know) 

NAV temporarily 
unavailable

Information is not available at this time 
but it is expected that it will be available 
later  

NASK not asked This information has not been sought 
(e.g., patient was not asked) 

The utility of applying an approach such as is employ by the HL7 
nullFlavor code set would allow for future interpretation of 
permissions gathered and encoded in permissions ontology under 
new circumstances with contextual information concerning the 
data gathering event when complete information is not available.  
Applying this method could  allow for a greater number of stored 
RPO data points, tissue samples or other information to be legally 
and ethically used in the future under novel or revised 
circumstances otherwise that were not anticipated by the 
researcher or the approving IRB at the time of data creation or 
tissue storage. 

5. FUTURE CONSIDERATIONS 
There are numerous ethical legal and social issues which could 
arise in the future that may have bearing on the intent or execution 
of permissions granted in a current-day context.  With great 
attention paid to the specific working of research documents, it is 
possible to be quite explicit with regard to the actual nature of the 
permission being granted and thus stored in a database as 
information token.  However, should the working of the 
permission statement be ambiguous, either purposefully or as an 
oversight, it is difficult to predict what a future human being or a 
computer program may interpret.  In the case of tissue banking, it 

is impossible to know what laboratory or scientific discoveries 
may arise in the future which may affect the use or re-use of a 
tissue sample.  Further it is conceivable that a genetic array or 
information contained therein may someday be proxy for a person 
identifier as a medical record or social security number is today, 
thus changing the nature of the use of the data created from said 
tissue sample, and not expressly addressed as a part of the RPO 
development scope of work.   
Current thinking holds to the notion that there might be a 
permission to use tissue in “genetic testing.”  However genetic 
testing is, even in present day terms, is a rather broad and 
ambiguous concept. Should a research coordinator review all of 
the various kinds of genetic testing that are presently possible, if 
this is not one of the objectives of a study? Is the research 
coordinator qualified or capable of educating a participant in the 
various kinds of genetic testing that are currently available, 
sufficient to answer any scientific, legal or ethical questions?  
What should a program / IRB / study coordinator ethically say 
about potential tests or procedures that could be performed in the 
future?  How can we reconcile the goal of a comprehensive 
ontology that can accurately reflect the complexity and ambiguity 
of these kinds of questions relevant in today’s clinical 
environment, with the seemingly divergent trends of ensuring 
research participants remain fully informed while clinical research 
becomes more and more complex with the advancement of 
medical science.

6. CONCLUSION 
In the short term, the RPO, as a  crucial component of RPMS,  
will standardize collection, sharing and retrieval of research 
permissions across institutions, make permissions and consent 
assumptions more explicit, and open the door for potential 
semantic reasoning. Standardizing collection of research 
permissions with careful consideration for novel and future 
circumstances will facilitate research by ensuring that patients’ 
intentions for inclusion or exclusion in research projects are being 
met while ensuring privacy and confidentiality. 
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ABSTRACT 
Advances and significant national infrastructure investment into 
clinical information systems are spurring a demand for secondary 
use and sharing of clinical and genetic data for translational 
research. In this paper, we describe the need for technically 
leveraged policy models and governance strategies to support data 
sharing between a range of disparate stakeholders where trust is 
not easily established or maintained. 

Categories and Subject Descriptors 
E.4 [Data]: Coding and information theory – formal modes of 
communication 

General Terms 
Security, Theory, Legal Aspects, Verification 

Keywords 
Policy governance, compliance with government regulations, 
trust, data sharing, clinical data, translational health research 

1. INTRODUCTION 
Large-scale national initiatives such as the NIH/NCRR CTSA 
translational roadmap [1], the National Center for Biomedical 
Computing (NCBC) sites, the NCI caBIG consortia, and the 
Office of the National Coordinator for Health Information 
Technology (ONC-HIT) are collectively stimulating a common 
level of technical expertise, evolving resource infrastructure and 
motivations to discover, share, request and analyze clinical and 
clinically acquired genetic data for research. This demand and the 
corresponding technical capabilities are certain to grow, and with 
it grow the challenges to facilitate access to and uses of such data 

that protects privacy while advancing health research. The 
intersection of health information systems and policy is being 
defined at the national level - the Office of the National 
Coordinator for Health Information Technology (ONC-HIT)’s 
first “area for consideration” of the HIT policy committee is 
“technologies that protect the privacy of health information and 
promote security in a qualified electronic health record”.  
However, despite these common competencies, opportunities and 
engaged stakeholders, there is a lack of best practices of how to 
establish effective data sharing policies that balance assurance of 
protection to patients, institutions and researchers against research 
utility and obligation to research and patient communities.  

Traditional approaches to gaining approval for using clinically 
derived data follows a common pattern that can be considered a 
closed system. A researcher defines a protocol describing the 
scope and scale of their requirements, and submits this definition 
along with an application to their Institutional Review Board 
(IRB) or similar regulatory body. The IRB evaluates this protocol 
in context with institutional human subjects policy, state and 
federal law and if it meets local expectations, issues approval and 
requirements to manage compliance for specific focused research. 
In this context, there is an establish trusted relationship between 
researcher, subjects and institutions based on explicit description 
of patient privacy protection, and is supported by a fair 
examination of potential risks. For the significant majority of such 
research, IRB approval is typically sought prior to or during the 
initial phases of a project, and is rarely revisited unless 
modifications need to be made or if unforeseen consequences 
arise - such as privacy disclosure events or incidental findings.  

 
Figure 1: Traditional research data sharing model 

The approach to upfront review has developed in the context of 
discrete research projects such as clinical trials, where the 
stakeholders are limited in number, the intervention is clear and 
the harms are known or calculable.  This (to date) largely 
functional approach becomes decreasingly useful when the 
relationships between research stakeholder, institution, patient and 
secondary intent become more complex or numerous. Where 
upfront approval that captures the relationship between a 
researcher and his or her finite number of clinical patient subjects 
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has been historically relatively straight-forward to establish in 
advance, it becomes burdensome or impossible to establish when 
such research expands to managing privacy concerns in 
population level patient cohorts. As a consequence, up-front IRB 
approval for many large-scale data-dependent projects – 
integrated research clinical data repositories, community-wide 
comparative effectiveness research, genome wide association 
studies, population health surveys or large scale disease registries 
– increasingly depends heavily on de-identification of data at the 
point of acquisition and prior to being made available for analysis 
as to manage risk of privacy disclosures in what are in practical 
terms open data sharing systems. 

It is an embraced guidance from the Office of Human Subject 
Research Protection (OHRP) that properly de-identified data are 
no longer considered human subjects (see US DHHS 45 CFR 
46.101(b)(4)). However, this path to de-identification as to 
minimize risk and gain regulatory approval is increasingly 
considered to be of only limited effectiveness by itself. In fact, the 
entire concept of de-identification has been questioned as 
oversimplified and insufficient in attempts to solve the 
increasingly complex problems of clinical data use and access that 
are facing the growing national and global research community. 
While effective from a regulatory perspective at least when the 
focus is on quantitative and structured text or meta-data, the 
practice of sanitizing clinical data to sufficiently render it a “non-
human subject” may or may not protect key stakeholders (e.g. 
patients, clinicians, clinical organizations) and is frequently 
positioned in philosophical opposition to research utility and 
public benefit.  It is quite easy to reach a point of technical data 
de-identification that not only greatly limits actual research 
analysis, but can inadvertently discriminate against entire classes 
or populations of patients by rendering them “invisible” – that is, 
protected by removing all potentially identifiable populations 
from the data sets as to adhere to strict HIPAA guidelines [2,3]. 
Such protections, while compliant with a strict interpretation of 
current law, can disproportionately impact the very patient 
communities that are most in need of modern research, for 
example, patients from under-represented minority groups, 
patients with a rare genetic disease, or patients in rural 
communities with common health disorders. 

There are other scientific limitations to de-identified and de-linked 
datasets in that increasingly our common and complex diseases 
require richer, thicker, longitudinal data to identify the multi-
factorial contributors to disease or survival.  Thus, this process of 
de-identifying patients poses both moral and scientific challenges 
by turning patients into mere “dreams or dots” [4]. Literally de-
humanizing datasets – removing the connection to human subjects 
– can work against our interests in promoting respectful 
stewardship of data.  For example, we know from behavioral 
science that the potential to inflict harm increases when the 
subject is anonymous or unseen by the actor [5]. A central 
challenge in research practice today is exactly how to put a human 
face on the data while still protecting individual privacy. 

Architectural decisions established when building clinical data 
discovery systems and sharing data for research are often based in 
managing perceptions of risk and can be tied to lack of formalized 
trust relationships between stakeholders. In our traditional 
research models, trust was given from patients/participants to an 
individual clinician/investigator.  That investigator was then the 
steward of these data and shared with known, trusted 

collaborators.  However, the very rapid scale, vast scope and sheer 
quantity of data sharing for research has changed that intimate 
trust landscape.  As we have seen with other high-profile lapses, 
the research enterprise as a whole has much at stake in getting 
these handoffs right [6,7] – and this challenge crosses disciplines 
and communities. In this paper, we focus on current challenges 
and strategies for operationalizing this chain of trust as it expands, 
and suggest future areas of technically leveraged policy 
development.   

2. ESTABLISHING A BASIS FOR TRUST  
As outlined above, a trust relationship for clinical research has 
traditionally been defined and encoded between investigators and 
participants in a structure that minimizes risk through maximizing 
human subjects protection through de-identification processes as 
well as often specific and directed consent agreements between 
patients and researchers.  

Increasingly, there are new considerations to this model, such as 
how to establish trust relationships between investigators and 
patient communities as a whole, between institutions on behalf of 
their patient populations, or between researchers and federal 
requirements on behalf of their patients. When moving up scales 
of stakeholders and stakeholder relationships, it becomes difficult 
to establish who is responsible for certain obligations of data 
ownership – when data is aggregated or pooled, who is 
responsible – the originator of a portion of the data, or the data 
manager? And to whom are the data users accountable? The most 
common regulatory answer is that downstream data users are held 
accountable by their home institutions’ policies and IRBs, but 
from an ethical perspective, it can be argued that there should be 
some downstream accountability back to original participants.  
Just how this chain of trust can be meaningfully passed forward to 
future users is an open question.  We know from past work on 
trustworthy research practices that building and sustaining trust 
requires attention to relationships and systems of accountability 
[8]. In lessons learned from other industries such as airlines or 
energy, we also know that regulations should just provide the 
floor for standards of practice; it is up to the research community 
itself to set standards of excellence that exceed the restrictions set 
by the regulatory environment which is designed to promote the 
minimum acceptable risks. How can we assure that systems and 
processes support the ability for trust obligations to track forward 
to downstream users? We have Data Use Agreements (DUA) and 
Material Transfer Agreements (MTA) that again meet our floor 
regulatory needs, but rarely to-date do we have agreements or 
knowledge structures that pass along various trust obligations to 
the original study population (e.g. commitment to conduct 
research in a certain domain, commitment to return results that are 
clinically relevant, or commitment to maintain communication 
about study activities), and less so to the new collaborative 
models described earlier.  In the absence of a professional 
standard of practice, the research community has primarily 
followed the regulatory guidance as the best available basis for 
protecting privacy as well as institutional risk.  We review the two 
most common practices for preserving trust through protecting 
privacy below. 
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2.1 De-identification and exemption as a basis 
for trust 
The current OHRP guidance and standards of public health 
research enforce de-identified data sharing only. We have a long 
history of using large publicly available datasets for 
epidemiological studies and other public health projects.  This 
same approach carries over to comparative effectiveness research 
with clinical datasets, where the individual outcomes do not 
matter as much as population-level response to different 
interventions or management strategies.  These kinds of 
established research uses have presumed several things about the 
public health or health utility value of the research.  As members 
of the public, we are willing to give up certain privacy limitations 
in exchange for certain benefits, like preventing the spread of 
infectious disease or tracking and improving medical care.  
However, this approach to building research resources within 
institutions is expected to continue and de-identification alone is 
increasingly being seen to be creating a false sense of security [9]. 
Gatekeeper roles in the form of data managers or honest brokers 
take on increasing importance, and there are multiple approaches 
to combining enhanced de-identification approaches within 
stewarded environments that are extending investigator abilities 
[10,11]. Currently, these solutions are typically operating under 
the same assumptions that trust cannot be easily established for 
secondary uses and thus focus on protection and secure release of 
sanitized data. 

However, important questions remain which cannot be avoided by 
further de-identification, such as: Who weighs whether the 
potential benefits gained through the specific research are worth 
the trade-offs of potential risks to privacy and other unanticipated 
wrongs?  Does broader data sharing of de-identified data actually 
accomplish our goals of better translational health research?  

2.2 Data aggregation as a basis for trust
Often building on or used in coordination with de-identification 
approaches, data aggregation or data pooling often provide a 
similar perceived measure of reducing risk in data sharing 
environments by de-identifying or obfuscating data sources from 
the end-users. In many cases, data aggregation occurs in building 
clinical data resources for research, where it is unlikely or 
implausible for data providers to establish a relationship with 
either patients or end users. Aggregation has also been used to 
support large community public data sets (dbGAB, GenBank, 
ArrayExpress), or as a mechanism to remove the ability for data 
providers to be compared or stratified on a 1 to 1 basis (e.g. inter-
institutional, inter-repository) - such as in outcomes measures or 
comparative effectiveness registries. Where aggregation can differ 
from de-identification approaches alone is when stakeholders seek 
to minimize risk of end-user data analysis that could lead to either 
identifiable data, or more subtly, lead to comparisons that may 
cast the original data providers in a negative light.  

Data aggregation approaches reflect a different aspect of defining 
trusted relationships – that aggregation is perceived to provide 
sufficient anonymity to data providers who are often 
geographically separated, at several levels of remove from 
original data sources, and may be acting on behalf of repositories 
and or institutions as a whole. With limited control over 
relationships and end-users, aggregated or pooled and de-
identified data is a perceived a necessary and plausible trade-off if 
the data provider can still gain benefit by being part of a 

cooperative, but still has plausible assurance of not being singled 
out for comparison. Aggregation is currently the basis of a variety 
or federated data sharing initiatives where sharing of data 
(whether willingly or mandated) is conditional and is built upon 
independently de-identified data sources. As in basic data de-
identification, unanswered questions remain - such as to what 
degree does aggregation diminish the ability to measure whether 
individual data providers are adhering to common data 
representations that accurately reflect the underlying health 
information systems? Does an approach to aggregation imply a 
necessary focus on common lowest common denominator data 
alignment, and could these common data representations be 
enhanced with greater understanding and control of how 
downstream users could use the resulting data resources? 

3. SCALES AND MODES OF DATA 
SHARING 
Clinical data discovery and data sharing occur across every 
conceivable range of scales and stakeholders, and have an 
associated broad range of risks and opportunities, both perceived 
and concrete.  We work through how the chain of trust currently 
flows through to downstream uses and relationship through three 
different research scenarios: between investigator/data owners, 
between institutions, and finally, through mandated federal data 
sharing.   

3.1 Inter-investigator data sharing 
Examples of inter-investigator trust issues are when owners of 
data resources (such as an investigator maintained biorepository 
consisting of several hundred biospecimens prospectively 
collected, phenotyped, and consented for a specific research 
purpose) are asked to share information about their repository for 
external discovery. In this context, the original researcher remains 
the primary data steward and gatekeeper for future uses.  
Such key data holders are faced with several challenges. Of 
primary importance is whether these stakeholders have the 
capability to share biospecimens that were consented for a 
specific study with another researcher who may or may not have a 
formal affiliation. This can sometimes be established by review of 
the IRB or consent documents, and where necessary can be 
plausibly addressed by recontacting and reconsenting patients to 
establish approval for this secondary use [12]. 

  
Figure 2: Inter-investigator data sharing model 

A different and more human challenge is the individual data 
owners attitude to data sharing – since most biorepositories to date 
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have not been established with data sharing in mind – and in fact 
may have covenants to explicitly not permit this – it is up to the 
individual stakeholder to evaluate their personal willingness to 
share information about such valuable research samples, to whom, 
and then for what purpose. There are also other associated more 
practical challenges to consider, as to establishing for what benefit 
and by what resources can data sharing occur – as the typical data 
manager of a resource such as a biorepository is managing said 
resource as part of a specific, funded and focused effort – and a 
data sharing arrangement must at the least be cost-neutral unless 
other benefit can be gained.  

3.1.1 Current Approach to Transferring Trust 
The primary method for establishing and transferring trust in this 
inter-investigator model of data sharing is defining interpersonal 
trust.  Beyond the basic question of whether these stakeholders 
have the capability to share are the issues of who or what should 
be accountable for supporting this sharing, and what mechanisms 
need to be available to support that trust and obligation is 
transferred to secondary or tertiary users of these specimens? In 
general, we all know or discover quickly who we want to 
collaborate with and who is a trustworthy player, and traditionally 
most such decisions are made on the basis of potential payoff for 
future collaborations.  However, what technical and auditable 
basis do these primary data holders have to ensure that the two 
features that will preserve trust - relationships and accountability 
– will track to the next users, and specifically, how do these define 
these elements as to manage their own risk? 

3.2 Inter-institutional data sharing 
With rare exceptions, most large-scale institutional health systems 
conduct slow and low-scale competitive wars with other 
institutions in terms of perceived quality and capabilities. With 
budgets and income of hundreds of millions of dollars annually, 
research institutions have very real business reasons to not to 
appear to be providing anything less that the best health care, and 
are loath to be compared in terms that could affect community 
perception of their health services. As research uses of these data 
are increasingly in demand and coupled with new federal 
requirements to prepare for the sharing of clinical data under ONC 
HIT Meaningful Use [13], institutions are faced multiple 
competing challenges to determine what is a manageable risk to 
their participation in large-scale research data sharing. 

  
Figure 3: Inter-institutional data sharing model 

To date, most inter-institutional research data sharing has been 
associated with specific funding (and thus largely de novo), 
occurs between more than 2 institutions or sites that are often 
geographically separated, and supports the full range of de-
identification, obfuscation and aggregation processes described 

earlier. Unless the participating institutions have a previously 
established agreement for management of access to these data 
resources, the assumption is that each institution must establish 
their own public view of the data that best minimize individual 
institutional risk. 

The outcome of this form of collaboration can be very large-scale 
data sets - often in the millions of patients – but which have been 
established in such a way that it is often impossible to determine 
original source and which may have been rendered de-identified 
to the point that effective research analysis is severely hampered 
[2]. As such, there are challenges to the utility of these approaches 
that is demanding higher levels of data description that will need 
to go beyond de-identified aggregate views as to be able to be 
used to impact heath care. 

3.2.1 Current Approach to Transferring Trust
Within inter-institutional data sharing, the approach to conferring 
trust on downstream users (or institutions as “users”) can best be 
described as a commonwealth of shared expectations.  When an 
institution chooses to enter into an inter-institutional data sharing 
agreement, it does so with clear, upfront expectations about the 
purpose of the sharing and the restrictions of such.  These 
expectations are often formalized in a DUA; however, the 
relationship would not begin without a belief and commitment to 
the common purpose for the inter-institutional sharing.  Like with 
individual participants, institutions are willing to risk something 
(potential for exposure) to gain something (participation in a 
larger network) if there are sufficient trust relationships and 
protections in place. Establishing these data sharing projects 
presently requires a commitment from senior stakeholders in 
clinical, regulatory and research – though it is unlikely that they 
will remain the steward of such resources once implemented. 

3.3 Mandated federal data sharing 
The most current example of mandated federal data sharing is the 
NIH requirement to submit all GWAS data into a federal 
repository (dbGaP). This requirement stems in part from federal 
legislation that required all publicly funded projects should be in 
the public domain.  However, problems quickly emerged when 
the formerly certified de-identified datasets of genotype 
information were show by Homer et al. to be identifiable [14].  
With that technological possibility in 2008, the genotypic data 
moved behind a firewall alongside the phenotypic data and 
requires review and approval from a Data Access Committee 
(DAC). 

   
Figure 4: Federal mandated research repository model 
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The DAC in this case becomes the key steward and gatekeeper to 
future uses and the primary data holders have little to no control 
over what happens next to their data.  In one instance, such as the 
1948 Framingham Heart Study cohort [15], the submitting data 
holder requested that the secondary data user have an IRB review 
for their data use [16]. Other datasets are subject only to the local 
institutional policies of the secondary data user and to any 
restrictions initially outlined in the original consent form (e.g. 
limiting downstream uses to schizophrenia research only).   

3.3.1 Current Approach to Transferring Trust 
In the mandated model, the data sharing is the most anonymous of 
the designs we are examining. Here we can no longer rely on any 
measure of interpersonal trust and therefore, the need to 
operationalize the chain of trust becomes more formal.  
Downstream users sign a DUA in which they promise to not 
attempt to identify individuals nor share the data with any 
additional users (including trainees) who are not on the original 
DUA.  However, there are 13 separate DACs who govern the use 
of dbGaP data with varying practices around approvals and 
restrictions.   These practices are emerging and are arguably not 
yet at the level of transparency and predictability that such a 
system would require.  With no interpersonal trust to fall back on, 
the systems of accountability and auditability need to be even 
more robust to assure the chain of trust is responsibly maintained. 

4. DISCUSSION 
As mentioned above, establishing and sustaining trustworthy 
research requires attention to relationships and systems of 
accountability.  We have seen through these three models of data 
sharing that approaches to building a chain of trust can take a 
variety of forms.  In the current systems, the bases for trust ranges 
from hope and established interpersonal relationships to more 
formalized commonwealths of shared expectations. In the current 
research environments, each relies to some extent on de-
identification or aggregation of patient data as a technical 
mechanism to advance trust. Essentially the downstream user 
must be trustworthy enough that stakeholders will release data, 
and if not prima facie trustworthy, then appropriate processes 
come into play to reduce risk and make the chain of trust more 
explicit and visible to all parties.  DUAs and evolving Honest 
Broker approaches that depend heavily on forms of de-
identification have been doing the bulk of the work in situations 
where we cannot rely on interpersonal trust networks.  As with 
our regulatory floor, these may provide a start for constructing the 
chain of trust, but it cannot be sufficient.  

The current policy solutions can be characterized as works-in-
progress, which has been appropriate given the emergent and 
dynamic nature of the research and systems in question.  
However, as the data repositories become more available and in 
demand, such systems and processes will need to be tested further. 
As described in this paper, the future of new modes of clinical or 
genetic data discovery and data sharing needs to deliberatively 
involve policy solutions that sit on top of regulatory approval that 
in turn leverages technical security, standards and auditability 
capabilities. We need a community effort to set standards of 
excellence. There are several proposals for solutions that can 
leverage the expertise of the computer privacy and security sector, 
policy makers, bioethicists and clinical informaticians.   

These proposals, for the most part, head in two opposite 
directions: one working to find further, more elaborate ways to 

protect data through obfuscation and de-identification on behalf of 
patients, and another working to personalize and humanize the 
connections to downstream data users.  Depending on the research 
purpose and scope, either approach could be effective or be 
complementary to the other; but as we argue at the outset, we 
need to be cognizant of the scientific and ethical trade-offs of 
trends toward greater data de-identification as the currently 
privileged solution.  We see the need to separate and advance 
policies that operationalize the chain of accountability and 
responsibility through enhanced technically leveraged systems 
and standards, and practices that change the ways that we treat 
clinical data in research contexts. 

As an alternative to greater de-identification attempts, what would 
it look like to keep a human face connected to downstream data 
use?  One such approach, tagged as user-centric initiatives, relies 
on permitting individuals to control their own privacy preferences, 
data release, and data access (e.g. the company Private Access 
(www.privateaccess.info) is developing one such approach). A 
similar project, the UK-based EnCoRe is exploring technical 
methods to support revocation of consent from patients 
participating in research [17]. These individualized approaches 
also have the potential for supporting personalizing reports back 
to individuals about research that has been conducted with their 
data or samples, increasing the accountability in the system.  We 
know from emerging social science data that the public is 
generally divided in their interest in participating at this level in 
research.  90% of people asked were worried about privacy, but 
60% would still participate in a biobank.  48% would give 
permission for future uses if approved by an oversight board, but 
an astounding 42% would want to be asked for each use [18].  
Individual preferences captured and associated with data as it 
traverses these systems would permit those who do not care to 
manage their own data release to give permission for all future 
uses, while maintaining connection with those who do want more 
involvement.  The same preferences, if persistently maintained, 
would provide increased quantifiable bases for establishing 
further technical means to audit provenance and intent, and thus 
enhance trusted data stewardship.  

An additional point of accountability and an opportunity for 
relationship building is with systems that maintain the ability to 
return results.  This has primarily been discussed as an issue of 
returning clinically relevant results to individuals; however, 
further discussion with participants reveals a strong interest in 
simply knowing where and how their data is being used (a 
tracking function) and in wanting to hear from researchers high-
level reports about how the research is going.  Participants want to 
know their contribution is making a difference, even if it is just to 
fuel the engine of basic science research.  Systems that support 
researchers capabilities of maintaining greater connection to 
participants and to track individual data usage would enhance the 
ability to communicate back to participants what research has 
been happening with the dataset, including secondary and tertiary 
uses, as well as potentially providing the ability to enhance the 
data itself by support patient reported outcomes otherwise 
inaccessible to the research environment.  

Building systems and policy to support these modes will 
necessarily be iterative and reflective. Feedback loops are a part 
of regular research practice with longstanding cohort studies (e.g. 
the Women’s Health Initiative or the Framingham Study) where 
investigators know their investment in relationships with 
participants is essential to the success of the project over time.  
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Emerging research paradigms – comparative effectiveness studies, 
genome wide association studies – will do well to take a lesson 
from such projects.  As discussed, people are willing to take risks 
and give up some privacy if they know the work that is underway 
is worthwhile. It is our obligation to help participants see and 
appreciate the nature of the work and how their data is 
contributing to research success. 

In this paper, we have outlined some of the challenges facing the 
transition from closed-system data sharing and use environments 
to more open system environments where end-user relationships 
cannot be easily standardized in advance. The current dependence 
on de-identification processes will certainly remain a component 
of future technically leveraged data sharing processes, at least for 
quantitative alphanumeric data, but we submit that we need to 
develop technical-leveraged data management processes that can 
support persistent information about origin, intent and ownership 
of clinical data. This capability needs to be meshed with the core 
floor of regulatory guidance to support new models of governance 
that can adapt and respond to the unforeseen data management 
challenges facing biomedicine, and maximize the utility of rich 
clinically derived data sets for patient participants and researchers 
alike. 
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ABSTRACT 
Adequately protecting informational privacy in an increasingly 
interconnected world poses two problems.  What are the 
appropriate privacy polices?  And, how should one ensure 
compliance with them?   

Accountability systems are an attractive solution to both 
problems.  Current work on accountability systems assumes a 
generally accepted set of privacy rules for the subsequent use of 
information, and has focused on developing a formal 
representation of a process for the use of information.  Our focus 
is on fundamental policy issues that arise in developing the 
models of the privacy rules themselves.  This focus leads to the 
suggestion that accountability systems can be used, not only to 
enforce compliance with a given set of rules but also to resolve 
conflicts among conflicting sets of rules. So far, accountability 
systems have modeled unrealistically simple privacy rules.  While 
this may be an appropriate first step toward more complex 
systems, we need to define the realistic target at which 
accountability systems should ultimately aim if adequate systems 
are eventually to be developed.  We specify a number of hurdles 
to developing accountability systems that adequately constrain the 
use of information.  Some of the problems are wholly non-
technical; some are of a mixed nature, part social science or public 
policy and part technical. The unifying theme is the role of 
informational norms in ensuring adequate informational privacy.   

Categories and Subject Descriptors 

K.4.1 [Computers and Society] Public Policy Issues – privacy, 
regulation.  

General Terms 
Management, Security, Legal Aspects. 

Keywords 
Accountability, norms, privacy, information accountability, 
accountability systems. 

1. INTRODUCTION 
How does one adequately protect informational privacy in a world 
that is increasingly interconnected but still fragmented by 
differing laws, customs, and world views?  The question divides 
into two.  What are the appropriate privacy polices?  And, how 
should one ensure compliance with them?  In a widely cited 2008 
article in Communications of the ACM, Weitzner et al. [15,16] 
offered an attractive solution to the second question.  They 
assume a generally accepted set of privacy rules and propose a 
tracking process for the use of information that would create an 
incentive to abide by the rules by making uses transparent. In 
short, instead of (or in addition to) access control, Weitzer et al. 
propose giving everybody the ability to determine, after the fact, 
who accessed which information.  Call any such system an 
accountability system.  We suggest (in Section 3.1.3) that, despite 
the problematic nature of the initial assumption of an accepted set 
of rules, the development of accountability systems can be an 
important step toward answering the question of what privacy 
polices ought to be adopted.  In considering such systems, we 
focus exclusively on commercial interactions; they raise complex 
and important issues that have not been as extensively examined 
as governmental intrusions into privacy.     

We contend that Weitzner et al.’s accountability system faces 
serious difficulties; our point, however, is not to reject their 
system but to develop it.  Given the vast and ever-increasing 
amount of information available over the Internet, there seems 
little alternative to some form of automated checking for 
compliance with privacy requirements.  We hope that 
accountability systems can provide the necessary automated 
assessment.  They are unlikely to do so however, without an 
adequate foundation in both formal models and public policy 
issues, and, as Jagadeesan et al. note, “the accountability approach 
to security lacks general foundations for models and 
programming” [4]. Jagadeesan et al. develop formal foundations 
in two steps.  They first describe an operational model in which 
privacy policies define what information may and may not be 
shared among various agents; the model is based on 
Communicating Sequential Processes (CSP) [2], and the traces of 
the various agents’ processes.  They then provide algorithms that 
an auditor can use to check a certain form of compliance with 
rules.  Like Weitzner et al., Jagadeesan et al. simply (and rightly 
given their purposes) assume that appropriate rules exist.    

Here we also contribute to the development of foundations for 
accountability systems. Weitzner et al. give a broad outline of 
research problems that must be solved in order to develop 
accountability systems, concentrating on technical problems; 
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Jagadeesan et al. focus in on some important formal-logic 
verification problems arising from the development of 
accountability systems.  Our contribution is not, however, to the 
formal or technical foundations, but to the equally fundamental 
public-policy issues that arise in developing the models of the 
rules that one then formally represents.  To this end, we combine 
work in computer science on accountability systems with the 
work of social theorists (e.g., Helen Nissenbaum) on the critical 
role of norms in ensuring adequate informational privacy [9]. Our 
key claim is that the privacy rules relevant to developing 
accountability systems are, for the most part, informational norms.  
Informational norms are social norms that constrain the collection, 
use, and distribution of personal information.   

We sketch a number of problems that must also be solved to 
develop accountability systems. Some of the problems are wholly 
non-technical; some are of a mixed nature, part social science or 
public policy and part technical. The unifying theme is the role of 
informational norms in ensuring adequate informational privacy. 
The problems are: 

• Developing machine-readable forms of subtle, nuanced 
privacy rules. 

• Ensuring the optimality of trade-offs made by privacy 
rules. 

• Developing contextually sensitive reasoning tools. 

• Developing new norms where relevant norms currently 
do not exist. 

• Creating incentives for businesses and individuals to use 
accountability systems. 

• Resolving inconsistencies in norms from population to 
population. 

2. INFORMATIONAL NORMS AND 
INFORMATIONAL PRIVACY  
Why think that the rules and polices relevant to developing 
accountability systems are, for the most part, informational 
norms?  Our answer in summary form:  (1) the relevant rules 
should implement generally accepted trade-offs between 
informational privacy and competing concerns; (2) the rules that 
do so are for the most part informational norms.  We begin the 
argument for (1) by clarifying the notion of informational privacy. 
Informational privacy is a matter of control.  It is “the claim of 
individuals, groups, or institutions to determine for themselves 
when, how, and to what extent information about them is 
communicated to others” [18]. Privacy advocates insist—
rightly—that a significant degree of control over personal 
information is essential to “protecting intimacy, friendship, 
individuality, human relationships, autonomy, freedom, self-
development, creativity, independence, imagination, 
counterculture, eccentricity, creativity, thought, democracy, 
reputation, and psychological well-being.” [13] Anyone 
concerned with such ends has a strong incentive to avoid activities 
that significantly reduce informational privacy. A lack of 
constraints on the use of initially voluntarily disclosed information 
seriously threatens to reduce informational privacy and hence 
creates a strong incentive to withhold information.  Thus, 
constraints are called for if the Internet is to reach its full 
information-sharing potential.  Defining the constraints is no 
simple task, however.  The broad use of information yields 

significant benefits, including increased availability of relevant 
information, increased economic efficiency, and improved 
security [5]. Therefore any acceptable set of privacy rules must 
balance the benefits against the loss of information privacy.   

An accountability system must incorporate such rules.  If the rules 
fail to adequately balance informational privacy against 
competing concerns, then the accountability system will encode 
rules that yield unacceptable results.   Moreover, the rules must be 
generally accepted rules.  If not, the accountability system is not a 
representation of people’s preferences in regard to privacy but an 
attempt to impose a view about what ought to be private.  We 
assume that the goal of accountability systems is to represent 
privacy preferences, not to legislate them.  There are three 
plausible candidates for generally accepted rules that adequately 
balance competing concerns:  legal rules; the rule that the 
information may only be used in ways to which the subject of the 
information has consented; and, informational norms.  We will 
discuss each in order, and argue that the last dominates the field. 

2.1 Legal Rules 
There are not currently laws or regulations (at least in the United 
States) that would allow accountability systems to adequately 
constrain the use of information [12]. Current laws place 
relatively few restrictions on private sector processing of personal 
information; moreover, proposals for further regulation encounter 
considerable controversy over precisely how to balance privacy 
against competing concerns.  As the privacy advocate James Rule 
notes, “[w]e cannot hope to answer [complex balancing questions] 
until we have a way of ascribing weights to the things being 
balanced.  And, that is exactly where the parties to privacy 
debates are most dramatically at odds.” [11]  

We conclude that legal regulation (at least in the United 
States) does not offer, and is not likely in the future to offer, a 
sufficiently comprehensive array of rules to allow accountability 
systems to adequately constrain the use of private information.   

2.2 Consent Requirements 
Consent requirements come in two forms.  The first is the 
requirement that businesses present consumers with relevant 
information in an understandable fashion and then secure (in some 
specified fashion) agreement to proceeding with the transaction.   
The second are Platform for Privacy Preferences (P3P)-like 
approaches that provide a way for each Web user to give or 
withhold consent to requests to collect information about them.  
We consider P3P-like approaches first.  Weitzner et al. point out a 
crucial flaw:     

A fully-implemented P3P environment could 
give Web users the ability to make privacy 
choices about every single request to 
collection information about them. However, 
the number, frequency and specificity of those 
choices would be overwhelming especially if 
the choices must consider all possible future 
uses by the data collector and third parties. 
Individuals should not have to agree in 
advance to complex policies with 
unpredictable outcomes. [16] 

The unpredictability problem is actually worse than the above 
passage suggests.  Weitzner et al. confine their attention to 
information that explicitly identifies one as the individual whom 
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the information describes; they do not consider anonymized 
information; however, given the power of reidentification 
algorithms, one must be able to predict future uses even of  
anonymized information [6-8].  

Even if we put aside the “overwhelming choice” problem, the 
proposal is still problematic.  Assume consumers could obtain and 
understand all the relevant information; it would still be unlikely 
that the overall pattern of consent would determine a socially 
optimal trade-off between privacy and competing concerns.  
Consider an analogy. At least before the era of the Web, 
comprehensive telephone books usefully facilitated 
communication.  Suppose, however, that while most people 
preferred telephone books with most other people’s numbers in 
them, a majority also preferred not to have their individual 
numbers listed.  In such a case, if consent were required to list a 
number, reasonably comprehensive telephone books would not 
have existed.  A similar suboptimal outcome might well result 
from a workable implementation of P3P.  People may withhold 
too much information.  “There is often little individual incentive 
to participate in the aggregation of information about people, [yet] 
an important collective good results from the default participation 
of most people.” [14] 

The same objections apply to requiring businesses to present 
relevant information and then to secure agreement to proceeding 
with the transaction.  Consumers have to assess complex policies 
with unpredictable consequences [18], and a socially optimal 
trade-off between privacy and competing concerns is unlikely. 

   

2.3 Informational Norms 
Neither legal rules nor consent requirements are likely to yield 
rules that adequately constrain the subsequent use of previously 
disclosed information.  Informational norms can—and do—play 
this role.  As Nissenbaum notes, informational norms  

[g]enerally . . . circumscribe the type or nature 
of information about various individuals that, 
within a given context, is allowable, expected, 
or even demanded to be revealed. In medical 
contexts, it is appropriate to share details of our 
physical condition or, more specifically, the 
patient shares information about his or her 
physical condition with the physician but not 
vice versa; among friends we may pour over 
romantic entanglements (our own and those of  
others); to the bank or our creditors, we reveal 
financial information; with our professors, we 
discuss our own grades; at work, it is 
appropriate to discuss work-related goals and 
the details and quality of performance. [9] 

Informational norms are instances of the following pattern: a 
person or entity may collect, use, and distribute information only 
as is appropriate for the social role the person or entity is playing.  
“Appropriateness” is determined contextually.  Over a wide range 
of cases, group members share a complex of values that leads 
them to more or less agree in their particular contextual judgments 
of appropriateness.  Understanding privacy via norms yields a far 
more context-sensitive approach than merely thinking of private 
information as personally identifiable information; privacy norms, 
for example, allow pharmacists to obtain personally identifiable 

information about the drugs you are taking, but not about whether 
you are happy in your marriage.  The approach also yields a much 
broader concept of privacy than the typical industry understanding 
of private information as information protected by legislation and 
compliance requirements.  Three further points are in order.  Each 
introduces an assumption that we will make in our further 
discussion in Section 3.   

First, Weitzner et al. assume that the rules governing the 
subsequent use of voluntarily disclosed information are encodable 
in a machine-readable form.  However, the relevant rules are (for 
the most part at least) informational norms whose application is 
determined by value-laden, contextually varying judgments of 
appropriateness, and it is unclear whether such norms can be 
encoded in a machine-readable form. Current formalizations of 
informational norms simply sidestep this problem, as Barth et 
al. [1] illustrate. They use linear temporal logic to provide a 
formal representation of norms. They illustrate their approach 
with an example drawn from the 1999 Gramm–Leach–Bliley Act, 
which sets privacy rules financial institutions must meet when 
processing customer information.  However, as Barth et al. note in 
examining the Gramm–Leach–Bliley Act, some rules concern 
“affiliates” of financial institutions and “non-public personal 
information.” There is a “complex definition of which companies 
are affiliates and what precisely constitutes non-public personal 
information.” Determining whether a company is an affiliate 
requires judging whether it “controls, is controlled by, or is under 
common control with another company,” and determining 
whether information is non-public personal information requires 
applying the following definition. Non-public personal 
information is “personally identifiable financial information (i) 
provided by a consumer to a financial institution; (ii) resulting 
from any transaction with the consumer or any service performed 
for the consumer; or (iii) otherwise obtained by the financial 
institution,” and this definition is further qualified by complex 
exceptions specified in the Act.  As Barth et al. note, “Our 
formalization of these norms sidesteps these issues [emphasis 
added] by taking the role affiliate and the attribute npi [non-public 
personal information] to be defined exogenously: the judgments 
as to which companies are affiliates and which communications 
contain npi are made in the preparation of a trace history [of the 
relevant communications to be formalized]” [1]. A similar point 
holds for various access control frameworks and various “privacy 
languages” that have been proposed, including:  RBAC, XACML, 
EPAL, and P3P.  The formal structures do not provide any means 
to capture the fact that the application of a term may vary as 
contextual judgments vary.  In the rest of this article we assume 
that the relevant information norms can be encoded in an adequate 
formal, machine-readable manner.   We suggest that the fact that 
the application of terms vary with varying contextual judgments 
may in some cases be better addressed in the development of a 
program that reasons about how to apply norms in a particular 
context instead of in the representation of norms themselves. 

Second, as we emphasized earlier, norms define trade-offs 
between informational privacy and competing goals; however, the 
trade-offs may be poor ones.  We will not address this problem; 
instead, we assume norm optimality:  all informational norm 
trade-offs are at least as well justified as any alternative.      

Third, in many cases, the rapid advance of computing has 
outstripped the relatively slow evolution of social norms; hence, 
information processing is often unconstrained by relevant norms.  
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Cloud-computing services provide one example. The services 
maintain data generated by users’ activity on the services’ servers.  
No norm defines what a cloud-computing service provider may do 
with the information it processes.  The service providers vary 
significantly in the extent to which their information processing 
invades informational privacy; moreover, as the sharp controversy 
over cloud-computing privacy shows, there is no agreement on a 
norm [3]. As with machine readability, and norm optimality, we 
put problems about the existence of norms aside.  We assume 
norm completeness:  all information processing is governed by 
generally accepted informational norms. 

3. THE TRACE-BACK PROCESS  
Weitzner et al.’s accountability system is premised on three 
claims: (1) there are privacy rules governing the use of 
information; (2) those rules adequately balance informational 
privacy against competing concerns; and (3) after-the-fact 
accountability ensures an adequate incentive to abide by those 
rules.  The assumptions of machine readability, norm optimality, 
and norm completeness guarantee the fulfillment of (1) and (2).  
However, even given these strong assumptions, (3) is problematic. 
It is implicit in the notion of accountability that there must be a 
trace-back process, that is, a process by which an auditor, and 
perhaps any end user, can verify that all the uses of some piece of 
information were in compliance with the policy rules. Weitzner et 
al. propose four parts for this process.  We consider each in turn.   

3.1.1  Part One:  policy reasoning tools.   
Weitzner et al. observe that  

Accountable systems must assist users in 
seeking answers to questions such as: Is this 
piece of data allowed to be used for a given 
purpose? Can a string of inferences be used in 
a given context, in light of the provenance of 
the data and the applicable rules? It seems 
likely that special purpose reasoners, based on 
specializations of general logic frameworks, 
will be needed to provide a scalable and open 
policy reasoner. [16]  

They note that “an initial application of these reasoners has been 
implementation of policy aware access control that enable 
standard web servers to enforce ruled-based access control 
policies specifying constraints and permissions with respect to the 
semantics of the information in the controlled resources and 
elsewhere on the Web.” [16] The reasoning involved in such 
systems is not, however, remotely like the reasoning about 
informational norms.  Here is a typical example of reasoning 
about rule-based access [17].   

Alan:  (1) If X is AC rep of Y, X can delegate W3C 
membership rights in Y.  (2) Kari is AC rep of Elissa.    

Kari:  (1) If X is employee of Elissa, X has W3C 
membership rights.  (2) Tina is employee of Elissa. 

Tina:  I have W3C membership rights.  Proof:  Alan1, Alan2, 
Kari1, Kari2. 

Compare the reasoning required to apply informational 
norms.  Consider the norm that a wine retailer may process 
information only in ways appropriate to a wine retailer.  Suppose 
the wine store collects and analyzes information to determine the 
sexual orientation of its customers.  One must reason from this 

fact and the norm to the conclusion that the information 
processing is or is not permissible under the norm.  This requires 
determining if the processing is “appropriate.”  Judgments of 
appropriateness are a function of applying a complex of shared 
values and attitudes in a particular context.  As the example of 
non-public information discussed in Section 2.3 illustrates, such 
judgments involve a degree of complexity and context-sensitivity 
far beyond the relatively simple judgments about access illustrated 
by the Alan-Kari-Tina example.   We are still a long way from 
developing a reasoning system that can, for example, reliably 
match the judgments of a trained lawyer about whether a 
particular piece of data is public or non-public information under 
Gramm-Leach-Bliley.     

3.1.2 Part Two: policy aware transaction logs.   
At “endpoints” a log will be created of “information usage events” 
which are “relevant to current or future assessment of 
accountability to some set of policies.” [16] 

We note in passing that it is unclear about what an endpoint is—
an individual computer (or network), an ISP?  Different choices 
mean different allocations of the burden of storage and security 
(including ensuring legitimate access to the information).  Our 
main concern is with the notion of a “usage event.”  There are 
obvious problems if it means logging every transaction everyone 
makes everywhere.  Anything less, however, would seem to give 
Weitzner et al. less than they desire.   They ask one to consider the 
following scenario: 

Alice is the mother of a three-year old child 
with a severe chronic illness that requires 
long-term expensive treatment. She learns all 
she can about it, buying books online, 
searching on the Web, and participating on 
online support parent-support chat rooms. She 
then applies for job and is rejected, suspecting 
it’s because a background check identified her 
Web activities and flagged her as high risk for 
expensive family health costs. [16] 

They assume that “the decision to deny Alice the job . . . [was an] 
inappropriate use of that information” [16]. We do not see how 
such scenarios can be prevented unless on logs every transaction 
everyone makes everywhere.  Many decision makers in hiring are 
the sorts of people who do some of their work from home, and 
would naturally do a web search just to see what they might learn 
about a finalist for a job. Thus we would need logs not only for 
the computers at the company that was considering hiring Alice, 
but also for the computers in the homes of the company’s 
employees who make hiring decisions.  

3.1.3 Part Three: the policy language framework.  
They acknowledge that global compatibility in the language used 
to create logs is unlikely, and indeed that the rules—the 
informational norms—will vary from group to group.  They 
envision a resolution mechanism like the judicial mechanisms for 
resolving jurisdictional questions and conflicts of law.  But the 
analogy is more apposite than they realize.  The judicial 
mechanism is slow, expensive, and fraught with controversy 
arising from the pressures of globalization and the Internet; 
moreover, it requires highly trained, human decision makers.  

Accountability systems may nonetheless make an important 
contribution to the resolution of conflicts.  The explicit, machine-
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readable formulation of norms and the development of machine-
representable, context-sensitive reasoning facilitate the detailed 
identification of similarities and conflicts.  This can provide the 
input into “second-order” accountability systems designed to 
resolve conflicts as they arise. Such accountability systems 
promise a solution to adequately protecting informational privacy 
in an increasingly interconnected but still fragmented world.        

3.1.4 Part Four:  accountability appliances.   
Weitzner et al. envision a collection 

of accountable appliances throughout the 
system that communicate through Web-based 
protocols. Accountability appliances would 
serve as proxies to data sources, mediating 
access to the data, and maintain provenance 
information and logs of data transfers. They 
could also present accountability reasoning in 
human-readable ways, and allow annotation, 
editing, and publishing of the data and 
reasoning being presented. [16] 

While they do not say so explicitly, we assume that they envision 
a collection of private, non-governmental accountability 
appliances. The critical question is, again, how to incentivize or 
compel businesses to use the appliances. There is reason to doubt 
that businesses will do so voluntarily. Collecting personal 
information about customers confers a significant competitive 
advantage on the business; consequently, the more aggressively a 
business’s competitors harvest customer information, the more of 
an incentive the business has to do so as well. As Privacy 
International notes in a 2007 report,  

In contrast to the 1990's vision of the Internet, 
in which strong privacy could become a 
market differentiator, the reality in 2007 is 
that all major Internet players may move to 
establish a level of user surveillance that 
results in little or no choice for Internet users 
and relatively few meaningful privacy 
mechanisms. Market domination by a handful 
of key players will ensure that without care, a 
race to the bottom will evolve during the 
immediate future. [10] 

4. Conclusion  
We by no means deny that accountability systems have a role to 
play in ensuring adequate informational privacy.  Given the vast 
and ever-increasing amount of information available over the 
Internet, there seems little alternative to some form of automated 
checking for compliance with privacy requirements.  For 
accountability systems to play this role, several problems must be 
overcome. Weitzner et al. laid out many of the technical 
problems, such as architectural and scalability issues.  Here we 
have presented a number of additional problems based on public-
policy considerations.  

First, machine-readability:  An adequate machine-readable 
representation of informational norms must be developed.  This 
will require addressing the fact that the applications of crucial 
terms vary as the context varies, unless the entire issue is dealt 
with in the development of reasoning tools. 

Second, contextually-sensitive reasoning tools:  Human reasoning 
about the application of informational norms involves context-
sensitive judgments.  A context-sensitive reasoning program that 
can make similar judgments is required.   

Third, lack of norms:  As a result of rapid advances in information 
processing technology, there are no appropriate informational 
norms that constrain businesses’ information processing across a 
wide range of cases.    The lack of informational norms blocks the 
use of accountability centers precisely where they are most 
needed—where rapid advances in information processing 
technology have facilitated both novel forms commercial and 
social interaction and the collection, analysis, and distribution of 
vast amounts of information concerning those involved in such 
interactions.  It would be a striking achievement of great 
importance if accountability systems not only constrained the use 
of information in light of existing norms, but also contributed to 
the generation of new norms by revealing patterns of interaction 
between consumers and businesses.  Perhaps Weitzner et al.’s 
“accountability appliances” could play a role here.  As they note, 
“accountability appliances could . . . present accountability 
reasoning in human readable ways, and allow annotation, editing, 
and publishing of the data and reasoning presented” [16]. It is 
worth investigating whether such interaction could contribute to 
the development of norms. 

Fourth, lack of incentive:  We doubt that private businesses have 
an adequate incentive to use privately maintained accountability 
centers.  Accountability centers may have to be developed under 
the assumption that appropriate legal regulation will mandate their 
use.     

Fifth, resolution of inconsistencies:  Not only will the language in 
which norms are encoded vary from region to region, so will the 
norms themselves. We can address this problem through second-
order accountability systems designed to resolve conflicts as they 
arise.  The diversity of cultures, traditions, and conceptions of 
privacy suggests that conflict sets of rules, rather than agreement 
on a single set of rules, is a permanent condition.  If so, second-
order resolution of conflicts as they arise is the solution.  A related 
problem is sub-optimal norms, norms that are not as well justified 
as any alternative.  The second-order examination and resolution 
of conflict may suggest improvements in particular first-order 
norms.     

Sixth, data storage:  If accountability systems are to adequately 
constrain the use of information, their trace-back systems 
evidently require the storage of an immense amount of 
information.  It is unclear how this is to be accomplished.   
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ABSTRACT

The ENDORSE project is concerned with providing assur-
ances for data protection for both data controllers and data
subjects. The project will define a rules based language
called PRDL (Privacy Rules Definition Language) which can
be used to express legislative requirements, organizational
privacy policy as well as user consent. ENDORSE will pro-
vide a rules engine to ensure that privacy policies expressed
in this language are compliant with legislative requirements
for the applicable jurisdictions. In addition a set of tech-
nology adapters will be developed which will provide trans-
formations from PRDL to target access control and policy
configuration instances, which in turn can be used by orga-
nizations to ensure that internal data handling practices are
in turn compliant. In parallel to this effort a certification
methodology will be developed to provide a means of gen-
erating a privacy seals. This paper describes an overview
of the project, the motivation behind the initiative, its aims
and objectives as well as an introduction to the approach
taken and technologies foreseen to achieves these aims. The
paper also provides a discussion of how the results of the
project can be applied in different scenarios.
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Categories and Subject Descriptors

K.6.5 [Management of Computing and Information
Systems]: Security and Protection; K.4.1 [Computers and
Society]: Public Policy Issues—privacy

General Terms

Legal Aspects, Management, Reliability, Verification

Keywords

Data Protection, Privacy, Data Management, Compliance

1. INTRODUCTION
Privacy and data protection are of concern to many stake-

holders, including the data subjects (end-users), the data
controllers (organizations) as well as legislative bodies, data
protection agencies, consumer rights organizations and hu-
man rights advocates. End-users require assurances that
their personal data are being fairly and correctly collected
and managed for purposes for which they, ideally, have given
explicit consent and it is done so in a transparent man-
ner. Organizations collecting personal data need to ensure
the data management practices employed are in compliance
with legal requirements and not subject to misuse by its
employees. These data protection requirements introduce
an overhead (both financial and operational). For European
SMEs(Small and Medium Enterprises)1, the need to ensure

1A legal concept in an EU context in: Commission Recom-
mendation 96/280/EC of 3 April 1996 concerning the defini-
tion of small and medium-sized enterprises (Official Journal
L107, 30/04/1996, pp. 4-9)
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compliance can lead to a disproportionate cost when com-
pared to core activities, inhibiting growth and opportunities
in competitive global markets.

What can help is an open source toolset which allows or-
ganizations to ensure that their personal data management
policies are compliant with the appropriate legislation.

The contribution of this paper is to highlight the goals
of ENDORSE, a European Union funded project. The EN-
DORSE project brings together a consortium of data pro-
tection legal experts, academic computer science partners,
software implementors and interested industry players to de-
liver an open source toolset to create legally compliant pri-
vacy policies which can be deployed in organizational infras-
tructure.

This paper is organized as follows. In Section 2, we pro-
vide the motivations driving our research. Section 3 presents
an overview of the ENDORSE project, providing the project
aims and objectives. Section 4 is dedicated to the EN-
DORSE architecture. The application areas where the EN-
DORSE outcomes will be applied are described in Section
5. We conclude our discussion with a summery presented in
Section 6

2. MOTIVATION
Privacy and data protection concepts are of considerable

concern to many stakeholders, including the data subjects,
the data controllers as well as legislative bodies, data pro-
tection agencies, consumer rights organizations and human
rights advocates. On the one hand, end-users require assur-
ances that their personal data is being fairly and lawfully
collected and managed for the purposes specified in accor-
dance with art. 6 of the Data Protection Directive 95/46/EC
[1] and is done so in a transparent manner. Ideally, end-users
also provide informed consent regarding the processing (cf.
art. 7 para 1 95/46EC[1]). On the other hand, organizations
collecting personal data are keen to ensure that the data
management practices employed are in compliance with le-
gal requirements and not subject to misuse by its employees.
A slack attitude to data protection and security can be costly
for organizations, not just in terms of conceding ground in
the market to competitors that better cater to customer con-
cerns, but also in terms of the high cost to organizations of
a data breach.2 From an organizational point of view, these
data protection requirements introduce an overhead (both
financial and operational), which needs to be managed and
minimized. The ultimate goal of ENDORSE is to address
these issues as follows:

1. Provide the end-user (data subject) with the assurance
that the data management policies of the data con-
troller are in compliance with the appropriate legisla-
tion and that the control of data access is in line with
those policies. These data management policies are
expressed in the company’s privacy operating policies
and the ENDORSE toolset ensures that infrastructural
data management procedures are in line with that pol-
icy. A certification methodology will enable the orga-
nization to produce a certificate of compliance, pro-

2According to the recent Ponemon report[7], the average
cost of a data breach was $3.4m, or $142 per record per data
breach, in surveyed countries (US, UK, Germany, France
and Australia). 44% of the cost was accrued due to lost
business.

viding a means of verifying this adherence to the data
subject.

2. Provide a means for organizations to ensure compli-
ance by providing a privacy rules definition language to
define data collection and management policies. EN-
DORSE will also provide a representation of data pro-
tection legislation expressed in that language ensuring
compliance of the organization’s policies with the ap-
propriate regulation. This language, together with the
legal representation of the legislation in the language
and the toolset to create policies and technical data
access control specifications and privacy policies will
be made available as open source components.

An open source approach lowers the costs of compliance
for SMEs and provides an open and transparent framework
for data protection and privacy compliant practices.

3. ENDORSE OVERVIEW: AIMS AND OB-

JECTIVES
The primary aim of ENDORSE is to create an open and

freely available legal technical toolset for privacy preserving
data management that can be adopted by public bodies and
enterprises to offer solid guarantees to service subscribers
regarding the range of use of personal information on their
systems. This toolset will prevent the accidental or unautho-
rized manipulation of sensitive personal information. The
framework will describe how personal information can be
stored and accessed in a compliant and secure manner on
public and private data stores, and how it is exposed to ser-
vices and authorized personnel using a privacy preserving
rule based modeling approach.

This framework will consist of a legal and a technical com-
ponent:

• The legal component, informed by social science, the
principles of human rights, data protection law and
the limitations of technology, will create a specifica-
tion for data access and manipulation within digital
systems that can be adhered to by data controllers.
This component will also provide a roadmap for how
this specification could be adopted as a standard for
privacy preserving personal information storage in law
and/or by voluntarily compliant parties.

• The technical component will provide an architecture,
a privacy rule definition language and a toolset for
management of data access and manipulation that com-
plies with the specification produced by the legal com-
ponent, which provides a definition of a filtered scheme
of access to data according to role-based policies, re-
specting data collection rationale, and utilizing the
state of the art in secure communication and encryp-
tion technologies and methods.

A major outcome of this project will be the enforcement of
data protection compliant data access logic, clear definitions
for responsibilities of compliant data controllers and proces-
sors, with additional specification for web applications, such
as definition and generation of comprehensible privacy poli-
cies and consistent interface for data subjects. This effort to
standardize and harmonize data management practices and
ensure legal compliance will be facilitated and enforced by
the technological component of this project.

28



3.1 Requirements
ENDORSE is concerned with addressing the following re-

quirements for organizations seeking compliance and user
acceptance:

1. Data should, with as few exceptions as possible, only
be gathered for a particular purpose and the frame-
work will ensure that this purpose is explicit and that
data is not accessed or manipulated outside of that
scope.

2. Data should be accessible via a policy-driven data ac-
cess interface, taking into account factors such as the
accessing party’s role and the scope of data availability
for the given access purpose.

3. The data access interface should not admit direct ac-
cess to raw data and should instead provide only data
segments to fulfill agreed ’data needs’ between data
holder and service subscriber allowed for by the data
subject’s consent.

4. Personal data should remain accessible and alterable
to subscribers, and personal information entered into
a digital database should be limited to that which is
sufficient for the subscriber to participate in the service
they have subscribed to.

5. Data stores should only be merged with explicit con-
sent from subscribers according to a new contract agree-
ing the new ’data needs’ between service provider and
subscriber.

6. Data store access should be determined by role, and
the ’data needs’ and/or rights associated with that role
is a system wide concept.

ENDORSE will achieve this by bringing together a consor-
tium of data protection legal experts with academic com-
puter science partners and interested industry players. The
project will produce a privacy rule definition language which
will be used to express data access and data processing re-
quirements derived from the appropriate European direc-
tives3 together with the national implementations of the di-
rectives. The language and these legislative instances along
with the toolset to create legally compliant privacy policies
that can be enforced by IT systems will be released as open
source. Two industry players will perform trials using this
toolset. One of these partners is a large multi-national in-
surance organization and the other a start-up web based or-
ganization providing communications services online for end
users. The methodology for this validation will be defined
at an early stage of the project, with a view to evaluating
the successful achievements of the project requirements.

3.2 Objectives
The ENDORSE objectives are:

1. To provide a toolset that enables organizations storing
personal data to ensure that their data gathering, data
access and data manipulation policies and subsequent
implementation of those policies is compliant with data
protection legislation. The toolset will be released as
open source.

3These include the Data Protection Directive 95/46/EC, the
ePrivacy Directive 2002/58/EC, the eCommerce Directive
2003/31/EC and the Data Retention Directive 2006/24/EC

2. To define a Privacy Rules Definition Language capable
of expressing legal requirements, privacy policies and
data subject consent. The language will be published
as open source and submitted as a standard to the
appropriate bodies.

3. To provide a collection of Rule Sets that represent data
protection provisions derived from the relevant EU di-
rectives on data protection and data retention as well
as a subset of the national implementations of the rele-
vant provisions. These Rule Sets will be made publicly
available.

4. To provide data subjects with the assurance that their
personal data is stored, accessed and forwarded in a
manner that is compliant with the appropriate data
protection legislation and industry best practices.

5. To define a certification methodology which can pro-
vide assurances for the end-user that the organization’s
privacy operating policies are in compliance with ap-
propriate legislation and that the infrastructural data
management procedures are derived from these poli-
cies.

4. THE ENDORSE APPROACH
The following section introduces the architecture overview

as well as the domain-specific notation suggested before rel-
evant technologies are covered.

4.1 Architecture
The ENDORSE architecture, as shown in Figure 1, re-

volves around the concept of a privacy Domain Specific Lan-
guage (DSL) called Privacy Rules Definition Language (PRD
L). This is used to express instances of privacy rules from
natural language privacy rule sets (e.g., EU Directive 95/46/
EC [1], national implementations of this, industry sector
specific privacy guidelines). The PRDL Privacy Rules are
written by privacy experts using editing tools developed in
the project. These PRDL instances of the rules will be used
to ensure compliance with the Company Privacy Operating
Policies also expressed in PRDL. The rules are to be stored
in the library of rules and maintained in the Rule Repository;
here they can be versioned, tested, documented, deleted and
maintained. Other actions, such as dependency, import or
export features, shall be implemented here. Instances of ser-
vice offerings, in combination with data subject consent def-
initions, will comply with this company privacy policy. The
PRDL needs to be able to express these concepts as well
as mapping data fragment access to roles, scope of usage
and consent. A set of adapters will be developed which will
have various outputs such as XACML[6], P3P[10], Natural
Language Privacy Policies, contracts, data retention trig-
gers, etc. Some of these outputs are used to configure data
engines (for data collection, data access, etc,.) with which
the actors can interact via a ’questions and answers’ type
interface using appropriate applications.

A challenge exists with regard to establishing which legal
concepts can and can’t be easily represented in machine in-
terpretable code. It is often the case where certain terms
in legislation are open to interpretation. A good example
is the use of the term “informed consent” in European data
protection legislation. It is not the role of ENDORSE to
provide interpretations of these concepts, rather to provide
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Figure 1: ENDORSE Architecture.

a language rich enough to enable organizations to express
their own interpretations and definitions of these concepts.
With the open source approach of ENDORSE, it is envi-
sioned that generally accepted definitions of such terms will
emerge and become “standardized” across the user base.

The specification of the rules are to be written in PRDL
using a rule editing tool. PRDL will be a domain specific
language based on an existing rules language like RuleML [9]
or the open source implementation Business Rules Manage-
ment System [4]. PRDL will be used to express rules using
privacy specific terms and verbs. This semantically rich lan-
guage abstracts from the target platform technology, such
as EJB, Spring, Java or C# and focus on the prime goal,
which is how to specify rules for privacy access policy. This
approach can guarantee that the rule specification for a spe-
cific sector or country can scale to the specific technology
used in the organization deploying ENDORSE.

4.2 Privacy Rules Definition Language
The scope of the PRDL will encompass clauses from legis-

lation and service contracts that must be codified. Separate
sets of data management and control rules, rendered from
operationally different categories of legislative and contrac-
tual clauses, may be enforced very differently within the
ENDORSE platform. One set of rules may be rendered into
XACML for the purpose of vetting queries against access
permissions, another set might be rendered into a schedule
document for moderating the timing of duties that the data
controller must perform. In each case, there is an appropri-
ate adapter for transforming the rules set and an appropriate
data engine for processing and enforcing them.

A preliminary content analysis of important data protec-
tion and privacy legislation, such as Directives 95/46/EC
and 2002/58/EC, and common privacy terms of service from
service providers, allows us to come to some provisional con-

clusions on the typical categories of legal and contractual
clauses that must be enforced by ENDORSE4. These cate-
gories of clauses will be enforced either via assurances im-
plicit within the ENDORSE platform, or via a PRDL rule
set. Prominent examples of rule sets are:

• clauses that govern conditional access to data by data
processors,

• clauses that oblige data controllers to perform certain
duties at certain times or under certain conditions,

• clauses that govern the type of data that can be gath-
ered by the controller from data subjects,

• clauses that determine when consent or notification is
required from the data subject,

• clauses that moderate how sensitive data is transferred
to third parties or across jurisdictions.

Adapters and engines will be developed for these and other
important rule sets. The MDA5 and rules-based approach
taken by ENDORSE allows us to express complementary
rules sets together within a single framework to achieve a
level of systemic integration and assurance not currently
possible with today’s piecewise solutions. For example, there
is a strong logical relationship between data gathering ra-
tionale and data processing criteria, since data may only be
gathered for the purpose, or purposes, for which it is eventu-
ally used. By modeling data gathering rationale, the roles of
employees within an organization that process personal in-
formation, and the (minimum) set of questions that they are
allowed to put to the system, the ENDORSE platform can
validate the processing criteria rules against the data gath-
ering rationale and vice versa. In this way, an appropriate
ontology and rules language can add significant value to a
privacy preserving data management framework, by making
it more comprehensive and more efficient.

4.3 Technologies and Tools

4.3.1 Rule Engine
ENDORSE will provide a rule engine that is capable of

applying the rules concept - already successfully used for en-
forcing business rules in enterprises - to data and its privacy.
The rule engine (RE) executes the privacy rules formulated
in PRDL to create run-time transformation via interfaces to
the different technology adapters, providing controlled ac-
cess to the underlying persistence layer. The rule engine is
responsible for consistency checks of rule definitions, conflict
management, appropriate data deletion strategies and other
specific tasks to be defined in course of the requirements and
design phase. The rule engine decouples the privacy data
stored in its respective containers (e.g., repositories) from
the privacy enforcement mechanisms, thus externalization
from application code is guaranteed and flexible extension
to third-party systems possible.

4The PRIME project has, for instance, delivered a set of
(legal) requirements that provides a useful starting point
(Günter Schumacher (ed.), Requirements for Privacy En-
hancing Tools version 3, Deliverable 1.1.d, 20 March 2008,
the PRIME Consortium)
5Model Driven Architecture, http://www.omg.org/mda/
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4.3.2 Technology Adapters
ENDORSE will implement a set of technology adapters as

well as a set of Authentication, Access Control and Account-
ability infrastructural components. The technical adapters
will take instances of privacy operating procedures expressed
in PRDL as an input and provide various document formats
as outputs. One of the most important of these adapters will
be an access control policy adapter, of which XACML with
a privacy profile is an initial candidate6. Other adapters will
produce human readable privacy policy statements, machine
readable privacy policy statements, data gathering logic and
GUI specifications. Standards based specification instances
will be the preferred output of these target adapters.

4.3.3 End User Tool
ENDORSE will provide the data subject with a tool for

policy inspection, consent inspection, personal data requests
and provide audit trails via access to accountability data
which can be related to policy and consent instances. Au-
thentication interfaces will be developed to aid in the de-
ployment of the tool in heterogenous environments.

4.3.4 Rules Editor
ENDORSE will to design and develop an open source

toolkit that allows users to specify rules. Existing open
source modeling tools (e.g., Eclipse Modeling Framework)
will be considered as an input to this task. The output of
this task is a rule editor. The ultimate goal is to allow users
to precisely define rules and behavior in an assisted way.

4.3.5 Open Source Strategy
An open source strategy provides some significant advan-

tages to the ENDORSE approach. Firstly the open source
approach lowers the barriers to adoption through free access,
providing European SMEs with lower costs when expend-
ing resources for data protection compliance. Secondly, this
approach encourages wider involvement of the legal, data
protection and interested software development communi-
ties to contribute to the mutual goals. Thirdly, the open
APIs provided by the rules engine for technology adapters
offers opportunities for third party software vendors to de-
velop proprietary solutions for integration with enterprise
software systems. Items that will be freely available are:

• The PRDL specification.

• PRDL editing environment.

• PRDL engine for execution

• A selection of European legislative rulesets expressed
in PRDL.

• A selected set of technology adapters for access control,
privacy policy expression, service contract creation,
data retention scheduling, and other related data pro-
tection control or information revealing modules.

• An example set of rules to demonstrate how privacy
policies can be expressed in compliant PRDL instances

6The EU FP7 PrimeLife project is currently extending
XACML with privacy policy expression components. This
extension is called Primelife Policy Language (PPL). EN-
DORSE may further expand on this work if the PrimeLife
results turn out to be fruitful.

and transformed to access configuration and policy
statement objects using the technology adapters.

• Instances of actual company privacy procedure poli-
cies will not be mandatorily available as open source
although creators might deem it advantageous to do
so for transparency purposes. Suitable licenses for pri-
vacy policies would be Creative Commons7 or GFDL
(GNU Free Documentation License)8.

4.4 Key Innovations

4.4.1 Legal-Technical data protection compliance
A key innovation of ENDORSE is to provide a techni-

cal solution to a known operational legal problem, i.e. the
management of legally compliant data access and retention
procedures to ensure that organizations operate within the
law with respect to data protection and privacy issues and
that the data subject can be assured that its data are being
used for the the purpose for which it has given its explicit
consent and/or is consistent with the law. ENDORSE will
use the relevant European directives on data privacy as well
as selected set of the national legislation implementing those
directives to build a set of rules which the data controller
can reference to validate its own policies in terms of data
collection, storage, retrieval, manipulation, retention and
transmission. The project will operate in this EU context
where there exists a harmonization of data protection legis-
lation. We are thus provided with a minimum common “set
of rules”. ENDORSE will address and express a selection
of the national implementations of these rules. It is these
national implementations of the Data Protection Directive
that needs to be applied as these are what provide the legal
obligations on organizations. This means that users can be
assured that their data is being used consistently with the
applicable national data protection law. It is important that
the language used to express these legislative instances are
founded in fundamentals of privacy concepts in order that
future rule-sets (e.g. for US Law) can be also expressed.
Such further rule sets beyond the candidate rule-sets will be
created outside of ENDORSE which will provide the tools
and fundamentals to do so. These rules are processed via
an adapter to create concrete instances of various standard
document formats to define data access, privacy policy, user
interface forms for data entry and data retention triggers for
the data subject, data controller and data processors. Ex-
amples of these outputs are XACML[6] instances for data
access, P3P [10] instances for web privacy policy creation,
XForms[11] documents for the generation of user interfaces.
These outputs will be underpinned by the rule set describing
the organization’s privacy policies which are in turn auto-
matically checked for compliance with the relevant legisla-
tion and industry codes of conduct. An example of how this
can be done using current standards is the generation and
use of privacy policies P3P, which has been criticized for its
lack of conformance to the highest standards of data protec-

7Creative Commons, a non-profit organization pro-
viding “some rights reserved” copyright licenses,
http://www.creativecommons.org/
8A form of copyleft intended for use on a man-
ual, textbook or other document to assure every-
one the effective freedom to copy and redistribute it,
http://www.gnu.org/licenses/fdl.html
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tion and privacy and its lack for enforcement of compliance
in the data management infrastructure[3].

4.4.2 Privacy as a cross cutting concern
The key innovation, besides an efficient technical solution

to the legal framework problem, is the extraction of privacy
issues from the business domain creating a single point of
maintenance of personal and private information. This ap-
proach intends to isolate privacy and consider it as a cross
cutting concern, in the same way as it is currently for au-
thentication, authorization, logging, monitoring, etc,. Legal
obligations are often implemented in IT systems as an af-
terthought and as such can appear in different locations of
the software without a common linkage. In many corporate
applications this leads to severe difficulty in maintenance
when rules and legal specifications change. A separation of
concerns can be successfully applied with the help of the
proper modeling architecture, design patterns and technical
development. It can scale both technically and functionally
and as a consequence it can be managed, implemented and
deployed in different business domains with no side effect on
other organizations’ software. This project will define the
founding framework and specification for considering the le-
gal framework as a functional cross cutting concern; we ex-
pect that ERP, CRM and other corporate software could use
ENDORSE to provide privacy and data protection support
for the organizational legal framework.

4.4.3 Increased transparency for end users
One of the tools that ENDORSE will provide is a powerful

end user verification tool which provides transparency for
end users with regard to details of the personal data that is
being stored on them, how this data may be processed and
by whom and for what purposes. It will also be possible
for end users to request corrections and alterations to their
personal data via the tool. The tool will act as a means of
policy and consent inspection and through the integration
of the accountability module will allow users to examine
who issued requests to access their data, for what purpose
and whether the request was granted or not. These audit
trails can be linked to appropriate policy and consent (or
exception) instances providing complete transparency to the
personal data management life cycle.

One initial goal of the project is promote standardized de-
livery of rules to the user in terms of both terminology and
presentation, thus facilitating clarity and transparency of
business practices. Standardized terms of service, for exam-
ple, would greatly increase user readability and accessibility
in itself. These gains can be extended by further translating
rules into language that may be more friendly to the average
user.

4.4.4 Certification
One of the outputs of the ENDORSE approach is a toolset

and technologies with the ability create digitally signed Pri-
vacy Seals and software objects to enable the provision of
a “certificate of data protection compliance”, which on one
hand provides the data subject with assurances of compli-
ance, while on the other allows the data controller to ensure
that its procedures are in line with national data protection
legislation and also sectoral codes of practice. The advan-
tage for the data subject of this certification is the assurance
that its personal data is stored, accessed and updated not

only in a manner that is in line with the organization’s pri-
vacy policy but also with the appropriate national legislation
and European directives. The advantage for the data con-
troller is the assurance that its data processing and storage
procedures are automatically in line with its own privacy
policy and also the national legislation and European direc-
tives on data protection. ENDORSE will provide a means of
verifying that configuration of infrastructural components is
compliant with appropriate data protection legislation. The
project will develop a certification methodology and tools to
produce a digitally signed seal which can verify that the com-
pany operating privacy policy is compliant with a rule set
representing data protection legislation and industry codes
of practice. This methodology will specify how such a seal
can be verified by a trusted third party.

5. APPLICATION AREAS
ENDORSE will directly address two primary application

areas in which the legal-technical framework will be de-
ployed:

1. Web application service provider dealing with personal
information including credit card details and contact
details.

2. Large scale public or private databases dealing with
sensitive information. e.g., large scale databases used
in healthcare and private sector bank/insurance databases.

In each case the concerns for data subjects and controllers
are similar, but the deployment of our framework might be
quite different. Both of these are discussed below together
with a discussion on complex layers of compliance exempli-
fied in the healthcare sector, which will also be considered
by ENDORSE.

5.1 Web application service provider
The project is concerned with intentional and uninten-

tional data disclosures, such as the sale of data-sets for mar-
keting purposes, whether anonymized or not (anonymization
has been shown to be not as effective as is generally thought
[8][5]), non-standard, opaque privacy terms of service, and
the ad-hoc update of these terms that retrospectively affect
data already passed from data subject to controller. The
situation is complicated by the cross border nature of web
services, where users are often not protected to the extent
of the laws in their own jurisdiction (e.g., safe harbor agree-
ment between the US and EU[2]). It is also true that web
application providers may be inadvertently non-compliant
with the relevant data protection legislation. There are cur-
rently no set of rules and/or software components that aid
application providers in maintaining data protection com-
pliance.

To address these points, ENDORSE will create and pro-
mote:

1. standard and compliant privacy policy format as part
of terms of service for web companies,

2. open source software components to ensure compli-
ance,

3. a mechanism for mapping data usage to data gathering
rationale to avoid scope creep in the use of sensitive
data. Often collected personal data can currently be
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accessed by any arbitrary SQL query and new data
can be synthesized.

A means of certification will be a powerful legal compo-
nent of the framework for standardizing good practices in the
above areas. The certification methodology will be crafted
to ensure legal compliance across a number of jurisdictions,
encapsulate jurisdiction specific terms and provide a high-
water mark for privacy and data protection to be adopted
by ’privacy friendly’ application providers. If a de-facto pri-
vacy/data protection terms of service and policy statements
(and set of software components enforcing these) could find
adoption amongst existing and emerging web applications,
this would constitute a major advance in user privacy and
data protection compliance and a significant potential deliv-
erable of this project.

5.2 Large scale public and private databases
The main source of accidental data disclosure appears to

be poor data handling practices (e.g., copying databases to
CDs unencrypted, where they can potentially be brought
outside of the organization and subsequently lost or stolen),
inadequate internal security (often arising from poor work-
flows, e.g., sticky note with administrator password on com-
puter monitor), and hacking. Intentional database disclo-
sure occurs when organizations exchange their subscribers’
sensitive data or a wider range of personnel gain access to
more data when databases are merged following organiza-
tional mergers unless strict controls are applied. What is
most important in this case is the granularity of data access
controls by employee, context, data collection rationale and
the principle that only the minimum amount of data be re-
vealed in order to facilitate the task in hand. Additionally,
these access controls must be preserved as large data-sets
are merged, when the likelihood of additional data items
becoming synthesized and revealed to a greater number of
individuals in a broader range contexts becomes higher.

In relation to this, ENDORSE will:

1. Promote dynamic, granular data access policies at all
times. Access should be restricted by employee, con-
text and data collection rationale and never be pre-
sented wholesale in a form that is amenable to dupli-
cation and distribution,

2. Ensure that databases are accessed only in a manner
that facilitates minimum data disclosure,

3. Data access could be based on a set of ’questions and
answers’ that are relevant to an employee in a given
context. These Q&As are defined and agreed by in-
house data protection officers and facilitated by database
admins.

4. Produce a procedure and set of tools for merging databases
in such a way that no additional privacy or data pro-
tection concerns arise for the composite database and
access policies than were there for both databases in-
dividually.

Currently there exists no standard means of ensuring that
databases are accessed according to data protection logic,
and in particular there has been no attempt to map employee-
context access to data gathering rationale, which must oc-
cur to ensure data protection compliance in the EU and to

promote maximum user privacy in an environment where an
ever greater number of individuals have access to ever larger
databases.

5.3 Layers of data protection issues, particu-
larly exemplified in healthcare

The Data Protection Directive distinguishes three layers:
general data protection provisions, provisions with respect
to sensitive data, and provisions regarding data disclosure
to third countries. Within the different member states addi-
tional layers can be distinguished. In many sectors, the gen-
eral data protection regulation is supplemented by sector-
specific regulation. This is particularly the case in health-
care where strict provisions are imposed on the collection
and use of personal data. Here, for instance, we may find
provisions stating that only practitioners with a contract to
treat a particular patient may access this patient’s data. An-
other set of sector-specific data protection provisions may be
found in the work sphere where labour law contains specific
provisions regarding the rights and obligations of employers
regarding their employees. An example here is workplace
monitoring which may be subject to different requirements
in the different EU member states. All in all, these different
layers result in a complex mesh of provisions that see to the
collection and use of personal data, which are difficult to
assess for businesses, especially in the case of cross border
services.

ENDORSE will create:

1. A rule language that allows the representation of rel-
evant provisions regarding the collection and use of
personal data from the different legal sources (e.g., EU
directives, national implementations and national leg-
islation, sectoral provisions).

2. Develop a rule engine that is capable of combining the
applicable rule sets for a particular context (consisting
of a set of one or more service providers in potentially
different jurisdictions, the application domain, and the
jurisdiction of the data subjects) into a comprehensive,
and ideally non-conflicting, set of requirements. In the
case of rule conflicts, the engine will reveal these con-
flicts.

3. Develop an end-user tool that shows the applicable
rules in their context as distilled by the rule engine, in
a comprehensible manner.

6. SUMMARY
The ENDORSE project aims to ease overheads of compli-

ance with regard to data protection of personal data stored
in organizational databases. This is motivated by the needs
of data controllers and data subjects. ENDORSE will use
an MDA approach to transform privacy policies expressed
in a rules based language to target policy and access con-
trol languages and as such provide assurances of legislative
compliances in a manner that is transparent to and eas-
ily understood by data subjects. The resulting open source
technologies will be trialled in two different real world com-
mercial settings and can be reused by any organization with
concerns for data protection compliance.
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ABSTRACT
We nally got what we wished for: executive managers are aware
of the need to protect their organizational data. However, we still
have problems; for example, database breaches, stolen passwords
and identity theft continue to be major issues. Aside from usabil-
ity issues, the major issue is that management usually considers
information security governance as under the jurisdiction of their
information technology department, separate from corporate gov-
ernance. They do not realize that security cannot be treated as an
“add-on”; security must be made a priority and become integral
to the organizational culture. This integration of security must be
done from the top down and include everyone in the organization.
I propose that the best and easiest way to accomplish this is by
focusing on the everyday security issues that employees confront.
Management should not initially try to force employee buy-in to
the entire security policy. Instead, management should initially
limit the policies with which all personnel must comply in order
to help shape behavior that will ultimately become second nature.
As employees learn and comply with these policies, management
can slowly introduce the additional policies so that eventually the
entire policy becomes integral to the organizational culture.
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1. INTRODUCTION
I propose that the most effective way for an organization to pro-

tect its data and ensure compliance with security policies is for ex-
ecutive management to promote security in their daily activities and
administration. To achieve this, it becomes necessary to raise the
awareness levels of all members of the organization so that secu-
rity becomes an integral part of the organization; in other words,
security must become part of the organization’s culture. This can
happen only if everyone in management considers it a priority.
To accomplish this, there are 3 keys points that management and

security professionals need to know. These apply to all organiza-
tions, including government and military, even though the focus in
this paper is on business.

1. Just as we would never want to treat security as an add-on ap-
plication in the software or hardware world, we need to make
security integral to the organizational culture. An organiza-
tion can best accomplish this by identifying a subset of the
security policy that applies to all personnel and that is en-
forceable and that does not create a hindrance to employee
productivity. Awareness and compliance can be achieved
through training, incentives, and a demonstration of commit-
ment to the policies by everyone in management, from the
top down. Once adherence to these policies starts to become
second nature to all employees, management can incremen-
tally add the balance of the policies until all policies that af-
fect daily behavior are accepted as the norm.

2. Integrating security into the organizational culture must come
from the top-down, however middle management buy-in is
critical, and chief security information of cers can help to
promote the change.

3. An organizational culture with good security will reap other
bene ts, such as improved ef ciencies, in much the same
way that applications with better security tend to have less
lifecycle costs due to higher quality. There is also the added
bene t of an improved reputation, which may help to in-
crease or maintain the “bottom-line.”

Despite executive managers’ increased awareness of the need
to protect organizational data, security problems such as database
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breaches, stolen passwords and identity theft continue to be major
issues [26]. Many organizations still do not use technology ef -
ciently and effectively and do not adequately protect their data [6].
Organizations either are not training their employees adequately or
are not enforcing compliance; for example, there are still too many
organizations where users continue to click on email attachments,
thus infecting their computers with viruses. Laptops containing
critical and con dential organizational data often continue to be
stolen or lost. Part of the problem relates to usability issues [19],
but much of the fault is due to the lack of attention to security by
executive and middle management. Although many managers truly
believe they are strongly committed to security within their orga-
nizations, they do not necessarily enforce and demonstrate their
support through their actions and decisions.
As an illustration of this problem, in 2002, the U.S. Congress

reacted to a series of nancial scandals by passing the Sarbanes-
Oxley Act (SOX), which focused on transparency and accuracy in
nancial reporting by public companies [22]. SOX also resulted
in increasing attention on Information Technology (IT). Control
objectives for information and related technology (COBIT) now
provides IT governance for information integrity compliance with
SOX [20]. As a result, the number of IT audits conducted by audit-
ing rms dramatically increased [8]. Unfortunately, auditing rms
are not necessarily ready for IT auditing [15], and even when they
are, the focus is on data integrity as it relates to traditional nan-
cial reporting and not on information security. In addition, auditors
costs money; as Ross Anderson pointed out in 2001, information
security is as much an economic issue as a technical one [5]. Un-
til executive management is convinced that the cost of not auditing
their organization’s security is greater than the cost of the audit, or
until government regulations force the issue, organizations will be
reluctant to spend the money. Worse yet, auditing is not the same
as compliance; even if management and auditors work together to
identify risk and develop a usable security policy, ensuring compli-
ance throughout the organization is not guaranteed.
Although Anderson was referring to organizations when he stated,

“Where the party who is a position to protect a system is not the
party who would suffer the results of security failure, then prob-
lems may be expected” [5], this applies to individuals as well. Re-
quiring knowledge of and adherence to the organization’s entire se-
curity policy will cause problems when trying to get full employee
acceptance because not everything affects all employees. Identify-
ing what issues employees confront on a regular basis and initially
limiting awareness and enforcement of the security policy to those
items will encourage acceptance and buy-in.

2. ORGANIZATIONAL CULTURE
Homeland Security recognizes the importance of organizational

culture for effective security governance. A Google search 1 brings
up a document on their website that begins “Governance and man-
agement of security are most effective when they are systemic, wo-
ven into the culture and fabric of organizational behaviors and ac-
tions” [11].
The culture of an organization is basically its personality. It in-

cludes the goals, assumptions, beliefs, values, norms, behaviors,
customs, rites, history, and even the style of dress of the people
who work for the organization. It is what makes employees feel
like they belong and what encourages them to work collectively to
achieve organizational goals. There is a difference of opinion as to
whether culture is something an organization “has” or what the or-
ganization “is” [28]. Either way, an organization’s culture evolves

1Using “+management +governance” as a search term.

slowly, generally growing stronger over time. Changing culture is
hard. For example, employee turnover generally does not weaken
the organization’s culture [12]. It is, in fact, dif cult to make major
changes to an organization’s culture. The most common way to do
so is to replace the corporate leadership by hiring someone from
outside the organization [24].
It might be dif cult to move an organization’s culture in a dif-

ferent direction or to make major changes, but actually change is
occurring all the time due to a variety of in uences, internal and
external to the organization. The strongest in uence comes from
the top leadership position, something security professionals can
use to their advantage to encourage the change that is needed to
achieve a more secure organization.
Many organizations recognize the need to secure their data but

do not know how to make it a priority throughout the organization.
Jan Thornbury recommends starting with identifying the bene ts to
the business so that everyone realizes the need for the change, then
identifying where you are now, where you want to be, and what
speci c steps should be taken to implement the change. The orga-
nization’s leaders must demonstrate their active involvement at all
times. This is a strategy she followed when assisting the audit, tax
and advisory rm KPMG with integrating its various component
partners [27].

3. ORGANIZATIONAL HIERARCHY
Depending on the size of the organization, the top leadership po-

sition can be the Chairperson of the Board, the Chief Executive
Of cer (CEO) or the President. In some instances, the same per-
son can hold all positions, for example, Lou Gerstner was hired
as both Chairman and CEO of IBM in early 1993. Other execu-
tive positions can include the Chief Operational Of cer (COO), the
Chief Financial Of cer (CFO) and the Chief Information Of cer
(CIO). Everyone in these top two tiers is considered “executive”
or “senior” management. More commonly, the Chief Information
Security Of cer (CISO) is also on this level, although in some or-
ganizations, the CISO reports to the CIO.
The next tier in the organizational chart generally consists of the

mid-level managers. Depending on the size of the organization,
these can include the general manager (GM), vice presidents, and
department heads. Below mid-level management are the front-line
managers and supervisors. These are the people responsible for
the daily administration of the organization, who interact with their
employees on a regular basis and who have a strong in uence on
employee motivation and behavior.
The reason that executive management in uences corporate cul-

ture more than the front-line managers is that the culture is af-
fected by the organization’s strategy, which is linked to its struc-
ture [24]. The organization’s structure re ects the chain of com-
mand, formal communication channels, and the alignment of peo-
ple to the work and the work to the organization’s goals. Studying
IBM under Lou Gerstner demonstrates this. Through the 1980s,
IBM was known for its strong corporate culture that rewarded loy-
alty. Despite extensive technological changes in the computer in-
dustry and the marketplace, which resulted in major restructuring
changes within IBM, their culture experienced only minor effects.
Management continued to recruit and promote talent from within,
and loyalty continued to be highly rewarded. IBM reduced person-
nel through attrition and retirement, not layoffs [29]. However, by
1993 demand for IBM’s mainframe computers had slowed dramat-
ically, demand for mini-computers had dramatically increased, and
IBM’s competitors were getting most of the business. Lou Ger-
stner was brought in from the outside to help save the company,
and over the next decade he lead a turnaround that became one of
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the most written-about and cited examples of organizational change
in business history. However, to achieve his goals, Gerstner insti-
tuted many changes, including massive layoffs, which dramatically
changed the organizational culture. The company that was once
known for inspiring lifelong loyalty struggled to maintain morale
among its employees. Within a decade the organizational culture
at IBM was changed due to the in uence of one single person, the
top leader of the organization. Whether or not that culture change
was for the better is not relevant to this paper. What is important
is how relatively quickly a major change occurred and how it was
achieved

4. CORPORATE CORE VALUES AND
CISOS

I submit that a major dichotomy exists between the mindset of
top management and the mindset of middle management in many
organizations. In these organizations it is as if top management
and middle management stand back-to-back, facing opposite di-
rections. An organization cannot align all its employees, including
middle management, with organizational principles when the core
values express only the values of top management but do not in-
clude all the values critical to the organizational functions. A com-
mentator on an earlier version of this paper took the view that core
values are aimed at articulation of a business philosophy and that
therefore they will never mention security and governance because
both of these are considered operational issues. This is true; but I
submit that this is a fundamental problem, addressed later in this
section.
If we want employees to know and to internalize what is criti-

cally important to an organization, these values must be explicitly
stated; the best place to state them is in the core values because
this is what employees read, and which they also understand top-
management views as critical. If information security and privacy
are not included in these stated core values then employees will not
view them as essential to their daily business functions and mind-
set.
An organization’s culture is generally re ected in its mission

statement and explicitly stated core values. The core values spell
out the organization’s basic beliefs and passions, i.e., what the com-
pany stands for and what it values. The mission statement is created
based on the core values. The core values and the mission statement
are used to guide the organization when making strategic, and eth-
ical, decisions [23]. Once core values are internalized, behavior
re ecting those values becomes second nature.
A Google search of organizations’ core values2 indicates that

very few organizations list privacy or anything relating to infor-
mation security on their list of core values, even those for whom
it is a major issue, e.g. banks, insurance companies, and auditing
rms. The most common values include integrity, service, loyalty,
honesty, trust, and teamwork.
A search of hospital sites returns a similar list of values. The

Health Insurance Portability and Accountability Act (HIPPA) pass-
ed in 1996, with an emphasis on patient privacy [1]. Managers
in the health care industry are required by law to enforce compli-
ance among their employees and many are turning to technology
for help, but compliance has been dif cult [18]. Health care man-
agers share some of the problems confronting information security
professionals.
Most organizations include a privacy policy on their website, but

2Searched using +”core values” and the industry name, e.g. +”core
values” +insurance, or +”core values” +bank, or +”core values”
+hospital”.

the purpose is for legal protection. Once written, the privacy policy
is generally “out of sight, out of mind” and does not help to promote
an awareness of privacy issues among employees.
Inclusion of the words ‘privacy’ or ‘information security’ in an

organization’s list of core values does not guarantee that everyone
in the organization will value them unless management demon-
strates their commitment. Many organizations periodically review
their mission statements and core values, to ensure they re ect the
organization’s guiding principles. CISOs should use that oppor-
tunity to convince top management that information security and
privacy should be included among their organization’s core val-
ues. A Delphi study conducted by Johnson in 2009 examined the
drivers behind business executives’ and security executives’ invest-
ment in information security. The two groups agreed that legality
and compliance with regulations were the most important drivers
[17]. CISOs can use these concerns, cite laws and regulations that
punish non-compliance, emphasize the positive impact on employ-
ees and productivity, and point out the impression it will make on
the organization’s customers. This will have the effect of making
security a priority for the top leaders in the organization.

5. OTHER RESEARCH
In 2006 Knapp, et al. conducted a study consisting of open-

ended questions to managers in a variety of industries, including
government, in 23 different countries to determine the importance
of top management support on the level of security within an or-
ganization. The researchers concluded “top management support
positively impacts security culture and policy enforcement” [21].
However, there was no mention as to exactly how management
could or should in uence their organization’s cultures other than
by showing support.
Coles-Kemp, et al. conducted a study that showed that many

businesses do not have the tools to relate security risks to busi-
ness risks and objectives, but the use of a facilitator can help them
understand and better communicate security risks and help embed
security management into business practices [9].
Another study of security breaches of university databases led

Alicia Anderson to conclude that among the steps management
needs to take to protect their organizations’ data is to promote se-
curity awareness by “creating a culture where the community has
the knowledge (what to do), skill (how to do it), and attitude (desire
to do it) that support information security and privacy objectives”
[4]. Once again, there was no “step by step” analysis as to how to
make this happen.
John Shook’s account of the failure of the joint venture by Gen-

eral Motors (GM) and Toyota to manufacture cars in California pro-
vides some answers. His recommendations for managers who want
to change the culture of their organization include the following.

1. Start by changing what people do rather than how they think.

2. It’s easier to act your way to a new way of thinking than to
think your way to a new way of acting.

3. Give employees the means by which they can successfully
do their jobs.

4. Recognize that the way that problems are treated re ects your
corporate culture [25].

Beauterment, et al. suggested creating a “compliance budget” to
examine the costs and bene ts of security compliance or noncom-
pliance to employees [7]. Included in the suggestions were rec-
ommendations for awareness training, monitoring, and sanctions.
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These are tools already known to management and which can be
used to help generate awareness of the need to make security a pri-
ority within the organization.

6. ENTRUST: ISG CASE STUDY
Entrust, Inc. provides identity-based security solutions to over

4,000 government and business organizations. Realizing the need
for an information security governance framework, the CEO, Bill
Conner, teamed with the Business Software Alliance to create a
task force, and their report was released in 2004. Among some
of their ndings were that executive management, including the
board of directors, are often not included in the risk assessment
process, even though they are ultimately responsible. Bill Conner
lead the task force, using Entrust as a case study, and included all of
Entrust’s senior management, not just the CIO, in the process. The
head of each business unit was responsible for identifying risks and
recommending policies. After 5 months the task force met again
to review and re ne their assessments and policies by considering
employee behavior, which lead to a series of narrow assessments,
following a model for continuous improvement.
The task force determined that communicating risk needs to be

done using simple language that makes it easy to make decisions,
rather than one that would require interpretation. Each individual
business unit is responsible for assessing and improving their in-
formation security program, and an independent audit is conducted
each year, with the results reported directly to the board of directors
[10].

7. CATERPILLAR: SAFETY CASE STUDY
Caterpillar manufactures diesel and natural gas engines, con-

struction and mining equipment, and gas turbines for the past 80
years. They have locations throughout the United States as well as
23 other countries, manufacture around 500 different products and
have around 100,000 employees.3

Safety has always been a concern for Caterpillar, and not only
because of OSHA (Occupational Safety and Health Administra-
tion) regulations in the United States. Aside from the intrinsic value
of human life, injuries result in production delays, additional costs
and affect employee morale. On rare occasions employees have
been killed on the job. So, over time, safety was given more atten-
tion, but it had no effect on the number of injuries that occurred.
That started to change in 2005 when CEO Jim Owens declared

safety as his foremost concern. Everyone, from the top down and
bottom up, was held accountable for their own safety, safety within
facilities, and the safety of their products. Safety initiatives were
identi ed and implemented. They sometimes varied by region,
country or manufacturing plant, but they all focused on injury pre-
vention. Proactive action was encouraged. Employees in each fa-
cility made lists of their own issues and were encouraged to offer
suggestions. Training programs were designed around these issues
and suggestions, and all employees were required to attend.
Safety was discussed at the start of every meeting, whether it was

a brief meeting of supervisors with staff or a meeting of the Board
of Directors. Supervisors and managers reviewed each task and
any safety issues to determine the level of the risk (high, medium
or low), the likelihood of injury and the seriousness of any poten-
tial injuries. By breaking processes into their components, every-
one was able to see the potential safety issues. The high-risk tasks
were addressed rst so that procedures could be developed and im-
plemented to proactively prevent injuries. For example, slip and

3http://www.cat.com

trip hazards were eliminated, as were sharp edges in products and
pinch points in equipment. Once safety hazards were identi ed
and removed, employees were responsible for ensuring they stay
removed.
Procedures were documented and regularly reviewed. Policies

incorporated these procedures and managers were held accountable
for their enforcement. Any infraction was recorded.
Safety managers established metrics, such as tracking the fre-

quency of serious injuries, new injury frequencies, and lost time
from work. Workers were rewarded for improvements. Results
were dramatic. OSHA requires injuries requiring medical treat-
ment or time off from work to be reported. Caterpillar historically
had reported injuries that more or less match the standards of the
industry. During recent years these injuries started trending down,
and by 2008 they had been reduced by more than 50%.
According to one of Caterpillar’s regional safety managers a fo-

cus on safety and proactively noticing and identifying potential
risks became part of the corporate culture [3]. It started very slowly,
but because it was emphasized and enforced by the CEO, it gained
strength and is now an integral part of the organization. Employees
are proud of their safe facilities and products.
In July 2010 Jim Owens retired from Caterpillar. The Tribune

Business News reported that Mr. Owens cited as one of his top
achievements “his strategy that took Caterpillar from mediocre in
terms of plant safety in 2005 to one of the top three of four compa-
nies in the country this year.” [14].
So what does Caterpillar’s safety record have to do with com-

puter security? It demonstrates the importance of upper-level man-
agement buy-in. It demonstrates how, in a few short years, employ-
ees and managers can become willing partners, changing attitudes
and behaviors to create an environment that reduces risk.
Safety and security have a lot in common. Neither can exist in an

organization unless and until all members of the organization focus
on their behaviors and attitudes. Behaviors and attitudes involving
safety, privacy and data security are encouraged or discouraged by
the enforcement of policies and practices, which are under the con-
trol of management, but who controls management? It all starts at
the top. That is the lesson that Jim Owens and Caterpillar can teach
us.

8. PRODUCTIVITY AND REDUCED
COSTS

Adhering to a strict security policy will probably increase ex-
penses, but that does not have to mean a reduction in pro ts. Com-
panies lose money and productivity every time a computer virus
affects employee’s machines. Companies lose money, and some-
times business, every time a laptop containing critical and con -
dential information is lost or stolen. Companies lose money, and
sometimes their reputations, when database breaches are discov-
ered and reported by the press.
Employees want to feel valued, but do not feel valued when they

do not have the resources they need to do their jobs or if they be-
lieve management does not value their time. When viruses infect
employee’s computers, not only does productivity suffer, so does
employee morale.
Once security becomes integral to the culture, less money will

need to be spent on training. Training will still need to be offered,
and on a regular basis, but the amount of training will decrease.
New hires will learn what behavior is acceptable and expected by
watching their fellow employees. Compliance to federal laws and
government regulations will be easier, resulting in fewer, if any,
nes.
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Once compliance becomes part of the organization’s culture, risk
is reduced, which can result in reduced insurance and auditing costs.
Good security can lead to greater ef ciencies, which lead to lower

costs.
On the other hand, there is growing evidence that users do not

adhere to security policies because the policies are burdensome.
Cormac Herley suggests that this is entirely rational because many
of the policies concern threats that result in little or no harm to the
user. Users eventually realize that adherence to the policies result
in a lot of time spent to limit little or no harm, at least to them [16].
Adams and Sasse studied the issue of users and password policies
back in 1999 and concluded “security needs user-centered design”
[2]. This is why management needs to limit the policies it initially
enforces throughout the organization to those that would actually
bene t the organization and would not lead to either perceived or
real wastes of employee time.

9. THE “BROKENWINDOW” THEORY
In 1982 criminologists James Q. Wilson and George Kelling pre-

sented the “broken window” theory that argued that crime could be
reduced by repairing broken windows, removing graf ti, and keep-
ing the streets clean; a window that is not repaired encourages van-
dals to break other windows. This theory is controversial, but while
he served as mayor of New York City, Rudy Giuliani implemented
a policy based on this theory. He instructed the police to strictly
enforce laws against smaller crimes, such as spitting, panhandling
and jaywalking, in order to send a signal that crime would no longer
be tolerated; this is credited with dramatically reducing the city’s
crime rate. Malcolm Gladwell discusses Mayor Giuliani’s applica-
tion of the “broken window” theory in his book, The Tipping Point,
and makes the case that sometimes it is the little things that make a
big difference [13].
What does this have to do with computer security? Managers can

in uence their employees by paying attention to the little things,
to the small details. It is dif cult to enforce any kind of policy
across an organization unless all of management demonstrates their
commitment to the policy. If social security numbers are not to
be listed on reports, management should not ask for a report that
includes social security numbers. Managers should not leave their
computers unlocked when unattended.
Managers should not click on email attachments from unknown

sources. Managers should not store critical and con dential data on
stored on laptops unless extreme measures are taken to protect it.
Managers should not allow exceptions to the security policy. Top-
level management should require all managers to know the security
policy and to strictly adhere to it. If employees witness their man-
agers paying attention to the minor details of the security policy,
employees will pay attention to the little details, too. Eventually,
paying attention to the little details will become normal behavior;
in other words, security will become integral to the organization.

10. STEPS TO ACHIEVE BUY-IN

1. To convince top management that security needs to be made
an organizational priority, CISOs can enlist the support of
internal and external auditors, cite laws and regulations that
punish non-compliance, emphasize the positive impact on
employees and productivity, point out the impression it will
make on the organization’s customers, and may help improve
or maintain the organization’s reputation.

2. Obviously the security policy must be clear, must have man-
agement buy-in, must be enforceable, must easy to comply

with and must be aligned with the organization’s goals. Once
created, the CISO and top management must work with mid-
level managers to identify a subset of the security policies
that most affect their employees on a regular basis and which
management can monitor and enforce. What policies and
how many will differ with each organization, but these are
the policies that must be adopted by all employees.

3. Training should be offered, on a regular basis, to ensure that
the employees know what behavior is expected. Commu-
nication of the policy can be reinforced by posters, screen
savers, reminders on mugs or pens or t-shirts, and should be
stated often, by all levels of management, to ensure that all
employees are aware of the policies. The policies should be
posted on the organizations’ intranet, so all employees can
review them and no one can claim to not be aware of any of
the policies.

4. Adherence to the policies should be part of the annual re-
view process for everyone, including management. In ad-
dition, all managers must monitor their employees, reward-
ing adherence to the policy and punishing violations. Ini-
tially compliance should be rewarded; eventually it should
just be expected behavior. Initially, non-compliance should
be noted and the employee reminded or reprimanded; even-
tually it should always be punished.

5. Enforcement of the policy throughout the organization must
be consistent and there must be consequences. Violations
must be addressed, resulting in a reprimand, ne, or some
other penalty, depending on the nature of the violation and
the frequency. Scorecards can be used to assess managers’
compliance. This is a tool used by the Bank of America to
evaluate their top 300 executives.

6. CISOs should work with managers to establish metrics so
that proof of improvements can help to instill a sense of em-
ployee pride. Include measurements of how employees’ rate
the importance of a policy against their understanding of the
policy and how easy or dif cult it is to adhere to it.

7. To better inform management about information security is-
sues, large organizations can work with local universities to
sponsor classes on information security.4 This can help to
make security one of the organization’s core values.

8. Both internal and external auditors should be involved in the
process and help with annual evaluations.

9. New hires will tend to follow the informal standards of the
organization and will learn these from their peers. Once pol-
icy compliance is second nature to employees, compliance
by new employees will be relatively easy; however, risks
change over time, which means policies will change over
time. Managers must remain vigilant about enforcing the
organization’s security policies.

10. As well as having mechanisms to ensure that existing infor-
mation security policies are adhered to by the organization,
management needs to ensure that any changes to the policy
due to new laws, regulations, and changing environments are
accepted and complied with by the employees.

4For example, Baptist Hospital in Miami-Dade county sponsors
numerous classes and programs for their nursing staff through
Barry University. Classes offered on-site at one of the Baptist loca-
tions are offered at a substantially reduced rate.
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11. CONCLUSIONS
The problem is that managers are not enforcing security policy

because top-level management either is not complying with the or-
ganization’s security policy or is lax in enforcing it. It is likely that
the Chairperson and CEO assume it is the responsibility of the CIO
or CISO. This is where CISOs can enlist the assistance of audi-
tors to encourage involvement by the upper levels of management.
They need to make the case that by delegating the responsibility for
compliance to one department within the organization, upper man-
agement is treating security as an “add-on” and not allowing it to
become integral to the organization’s culture. There is a reason that
upper-level managers are called leaders; they need to lead their em-
ployees by actively demonstrating their commitment and doing so
consistently. They need to lead by example. If the organization’s
leaders get lax, so will the rest of management, and then so will
everyone else.
Obviously a comprehensive and reasonable security policy is re-

quired. It must be clear and enforceable. It must be aligned with
the organization’s goals. All managers must buy in to the policy
and be willing to consistently enforce it. All employees should be
aware of the policy and have easy access to viewing it. However,
the policies that are initially enforced throughout the organization
should be limited initially to those that most affect employees in
their daily lives and that are easily monitored and enforced.
Government regulations do not necessarily result in compliance.

However, CISOs should work with auditors, both internal and ex-
ternal, to help encourage compliance. Auditing rms charge for
their services, so upper management is more likely to listen to what
they recommend. A commentator on an earlier version of this pa-
per pointed out that we should recognize the role of regulators and
that their effectiveness is also integral to the process; I agree, but
space limitations do not allow me to do justice to this topic.
Education is an area that has been neglected. Most business

schools, and for that matter, many college and university computer
science programs, do not include any courses on privacy and infor-
mation security. CISOs can help by offering on the job training pro-
grams and encouraging their alma maters to include such classes in
the computer science and management programs. If an organiza-
tion can locate a good on-line class on security for managers and
require managers to enroll, eventually word will get out and more
colleges and universities will offer such classes and include them
in their programs. Another alternative for large organizations is
to contact a local university and contract with them to offer such
classes.
Compliance to security policy must be part of the evaluation

process. Do not promote anyone who does not strictly adhere to
the security policy. In the early phases, reward compliance. In
the early phases, do not necessarily punish non-compliance, but
quickly point out the violation and consequences. Eventually com-
pliance should not be rewarded but non-compliance should be pun-
ished. Do not allow anyone to violate the policy without conse-
quences, even if it is just a verbal reprimand. Consistency is key.
No one on any level should ever be allowed to violate the security
policy.
The small details matter. Top-level managers must enforce the

rules within the higher levels of management and demonstrate their
commitment by paying attention to the details. They must set the
example.
CISOs should work with managers to establish metrics and use

analytics for yearly trend analysis. Proof of improvements will help
to instill a sense of employee pride, can be used to promote busi-
ness, and can help lower the cost of risk insurance and possibly
even auditing, which will encourage top-level management to con-

tinue their adherence to the policy.
If upper management changes their behavior and is consistent

about following policy, employees will respect the policy and change
their behavior, too. Once behavior changes, mindset changes, and
slowly the organization’s culture will become one that not only en-
courages employees to follow the security rules but one where com-
pliance is automatic and behavior is almost unconscious because it
is part of the organizational culture.
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ABSTRACT
The fourth revision of the Internet protocol (IPv4) has been
so widely implemented, that the IPv4 address pool approaches
full allocation. Currently, only 8% of the IPv4 address blocks
are not yet allocated by IANA. Based on the allocation his-
tory, IPv4 addresses will be fully allocated in 2012 [11]. In
this work, we analyze the historical allocation records of
APNIC, the organization which manages IP address alloca-
tions in the Asia-Pacific region. We propose three policies
that can be implemented by APNIC. We then validate our
policies by simulating the APNIC allocations. The experi-
ments show that the lifetime of IPv4 could be significantly
extended.

1. INTRODUCTION
The pool of unallocated IPv4 addresses is small and rapidly

decreasing. With all /8 blocks allocated, the IANA address
pool is predicted to be depleted on October 2011. The most
recent prediction as of this writing indicates that all Internet
Registries (IR) would have their address resources fully allo-
cated by August 2012. This is only two years from now [11].
IPv6 is proposed as one long term solution. Others argue
that there is no effective limit to address sharing, with multi-
level NATS. Regardless of the long term solution, what is
required are effective policies to slow full allocation or mit-
igate the implications of the shortage following full alloca-
tion. Previously, we examined a set of policy options that
could be considered by ARIN [4]. Here we expand our re-
search to the Asia-Pacific region, the area with the largest
population, among the shortest Internet histories, and home
to the most rapid Internet growth.

We examined the following three allocation policies in the
case of APNIC.
1. Allocate addresses only if the historical total allocation
for an organization doesn’t exceed a threshold.
2. Select a maximum size allocation for any organization.
3. Set annual allocation upper bounds based on the cur-
rently available resources and use this to select an exhaus-
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tion year.
The remainder of the report is organized as follows: Sec-

tion 2 introduces the related work on IPv4 address pool
exhaustion. Section 3 describes the data processing and ex-
perimental design. Section 4 reports potential results for
the three policies we proposed. Section 5 summarizes our
findings, and concludes the work.

2. RELATEDWORK
The risk of IPv4 address depletion was first recognized and

addressed in the early 1990’s. Class B address resources were
predicted to be fully allocated in 1994 based on then-current
policies [14]. By changing the class allocation policies, the
availability of unallocated IPv4 addresses has been vastly
extended. Regardless, full allocation looms.

After the initial Class B crisis had been managed, there
were early one-time predictions. One model predicted an
exhaustion date of 2037 [10], yet today that is clearly opti-
mistic. A later projection suggested that exhaustion would
be in 2019 [9]. Now, there is a prediction model that is both
regularly updated and arguably canonical [12], and the most
recent estimate date for the depletion of the IANA pool is
in 2011,1 with all Regional Internet Registries (RIR) hav-
ing allocated their resources in 2012. Observing the urgent
allocation situation, many researchers have proposed new
policies to delay the allocation of IPv4 or to accelerate the
implementation rate of IPv6. IPv6 is one long-term solution
for address scarcity. Hain [8] applied several mathematical
models to the historical allocation data, and pointed out that
since there may be many factors that affect the consumption
rate of IPv4 addresses, the resource may be depleted much
sooner than previously predicted. Elmore [7] identified valid
measures of IPv6 diffusion and used classic diffusion mod-
els to bound the uncertainty in those measures. Even given
the order of magnitude uncertainty, the work concluded that
there is no reasonable case for diffusion of IPv6 before IPv4
full allocation. Edelman [6] argued that network incentives
impede transition to IPv6, and the rational choice for many
organizations is the intensive long-term use of IPv4. The
author also introduced a paid-transfer system that would
enhance the adoption of the IPv6, given strict assumptions
about the demand curve.

In the APNIC region, one proposal [2] recommended that
account holders for the final /8 space of IPv4 addresses
demonstrate IPv6 deployment or a transition plan in or-
der to stipulate the adoptions of IPv6. Another proposal [1]

1Clearly most recent to the date which we write this draft.
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concentrated on processing and recording the address trans-
fers between current members of APNIC. The author argued
that this would help APNIC maintain an accurate record of
resources, and incentivize the return or transfer of unused
addresses.

Our proposal is different from the previous work in two
aspects. First, we concentrate only on Asia and the Pacific
region. Our analysis includes only historical allocation data
and Whois database directly from the APNIC. Therefore,
our policy and experimental results are applicable only to
this particular region. Secondly, our policies are simple and
could be implemented immediately without the construction
of a market, for example. (We acknowledge the existence of
stakeholders who may object to these policies.) In addition,
each policy is independent but could combine with other
policies.

3. EXPERIMENT SETUP

3.1 Data Sources
In this section we describe our data compilation, filter-

ing, and modeling. Our main data source is the public al-
location history statistical files stored on the APNIC FTP
server. Allocations of three types of resources were recorded:
Autonomous System Numbers (ASN), IPv4 addresses, and
IPv6 addresses. Allocation status was updated on a monthly
basis between May 2001 and May 2003, and a daily basis
starting on May 3rd, 2003. In each file, resources that had
been allocated were listed following the format shown in Ta-
ble 1.

In some early record files, the field “value” referred to the
CIDR prefix size instead of the host count. For example,
the record “apnic|nz|ipv4|202.0.48.0|22|19930101|allocated”
indicates the IP range 202.0.48.0 - 202.0.51.255. Values in
the field “status” can be “allocated” or “assigned”. For en-
tries that are marked“assigned”, the given block is allocated
to an identified end user, and that block is not expected to
be sub-allocated or transferred. For those entries marked
“allocated”, the resource range is assigned to an IR for sub-
allocations. Such an IR might be a national registry, Inter-
net service provider (ISP), or a large organizationally diverse
final user (e.g. a multinational corporation). APNIC doesn’t
maintain the sub-allocation information in their public sta-
tistical files. Therefore, a single block in the statistical file
may correspond to multiple end users. There is no informa-
tion provided for the organizations to which the blocks were
assigned, nor is sub-allocation recorded. Therefore, accurate
analysis required another data source.

The second important data source was the bulk Whois
database file provided by the APNIC. The bulk Whois data
are updated daily, and previous files are deleted. Compared
to the public allocation history, the Whois database pro-
vides more details about end users for each assigned block.
User data includes organization name, description, contact
person, managed organization, and several additional useful
fields as listed in Table 2. Most important for our purposes
is the field “netname” which we initially treated as a unique
organizational identifier as described below.

The only missing part for our research is the exact allo-
cation date for an address block. In some Whois entries,
however, there are “date-changed” columns indicating the
time a contact person or managed organization record is
updated, but it is obviously not a reliable source of an allo-

Table 1: Allocation Record Format
Field name Description Value

registry
registry that allocates {apnic} for the

the resource Asia-Pacific region
cc country code e.g. cn, jp, in

type
type of Internet

{asn, ipv4, ipv6}
number resource

start
first address of

e.g. 202.197.0.0
the range

value
addresses count

e.g. 1024
in the range

date allocation date e.g. 20010201
status allocation status {allocated, assigned}

Table 2: Selected Fields for Whois Database
Field name Description Value

inetnum
start and end e.g. 121.96.18.48

address of the block - 121.96.18.63
netname block identification e.g. BAYAN SBOAAP

country
country of the

e.g. cn, jp, in
assigned block

descr
description of the name and physical
assigned block address of the end user

status
current allocation {assigned/allocated
status of the block portable/non-portable}

cation date. As a consequence, we need additional data to
perform historical statistics.

3.2 Assumptions
The experimental design requires making the assumptions

described in this section.
Allocation statistical files became available on the public

FTP server on May 1st 2001. For allocations prior to that
date, we assume they were completely recorded in the allo-
cation history statistical file 20010501. In other words, no
IPv4 addresses were returned to APNIC before May 2001.

We assume sub-allocations take place on the same day
a block is allocated to an IR by APNIC, since there is no
reliable time stamp for sub-allocations recorded in theWhois
database. That is to say, we used the same date recorded in
allocation history files for the sub-allocation records as for
allocations in the Whois database.

We may distinguish the ownership of blocks by comparing
values in the field “description”. Initially, we considered the
“netname”field in the Whois entries, which appeared to be a
reasonable method to identify different organizations. How-
ever, large corporations may be assigned different netnames
for each branch, while it is also possible that different meth-
ods of abbreviation were used in each allocation. As advised
by the APNIC helpdesk, detailed organizational information
for most allocations is contained in “description”. In prac-
tice, however, the description field may take up to 8 lines.
Our approach takes the first line as an organization identi-
fier; if the first line doesn’t contain English words (e.g. starts
with “∼”), we then consider the second line of description as
the identifier.

3.3 Data Processing
Data Sources Combination. As mentioned above, two
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Figure 1: Whois Database Entries Join Public Allo-
cation Records

data sources were utilized in our experiments: the Whois
database entries and public historical allocation records. Data
from both sources were obtained on March 1, 2010 from
the FTP server of APNIC, and then exported to a MySql
database.

Since both data sources contain part of required informa-
tion, linking two of them is required to generate a complete
record. Considering sub-allocations happen after APNIC
allocates a block to an IR, the Whois database appears to
contain more information about “end users”. One possible
approach would be to join the two data sources starting with
Whois. In this approach, we identify matches in the public
allocation records for each Whois entry. Figure 1 illustrates
the three approaches we took towards the two data sources.
As one example, the record W1 block in the Whois database
and record D1 block in the allocation history are exactly the
same in both their start points and end points. We link the
two records with a clear match, and this is considered to
be our best case. Most records, however, are linked based
on the previously described assumption that sub-allocation
occurs simultaneously with allocation; we also leverage the
fact that blocks recorded in allocation history are normally
larger than the size of blocks in Whois. For another example,
record W2 in the Whois database has the same start point
as the record D2 in the allocation history, but the size of the
Whois entry is smaller than the allocation history. We may
also link multiple Whois entries using one allocation that
contains multiple sub-allocations as shown in Figure 1(b).
For a third example, both record W3 and W4 in the Whois
database are within the block D3 in allocation history, so we
simply link W3 and W4 with the allocation record D3.

The benefit of this approach is clearly that detailed infor-
mation for sub-allocations is created in a consistent manner.
However, this approach doesn’t provide reliable estimates on
the total allocated addresses. For years prior to 2003, the
difference between officially published data [3] and the ex-
perimental result becomes larger than half of the allocation
amount, which is unacceptable. One possible reason is that
records in allocation history date back to the year 1985,
while the block Whois data is always the most recent.

We then switched to an alternative method, to join the
databases starting with the public allocation records. The
main idea of this method is to make the best use of allocation
history, especially the size of allocation history blocks. In
this case, we simply assume that a Whois block is large
enough to accommodate allocation histories. In other words,
the size of a Whois block is greater than or equal to the size
of an allocation block.

Record W1

Record D2

Whois DatabaseDelegation Records

Record D1

Record W2

(a) Step 1

Whois DatabaseDelegation Records

Record D3 Record W3

(b) Step 2

Figure 2: Public Allocation Records Join Whois
Database Entries

We implemented this approach in two ways: First, for
each allocation block, we searched for a Whois entry with
the same start point and of a larger or equal size. As shown
in Figure 2(a), Record D1 and W1 are a perfect match since
both start and end point of the records are the same. Record
D2 in the allocation history and W2 in the Whois database
start at the same address, but the Whois block is larger
than the block recorded in the allocation history. These two
records are linked based on the observation that one Whois
entry may be associated with multiple IR allocations. In
other words, an allocation record may contribute only to
part of a Whois entry. Suppose we have an allocation block
“apnic|AU |ipv4|58.6.0.0|32768|20050128|allocated” and two
entries in Whois: “58.0.0.0−58.255.255.255” and “58.6.0.0−
58.6.128.255”. It is obvious that the latter Whois entry
would provide the correct organizational information although
the allocation block is within the range of both Whois en-
tries.

For unlinked records, we used a second approach. We
linked two records if the allocation record was fully within a
Whois record. As mentioned above, a Whois entry may be
formed after multiple consecutive allocations, it is therefore
reasonable to link blocks like D3 and W3 as illustrated in
Figure 2(b).

Combining the two options described here ensures a closer
estimate of the total address allocations, and therefore re-
sults in a more accurate prediction. Admittedly, although
the total number of allocations is much closer to the officially
published values in the first approach, there would be some
sub-allocations made by IRs that are not included in the
count for each organization; for example, branches of corpo-
rations or small allocations may also overlooked. However,
based on the resources we have in hand, the second approach
is preferable.

4. DATA ANALYSIS

4.1 Data Features
Compared to the IPv4 address allocation data we collected

from ARIN, the statistical allocation data recorded by AP-
NIC showed three distinctive features.

First, APNIC is quite diverse in terms of jurisdic-
tion. The allocation history in APNIC includes 58 coun-
tries, which is twice as many as that of ARIN. Nations in
ARIN fall into two discrete categories. There are the large
NAFTA nations and then the Caribbean nations. In con-
trast to this bifurcation, the APNIC countries cannot be so
easily classified. Different countries bring diverse policies,
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levels of network readiness, wealth, distribution of wealth
and diverse corporations, organizations and policies to gov-
ern IPv4 allocations.

Second, National Internet Registries (NIR) play a
more important role in allocations. As mentioned in
the previous section, there were two possible statuses for a
block in allocation history files, “assigned” and “allocated”.
Instead of applying resources directly from APNIC, most
of the blocks were first allocated to an NIR, and then sub-
allocated to the end-users, and therefore showed “allocated”
in allocation files. Comparing the block status in the alloca-
tion files created on March 3 2010, ARIN showed 29% of its
total IPv4 blocks“allocated”, while for APNIC, the ratio was
93%. Recall that RIRs such as ARIN and APNIC do not
keep sub-allocation information in their allocation history
files. Therefore, the Whois database file, which is our sec-
ond data source, is especially important in the Asia-Pacific
region.

Third, Internet history in the Asia-Pacific region
is different from that in North America. Owing to the
uneven development of the economy and historical reasons,
the Internet development in the Asia-Pacific region was not
as early as that of the North America region. However, al-
location history after 2003 in APNIC showed that the speed
of Internet implementation dramatically increased. There-
fore, in the allocation analysis for APNIC, we shall expect
a different trend than was depicted in the figure of ARIN.

4.2 Estimate of Addresses Pool for APNIC
According to current statistics [11], IANA has only 22 /8

blocks unallocated in its address pool. If we assume that
IANA allocates these blocks evenly to the five RIRs, each
one of them gets 4.4 /8 [11]. Roughly 2.2 /8 blocks that are
currently administered by APNIC haven’t been allocated
[12]. According to the report of IANA [13], the APNIC allo-
cated 36 /8 blocks, and administered 6 /8 blocks. Therefore,
we make our estimation on the total number of available
IPv4 addresses for the Asia-Pacific region by simply com-
bining the two sources, i.e. the APNIC will have 46.4 /8
blocks (778,462,822 addresses) in total. Like some former
studies [11][8], historical allocations of APNIC have been
used in the calculation of the exhaustion date of the APNIC
address pool. However, we included confidence interval (CI)
[5] for both the projection of current policy and our pro-
posed model. Typically, the confidence interval describes
the possibility of a certain result in the future. For example,
a 95% confidence interval indicates that the real data would
fall into the designated area with a probability of 95%.

Based on historical records from two data sources, we plot-
ted figures with respect to the number of allocations, organi-
zations, and addresses. The number of allocations indicates
the number of records that existed in allocation history (our
first data source) as depicted in Figure 4. When we eval-
uated allocations per year and netname (which we initially
used to identify different organizations), a similar trend re-
sulted; this is shown in Figure 3. Note there is a slight
difference between the above graphs, since multiple alloca-
tions may be allocated to a single organization. For exam-
ple, if ten blocks were allocated to an organization in 1995,
ten would be shown in Figure 4, while in Figure 3 it would
show as one. According to the two figures, there is a sig-
nificant decline starting from the year 1997, and after that
both the number of organizations and allocations increase
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Figure 4: Number of Allocations Per Year

monotonically. As a result, our linear projection on address
allocation starts from 1998. Figure 5 illustrates the num-
ber of addresses allocated by APNIC in the past 25 years.
This figure illustrates the number of addresses allocated each
year, and doesn’t reflect a cumulative situation. It is there-
fore clear that though the allocations and organizations have
decreased during part of our history, the actual summation
of allocated addresses is increasing monotonically.

In addition, we used a cumulative method to predict the
exhaustion date of the IPv4 address pool. In other words,
allocations that occurred in previous months need to be in-
cluded in the total for all following months. In order to
achieve more accurate fits for the historical allocation data,
we performed a cubic polynomial fit first, since we can ex-
pect a fit that has only a minor difference from the entire
original allocation data between June 1985 and February
2010. Results for the cubic polynomial model are shown
in Figure 7. As shown in Figure 6, a quadratic polyno-
mial fit was also performed to validate the predicted ex-
haustion date. In this case, however, we need to avoid sig-
nificant changes in the number of organizations. Therefore,
our quadratic fit is based only on the historical data from
1998 to 2010. Interestingly, two sets of polynomial fit indi-
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Figure 5: Number of Addresses Per Year
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Figure 6: Exhaustion Quadratic Polynomial Projec-
tion with Current Trend
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Table 3: Summary of Exhaustion Projections
Polynomial Estimate Lower Bound Upper Bound

2011-09 2011-07 2011-11

Table 4: Organization Statistics
Organization Number of Average of
Category Organizations Allocated Addresses

IP ≥ /8 block 6 673 /16s
IP in [/12 block,

60 54 /16s
/8 block]

IP in [/16 block,
1004 542 /24s

/12 block]
IP in [/20 block,

1697 50 /24s
/16 block]

IP ≤ /20 block 6639 2 /24s

cated the same exhaustion date, as listed in Table 3. Given
that it has been only one and half year since the depletion
date, effective allocation policies need to be enforced.

4.3 Organizational Distribution
We divided organizations into five categories based on the

number of addresses delegated in allocation history. The
first category consists of 6 organizations that own more than
/8 blocks (16,777,216 addresses), and each of them got 673
/16s on average. A similar pattern emerged among organi-
zations that were formerly allocated between a /12 address
block and a /8 address block. There were 60 members in
this category, while the average number of blocks was 54
/16s. However, the last three categories have had relatively
small allocations. There were 9340 organizations in these
categories. Based on this observation, it is possible that
organizations in the last three categories have more urgent
need for address resources, and have also lower total organi-
zational network expertise. Our policies, which benefit the
last three categories, could solve the urgent needs of apply-
ing for new address resources for most organizations. In
addition, no prediction can be done at this time for future
innovators who now have zero organizations.

4.4 Analysis of Policy 1: Addresses Reserved
for those with Smaller Allocations

Recall that in Table 4, a small number of organizations re-
ceived a large portion of address resources, while the major-
ity of them only get few allocations. Based on this observa-
tion, we propose a policy that allows a future allocation only
when the historical total number of addresses of an organiza-
tion is below a certain threshold. This policy may lead large
organizations to revocate previously allocated addresses, or
to register new blocks by applying addresses directly from
their branches or subsidiaries. When evaluating the cost for
these countermeasures, it applies only to the organizations
with large address allocation.

We examine the performance of this policy by setting up
three experiments with the following thresholds: /12 block
(1,048,576 addresses), /16 block (65,536 addresses), and /20
block (4,096 addresses). Figure 8 shows the historical allo-
cations that would be prevented by this policy. According
to the figure, at least 3× 108 addresses could be considered
as “residues”meaning they would not have been distributed.
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Figure 8: Residue Addresses Based on Thresholds

We implemented experiments by following process.
First, we subtract these monthly residues from original al-
location data.
Second, we calculate a linear and a polynomial fit on the
data we get from the first step.
Third, we add the total number of residues back to the final
result.

Figure 9 shows a predicted exhaustion date when a /12
threshold is enforced. The polynomial result indicates a de-
pletion date in 2012, which extends our previous prediction
by one year; while the linear fit projected the depletion hap-
pens in 2018, which is eight years from now. Similarly, Fig-
ure 10 illustrates the polynomial and linear projection with
a /16 threshold, and predicts the exhaustion date to be in
the year 2019 and 2037 respectively. When we switch to a
threshold of /20, the expected depletion dates are extended
to even the year 2083, as shown in Figure 11. We summa-
rized results from different approaches in Table 5.

The substantive argument for this policy is that organi-
zations with large number of addresses allocated are often
prominent in both the number of skilled technology special-
ists and IT-related experience. In addition, considering the
possible costs implementing IPv6, these organizations are
more likely to benefit from implementing new version of the
IP protocol compared to small organizations. Furthermore,
we would expect a much quicker implementation rate for
IPv6 if large corporations migrate first, since the majority
of address resources were allocated to them, and small or-
ganizations can learn experience from large companies and
modify their migration plan accordingly.

4.5 Analysis of Policy 2: Fixed Addresses Per
Allocation

In the previous section, we proposed that only a given
threshold of IPv4 addresses may be allocated to each or-
ganization “lifetime”. This policy, however, may be unfair
to large-scale organizations. Therefore, we offer a second
proposed policy that allows a fixed number of addresses to
be allocated to each request. To avoid over-allocating re-
sources, Selecting a reasonable threshold for allocation size
is extremely important. For requests that exceed the limit,
APNIC allocates only the threshold, otherwise provides the
number of addresses requested. For example, suppose the
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Figure 10: Allocation Projection if Organizations
with /16 Blocks No Longer Receive Addresses
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Figure 11: Allocation Projection if Organizations
with /20 Blocks No Longer Receive Addresses
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Figure 12: Allocation Projection Each Event Allo-
cates at Most /18 Block
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Figure 9: Allocation Projection if Organizations with /12 Blocks No Longer Receive Addresses

Table 5: Projected Exhaustion Date for Policy 1

Projection
Threshold /12 Threshold /16 Threshold /20

Projected -95%CI +95%CI Projected -95%CI +95%CI Projected -95%CI +95%CI
Linear 2018-09 2016-11 2020-07 2037-03 2035-05 2039-01 2149-11 2146-02 2153-10

Polynomial 2012-12 2012-09 2013-03 2020-10 2019-10 2021-11 2083-05 2061-08 -

threshold has been set to a /20 block (4,096 addresses). Or-
ganization A previously received no allocation, and requests
1,024 addresses; organization B, a large address resource
holder, requests 65,536 addresses. In this case, A would get
1,024 addresses as it requested. In comparison, organization
B would only get 4,096. Note that we don’t consider histor-
ical allocations in this policy, so the result doesn’t change
whether A or B already controlled a large number of address
resources or not.

We validate the effectiveness of this policy by designing
two experiments with thresholds of a /18 block (16,384 ad-
dresses) and a /20 block (4,096 addresses) respectively. The
experiments steps are similar to those in policy 1, and they
follow here.

1. First, we calculate the number of historical addresses
that would not have been allocated based on a threshold,
and subtract monthly residues from the original allocation
data.
2. Second, we calculate a linear and a polynomial fit on the
data we get from the first step.
3. Third, we add the total historical residues back to the
final result for correcting historical data.

Figure 12 illustrates the projection when we set the fixed
allocation size to be a /18 block. The polynomial fitting
result shows an exhaustion month of January 2020, while
the linear result gives a depletion date of more than 20 years
from now. Experiments with a /20 block threshold give out
an even longer extension, 2031 for the polynomial and 2070
for linear fit, as depicted in Figure 13. We summarized our
results in Table 6.

The argument for this policy is that it is impartial to
all organizations. It is possible that large corporations need
relatively more address resources to maintain their everyday
operations, and support their business. Therefore, we allow
a certain amount of resources to be allocated per request, so
that needs from large organizations that may be urgent are
not ignored. According to our experiments, we can expect
a long extension of the exhaustion date, to even more than
20 years.

4.6 Analysis of Policy 3: Fixed Address Allo-
cation Pool Per Year

We analyzed the APNIC allocation events for the year
2009, and plotted a distribution graph in Figure 14 which
uses the X-axis to denote allocation events, and Y-axis for
the number of addresses allocated in each event. According
to that figure, only about 10% of total allocations achieved
108 addresses per event, while the majority of allocations
show less than 107 addresses. Based on this observation,
APNIC can indicate a desired exhaustion date, and calculate
an upper bound of allocations made each year according to
the exhaustion date. Specifically, we may simplify the prob-
lem by calculating the annual allocation upper bound from a
division of available addresses by the designated years. For
example, suppose 3,626 /16 blocks currently present in the
APNIC address pool, and we expect the depletion to hap-
pen in 10 years, then the annual allocation limit would be
362.6 /16 blocks.

We examined this policy by calculating percents of re-
quests that can be accommodated with thresholds from 10
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Table 6: Projected Exhaustion Date for Policy 2

Projection
Threshold /18 Threshold /20

Projected -95%CI +95%CI Projected -95%CI +95%CI
Linear 2034-05 2032-12 2035-10 2070-03 2068-03 2072-06

Polynomial 2020-01 2019-09 2020-04 2031-03 2030-06 2031-11

Table 7: Requests Can be Met Under Policy 3
Lifetime of Upper Bound for Percent of
IPv4 (Year) Annual Allocation Fulfilled Requests

10 363 /16s 94.5%
20 181 /16s 89.0%
30 121 /16s 85.2%
40 91 /16s 82.7%
50 73 /16s 80.6%

to 50, and results were summarized in Table 7. According to
the table, nearly 94.5% of requests would be met given the
annual allocations below 363 /16 blocks. Even if we extend
the lifetime to be 50 years, it is still possible to fulfil 80% of
the requests.

The argument for this policy is also organizational non-
discrimination. In order to make sure most requests are
satisfied, APNIC could combine this policy with some other
policies, so that small allocations might be met first. Al-
ternatively, IRs could use auctions, to deal with this scarce
resource, thus applying a more limited scope to the proposed
v4 markets as proposed by Edelman [6].

5. CONCLUSION
Our experiments were based on two data sources: the

APNIC historical allocation history files, and bulk Whois
data entries. We combined the two data sources to generate
complete records for our statistics. We then calculated orga-
nizational distribution according to the historical allocation
data, and discovered that a small number of organizations
were allocated the majority of resources.

Based on this observation, we proposed three allocation
policies. The first policy sets up a lifetime limit for each
organization. In other words, addresses allocated to an or-
ganization can not exceed a certain threshold. Considering
the possible negative effect on large-scale organizations, we
proposed the second policy, which restricts only on the size of

address blocks in each allocation. The third policy provides
APNIC an option to control the predicted exhaustion date.
By dividing the number of available addresses by the desired
allocation years, we can easily calculate an annual allocation
upper bound. For each allocation policy, we performed sev-
eral experiments to validate the effectiveness. According to
the results, our policies show a significant extension on the
depletion date of the IPv4 address pool. Some policies even
achieve dates that are 20 years away from the previous pre-
dictions.

Our result is preliminary, and future work is still needed to
better understand the status of address allocations. Firstly,
we have only limited resources in our data analysis. There
is no information recorded in the APNIC allocation history
files if sub-allocations are made by other IRs within the AP-
NIC. Although the Whois database contains a complete list
of different allocations to end users, a significant amount of
data is missing if we simply sum up blocks that are recorded
in the Whois database. By joining the two data sources,
we unavoidably ignored a certain number of sub-allocations.
However, since our approach may have enlarged the size
of organizations, we would expect an even better outcome
given were our proposals enforced. Since some part of our
proposals may ignore certain factors (e.g. Policy 1 may not
be fair to large organizations), the regional registry would
need to implement multiple policies to get a better outcome.
Thirdly, all predictions were made based on the historical
allocation data, and we did not consider much about the
possible divergence that may occur in the future.

The greatest risk for this model is the assumption that
IANA will allocate its available address blocks evenly to the
five RIRs. We understand that due to the rapid growth
of Internet in the Asia-Pacific region, more addresses have
been allocated to this area. For example, APNIC received
four /8 blocks from IANA in 2009 [13], half of the total
allocations IANA made in that year. However, since the
available address pool for APNIC may be larger than our
calculation, the implementation results of our policies should
also be better than what we predicted in this proposal.
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ABSTRACT

IP addresses are critical resources for Internet development.
The available IPv4 address pool is projected to fully allo-
cated within 3-5 years, but the deployment of the alternative
protocol, IPv6, is not accelerating. Recently, several propos-
als have introduced new approaches to managing IPv4 allo-
cation. However, the market proposals in particular imply
fundamental changes to the nature of IPv4 address alloca-
tion. This work analyzes the allocation history of ARIN,
the organization which manages address allocation in the
America region. Based on the historical data and projected
trends, we propose three simple management policies which
can be immediately implemented with limited resources and
without either significant registrar cost nor drastic modifi-
cations on current allocation strategy. We verify the effec-
tiveness of our policies using historical data.1

1. INTRODUCTION
Internet Protocol version 4 (IPv4) [1] is the fourth revi-

sion in the development of the Internet Protocol (IP) [10],
and was the first version of the protocol to be widely de-
ployed. IP address exhaustion refers to the decreasing sup-
ply of unallocated IPv4 addresses. IPv4 exhaustion has been
a concern since the 1980s when the Internet began to expe-
rience dramatic growth. Address scarcity or perceived ad-
dress scarcity was a driving factor in creating and adopting
several new technologies, including classful networks, CIDR
addressing, Network Address Translation (NAT) and a new
version of the Internet Protocol, IPv6. The transition of the
Internet to IPv6 is argued to be the only practical and read-
ily available long-term solution to IPv4 address exhaustion.
As the predicted IPv4 address exhaustion approaches its fi-
nal stages, most ISPs, software vendors and service providers
have neither adopted nor deployed IPv6.
Recent analysis shows that the unallocated IPv4 address

This paper was presented at ISGIG 2009.
1This paper is a continuation of the previous WEIS work.
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pool will be exhausted within 3-5 years [6]. The barrier to
entry on the Internet for new service providers and some
class of services could become insurmountable. This is be-
cause there is the potential to lock out innovations that re-
quire routable blocks of IP addresses. To alleviate the issue,
several proposals [7, 12, 13, 15] have discussed the possibility
of enabling a market for transferring IPv4 addresses, with
which organizations in need of more addresses could pur-
chase them from organizations which have more allocated
addresses than they require. However, building a market
is far from trivial. Pricing, market clearing, dispute resolu-
tion and the prevention of speculation all must be correctly
addressed. In addition, inappropriately allowing the trad-
ing of IPv4 addresses could have significant negative effects
on the costs of Internet routing, retarding the migration to
IPv6, and thereby adversely impacting Internet growth and
architecture. [15]
We argue that a successful allocation strategy of IPv4 ad-

dresses should be simple and easy to deploy. It should re-
quire minimum structural changes to current allocation pol-
icy. Our proposals require minor revisions of current poli-
cies, and also avoid a market and a property rights regime.
Based on theses observations, we propose three simple poli-
cies to enhance the current allocation policies of ARIN for
the purpose of extending the lifetime of ARIN’s unallocated
IPv4 addresses:

1. Only allocate to organizations with a small address
space previous allocated,

2. Only allocate a given amount of the v4 space per year,
or

3. Provide only a minimal routable allocations per orga-
nization.

Section 2 presents the related prior research. Section 3
describes the our analysis and introducing data collection.
Section 4 gives a detailed description of our modeling, in
which we propose three policies for ARIN, and evaluate the
effectiveness of our approach with historical data. Section 5
concludes the paper and discusses the future research

2. RELATED WORK
Depletion of the IPv4 unallocated address pool was orig-

inally predicted to occur in 2037 [2]. However, the most re-
cent estimates for RIRs is April 2012, less than 2years from
now [4, 6]. With the imminence of IPv4 depletion, many
proposals and papers have introduced approaches to deal
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with the depletion issue. [14] applies several mathematical
models to project IPv4 address depletion trends, and con-
cludes that the recent consumption rates of IPv4 will not be
sustainable from the central pool beyond this decade. [13]
identifies valid measures of IPv6 diffusion and uses classic
diffusion models to bound the uncertainty in those measures,
and concludes that there is no reasonable case for diffusion of
IPv6 before IPv4 full allocation under current policies. [15]
introduces the challenge of managing Internet addresses, and
discusses how market forces might be introduced to enhance
the management of the Internet address space. [12] proposes
that network incentives impede the transition from IPv4 to
IPv6—effectively requiring mechanisms to preserve the cur-
rent IPv4 numbering system. The author argues for a a paid
transfer system for IPv4 addresses to ameliorate the nega-
tive effects of IPv4 scarcity. The online report [6] gives a
detailed analysis of IPv4 addresses: current allocation poli-
cies, the status of address consumption, and projection of
address depletion.
Several RIRs, including ARIN, are considering modifica-

tion of RIR policies to slow the depletion of the available ad-
dresses in their pools, or speed up the deployment of IPv6
protocols. One proposal [7] endeavors to enable “Simple
Transfer of IPv4 Addresses” in which organizations are al-
lowed to transfer IPv4 addresses from each other if they are
subject to several restricted conditions. Another proposal
[8] suggests setting a contiguous /10 IPv4 block which is
dedicated to facilitate IPv6 deployment. In order to receive
an allocation of this block, applicants have to demonstrate
that they are in immediate need of IPv4 addresses for the
purpose of IPv6 deployment.
Our work is different from the above proposals in two

aspects. Firstly, the prior work focuses on the depletion
of the IANA unallocated address pool. Our work studies
the allocation characteristics of ARIN, and tries to propose
effective policies which could help ARIN extend the lifetime
of its available addresses. Secondly, our approach is simple,
and can be immediately implemented, as opposed to the
prior-proposed approaches (e.g., paid transfer system) which
requires both more processes and a fundamental change in
the conception of IPv4 allocation for implementation.

3. DATA EXPERIMENT SETUP
In this section, we first introduce research method. Then

we introduce the data collection approach with detailed ex-
planation of how the data is compiled.

3.1 Framework
An overview of our research method is provided in Fig-

ure 1. Our data collection procedure consisted the tasks
required to assemble historical allocation data provided by
ARIN, and populate the data to the database for further
analysis. The details of data collection are explained in Sec-
tion 3.2. The data in mysql database has a simple format
which is shown in Figure 1. There are three fields in the
table: date, address block, and organization. Each entry
of the table denotes an event in which ARIN allocated the
designated address block to the organization in the denoted
date. The database can provide the IPv4 address allocation
distribution across different organizations. It also gives us
the allocation history of how IPv4 address was allocated and
its historical allocation rate to different organizations. With
this dataset, we conducted data analysis and trend analysis

as described in detail in Section 4.

Figure 1: Data Compilation Framework

3.2 Data Collection
We have two data sources. One data source is a Regional

Internet Registry (RIR) statistics file, which represents all
of the allocations and assignments made by RIR [9]. The
RIR statistics file summarizes the current state of alloca-
tions and assignments of Internet number resources. They
are intended to provide a snapshot of the status of Internet
number resources, without any transactional or historical
details. The format for each record in the file is shown in
Table 1. Each line in the file represents a single allocation
(or assignment) of a specific range of Internet number re-
sources (IPv4, IPv6 or ASN), made by the RIR identified in
the record. In the case of IPv4, the records may represent
non-CIDR ranges or CIDR blocks, and therefore the record
format represents a beginning of range, and a count. This
can be converted to prefix/length using simple algorithms.
In the case of IPv6 the record format represents the pre-
fix and the count of /128 instances under that prefix. We
extracted the entries in which the RIR is ARIN, and the
protocol is IPv4.
The first data source gives the IPv4 address allocation

history of ARIN. However, there is no information which
maps an assigned address block to the AS which received
the IP block. Since there is no consistent data source of
which IPv4 block went to which AS at a given date, we had
to reconstruct that data set. We did this by querying two
whois databases to get the information. One database [5] has
incomplete data but can be queried continuously, ARINs [3]
is complete but rate limited.

4. DATA ANALYSIS
Our analysis has four parts. The first part of our analy-

sis projects the ending date of IPv4 address allocation for
ARIN under current policies, and analyzes the distribution
characteristics of ARIN’s address allocation. This not only
provides a breakdown of the data, but provides a high level
validity check on our constructed database. Then we intro-
duce three policies designed not only to delay the exhaus-
tion date of IPv4 but also to encourage IPv6 adoption by
those organizations with the greatest technical resources and
need. These policies are limiting allocation based on previ-
ous allocations, setting a maximum per organization annual
allocation regardless of organization, and setting an annual
allocation amount without regard to organization. These
are described in Section 4.2, Section 4.3, and Section 4.4
respectively.

4.1 Address Distribution across Organizations
Estimate of available addresses for ARIN. Since not all ad-

dresses have been assigned from IANA to RIRs, we cannot
know the exact pool of addresses that IANA will allocate to
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Table 1: Data format
Field name Description Values
registry RIR {apnic,arin,iana,lacnic,ripencc}

cc country code {AP,EU,UK}
type type of Internet resource {asn,ipv4,ipv6}
start first address of a IP block e.g., 156.56.0.0
value the number of addresses in the block e.g., 65536
date date on the allocation e.g., 1991-12-10
status type of the allocation {allocated, assigned}

ARIN. Our current design uses a simple strategy to estimate
the number. Since the current IANA address pool has 36
/8 unallocated blocks, one can imagine that if IANA evenly
assigned these blocks to the five RIRs, each of the RIRs
could get 7.2 /8 blocks. In addition, the current ARIN ad-
dress pool has roughly 3 /8 blocks of unallocated addresses.
We anticipate ARIN will have 10.2 /8 blocks (171,127,603
addresses) in total for future allocation. Thus we can ar-
gue that we are presenting optimistic but reasonable results.
That is, our results are within the range of other work.

Figure 2: Organizations

Exhaustion date of ARIN address pool. We used a lin-
ear projection based on the historical the addresses alloca-
tion by ARIN to predict the exhaustion date of its unallo-
cated address pool, which is similar to prior research [6, 14].
However, we calculated a confidence interval(CI) [11] for the
projected model, which describes the uncertainty of the pro-
jection under specified possibility. For example, a 95% CI
means that the real data will fall into the predicted area
of the model with a probability of 95%. The starting date
for the projection is important. We estimated an appropri-
ate starting date by analyzing Figure 2. According to the
figure, the number of organizations applying for addresses
from ARIN had a significant changes in 1996. After 1996,
the number of organizations increased monotonically with-
out much nonlinear change. So we use a linear projection
starting from 1996. Our projection is described in Figure 3.
Taking into consideration of the 95% CI, the figure shows
that available addresses in ARIN pool will be exhausted with
a certainty of 95%, between 2012 and 2014.
Organizational distribution of allocated addresses. In Ta-

ble 3, we categorize organizations based on number of their
allocated addresses into 6 classes, and compute several at-
tributes for these categories. The category in which organi-
zations at least owned a /8 block of addresses has 34 mem-
bers, and each member has 395 /16s on average. A similar
situation appears in the second category of 103 members, in

Figure 3: Exhaustion Projection with Current
Trend

which organizations have been allocated addresses between
a /12 block and a /8 block. The average number of addresses
in this category is 49 /16s. The other four categories have
16979 organizations in total, but received only a small por-
tion of addresses for each. Based on the above observation,
Those in the last four categories may have both more ur-
gent needs for IPv4 addresses than members in the first two
categories and lower total organizational network expertise.
Policies which benefit the four categories could resolve the
urgent needs of most organizations. There is also a category
that cannot be predicted of future innovators who now have
zero.

4.2 Analysis of Policy 1: Addresses Reserved
for those with Smaller Past Allocations

Taking into consideration of Table 3, we introduce an al-
location policy for ARIN which allows allocations only to
organizations that have previously been allocated addresses
below a given threshold. This policy prohibits the organi-
zations with large blocks of addresses from being allocated
more in the future. This may entail agreements upon alloca-
tion that transfers to these large organizations would result
in revocation of previous allocations to prevent bundling and
the use of subsidiaries. To the extent that cost drives IPv6
adoption, the cost of organizational subterfuge would create
a price on IPv4 allocations that applies only to those with
current generous allocations.
To validate our policy, we modeled three thresholds for al-

location: /12 block, /16 block, and /20 block. We applied a
linear projection model to the data to predict an exhaustion
date for each tested threshold. Figure 4 shows the “resid-
ual” addresses allocated to organizations since 1996. The
“residual” addresses are the portion of addresses that have
been allocated to organizations above the specified thresh-
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Table 2: Summary of Exhaustion Projections with Models, Year-Month

Linear Estimate Polynomial Estimate
2014-07 2012-11

Lower Bound Upper Bound Lower Bound Upper Bound
2013-08 2015-06 2012-04 2013-05

Table 3: Organization Statistics.

Organization Category # of Organizations Avg. of Allocated Addresses
IP >= /8 block 34 395 /16s

IP in [/12 block, /8 block] 103 49 /16s
IP in [/16 block, /12 block] 1268 712 /24s
IP in [/20 block, /16 block] 3207 48 /24s
IP in [/24 block, /20 block] 4302 5 /24s

IP <= /24 block 8202 1 /24s

Figure 4: Addresses Allocated to Organizations
Based on a Threshold

old. This figure shows that at least 250 million of “residual”
addresses have been allocated. To project the exhaustion
date under the policies, we subtract the “residual” addresses
from total addresses, and apply projection models on the
generated data.
That is, each projection is a four step process.

1. Subtract residual addresses from historical data.

2. Use this data to form a projection, calculating linear
and polynomial fits.

3. Add the residual addresses back into projection for a
starting or initial point for the projection.

4. Use the curve generated to project exhaustion.

Figure 5 shows the projection result for the policy with
threshold /12. The linear model gives an exhaustion date
of 2024, and the polynomial model gives 2019, extending
the lifetime of IPv4 at least 5 years. Figure 6 and Figure 7
show the projection graphs with threshold of /16 and /20
respectively, which give more promising results of at least
a 15 years gap. The summary results are listed in Table 4.
This corresponds to previous findings, which illustrate that
few large players have the largest influence on exhaustion.
The substantive argument for this policy is threefold: ca-

pacity, motivation, and impact. First, those organizations

Figure 5: Organizations with more than /12 ad-
dresses no longer receive addresses

Figure 6: Organizations with more than /16 ad-
dresses no longer receive addresses

with the largest networks have the greatest aggregate ex-
perience. These organizations are likely to employ address
network management techniques and employ highly skilled
network engineers. Therefore these organizations are most
likely to have the capacity to adopt next generation address-
ing. Second, these organizations are most likely to profit
from the exclusion of innovations that might result from a
lack of available IPv4 addresses. As the largest, the limi-
tation of competition is structurally advantageous. To the
extent that IPv4 scarcity increases the value of their asset
(i.e., a large allocation) then that scarcity is advantageous to
these organizations. Limiting allocation can alter that moti-
vation. Third, the larger the organization and network that
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Table 4: Projected exhaustion date for policy 1.

Projection type
Threshold /12 Threshold /16 Threshold /20

Projected −95 PI +95 PII Projected −95 PI +95 PII Projected −95 PI +95 PII
Linear 2024-01 2023-11 2024-04 2041-12 2040-07 2043-08 2060-12 2056-08 2066-04

Polynomial 2019-03 2019-03 2019-03 2029-06 2019-05 2019-07 2045-12 2045-11 2046-02

Figure 7: Organizations with more than /16 ad-
dresses no longer receive addresses

adopts next generation addressing the larger the impact on
the network as a whole.

4.3 Analysis of Policy 2: Fixed Address Allo-
cation Per Organization

Our analysis of the first policy demonstrates that it has
the potential to achieve the effective management of address
depletion. However, that policy may be unfair if it ignores
the needs of organizations which have already been allocated
a large block or blocks of addresses. This section introduces
second allocation policy, in which any applicants can receive
a block of addresses no more than a threshold. Since many
applicants only seek allocations beneath that threshold, the
needs of these can be met under this policy.

Figure 8: Projection for organizations

To verify the effectiveness of the proposed non-discrimination
policy, we estimate an upper bound of address consumption
per month under the policy, which can be computed by sim-
ply multiplying the number of applicants each month with
the specified threshold. The number of applicants in the fu-
ture is predicted by projecting number of recent applicants
since 1996, which is shown in Figure 8. Interestingly, a poly-

Figure 9: Each organization receives no more than
/22 addresses per allocation

Figure 10: Each organization receives no more than
/20 addresses per allocation

nomial model was found to be the best fit for the projection.
With the data shown in this figure, we computed the upper
bound of address consumption per month, and tried to iden-
tify the date in which the upper bound reaches the amount
of available addresses. The date denotes that, in worst case,
when the available addresses will be exhausted. Figure 9
shows the result with the threshold of /22 addresses, which
promisingly gives an exhaustion date of around 2060. We
also studied the result with a threshold of /20, shown in
Figure 10, and observed an exhaustion date of around 2030.
Our last result is shown in Figure 11 with a threshold of /18
and an exhaustion date of 2017.
The argument for this policy is that it maintains a stan-

dard of non-discrimination. Any organization which needs
either a new allocation or marginally more IPv4 addresses
may be unready for a move to next-generation addressing,
regardless of size and previous allocations. Again, it is possi-
ble that organizations will result to subterfuge. In this case,

57



Figure 11: Each organization receives no more than
/18 addresses per allocation

Table 5: How many organizations’ request would
have been met under policy 3.

Lifetime of Upper bound of Percent requests
IPv4(year) addresses to allocate fulfilled 2008

10 261 /16s 99.4%
20 130 /16s 97.9%
30 87 /16s 95.0%
40 65 /16s 87.9%
50 52 /16s 76.9%

the subterfuge would be to obtain larger blocks. Should or-
ganizational subterfuge prove possible the result would be
non-contiguous blocks of IPv4 addresses. Should organiza-
tional subterfuge be expensive, then this adds to the price
of staying with IPv4.

4.4 Analysis of Policy 3: Fixed Address Allo-
cation Pool Per Year

We studied the distribution of allocations in 2008. The
distribution is shown in Figure 12. In this figure, the X-axis
refers to the allocation events, and Y-axis refers to number
of addresses allocated in the corresponding event. It shows
that most of the events only allocated a small portion of IPv4
addresses (well below 1,000,000), but a few events allocated
a large portion. This observation serves as the basis of our
third policy. This policy enables the registrar to flexibly con-
trol the lifetime of available addresses without discouraging
the needs of most organizations. Specifically, the enforcer
first designates an anticipated IPv4 lifetime (e.g., 20 years),
and then an upper bound of addresses is calculated by divid-
ing the anticipated available address pool with the lifetime.
The upper bound serves as the hard threshold of addresses
available for allocation per year, so the exhaustion date is
under control of the RIR.
We consider the outcome of this policy in Table 5. The

first column of the table gives different lifetimes for IPv4
allocation, the second column gives the calculated upper
bound of addresses to allocate, and the last column shows
the percentage of organizations which could receive addresses
requested had the policy been applied in 2008. The result
is that the policy could extend the lifetime of IPv4 to 30
years while still meeting the expressed needs of more than
95% applicants. Even if the lifetime were extended to 50

Figure 12: Address allocation events in 2008

years, the requests of more than 75% of organizations could
in theory, be met.
Again, an advantage of this policy is organizational nondis-

crimination. The strictly first-come first-serve nature of the
policy could provide certainty, limit speculation, and allow
an orderly transition to next-generation addressing.

5. CONCLUSION
From historical data we classified allocations by organi-

zation, size, and date. Based on these data, we proposed
the three simple policies above to extend the lifetime of the
unallocated pool of IPv4 addresses in ARIN. We verified the
potential of our proposals using historical data. We demon-
strated that all three of the proposed policies could effec-
tively extend the lifetime of IPv4 for dozens of years without
impeding the development of most organizations.
This paper analyzed the address allocation history of ARIN,

and considers three straightforward allocation policies. For
the first policy, we assert that some set of organizations (de-
fined in this paper as two classes of address holders) have am-
ple addresses for future use combined with significant aggre-
gate network expertise, perverse incentives for adoption of
next-generation addressing, and the potential for the great-
est influence by adopting next-generation addressing. Thus
the first proposal is to refuse future IPv4 allocations to that
set of organization. For the second policy, we propose that
IPv4 addresses be distributed to any organization but only
once per organization per year, and in size-constrained allo-
cations. This would not distinguish between organizations.
The third policy proposal is to simply determine when it
will be feasible to fully allocate the current pool, and allo-
cate each year up to that limit and then cease allocating for
that year.
Our result is preliminary, and future work is needed for

better understanding and application of the proposals. Firstly,
we gave a only rough estimate of the effectiveness of our poli-
cies, but more accurate evaluations are necessary for quan-
tifying the effect of these policies in practice. Secondly, each
of our policies has different features. Simply applying one
policy may be not adequate for effective management. A
combination of multiple policies will be studied in the fu-
ture with more detailed projection models. Last but not
least, our policies are general, and can be applied to other
RIRs to resolve their address depletion issues. This is also
an important future direction.
The greatest risk in these models is the assumption of

equal allocation from IANA. IANA may choose to allocate
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based on illustrated need, thus ensuring that limited IPv4
allocation is a management choice that proves harmful to
the RIR and the region it is meant to serve.
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Organization Name # of Addresses
DoD Network Information Center 159501056

DDN-ASNBLK1-DoD Network Information Center 83060992
Level 3 Communications 42936320
AT&T Internet Services 37652736

Comcast Cable Communications, Inc. 35594240
Cogent/PSI 27318784

MCI Communications Services, Inc. 25468656
AT&T WorldNet Services 22535168
Headquarters, USAISC 20205824

Cellco Partnership 19953664
Merit Network Inc. 18115328

AT&T Global Network Services 17247744
E.I. du Pont de Nemours and Co. 17175808

University of California at San Diego 17105664
HP-INTERNET-AS Hewlett-Packard Company 17049600

SITA 16983296
Massachusetts Institute of Technology 16973824

Ford Motor Company 16940544
Interop Show Network 16845824

HP-EUROPE-AS Hewlett-Packard Company 16842752

Table 6: Top 20 owners of IPv4 addresses.
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ABSTRACT

In Europe, the U.S., and Asia, political and market forces
seek expanded use of the Internet for voting and election
administrative functions. Governmental responses have dif-
fered, but commonly governments omit qualified computer
security experts from exercising decisive weight in policy
decisions. Given its current architecture and engineering,
however, the Internet generally provides neither high as-
surance data security and integrity, nor reliable informa-
tion transmission protected from denial of service and other
attacks. Nevertheless, pressures to expand Internet-based
election functions have intensified. This paper explores the
foundational questions and features of a governance sys-
tem that has the capacity to safeguard democratic elections
where Internet-facing technologies will be deployed. The
paper recommends that each nation include a policy board
with appropriate computer and network security expertise,
election administrative knowledge, and public accountabil-
ity and transparency structures that mandate end-to-end
auditability. It further recommends that the national regu-
latory apparatus not rely predominantly on issuance of rules
and technical standards to be met, or particular product
design. Owing to dynamic cyber threat environments, the
board—whose majority should consist of computer and net-
work security professionals—should issue particularized de-
cisions. They should assess whether an election office pro-
posal for using Internet transmissions for a specified election
task is prudent in light of all factors relevant to security
based on layered defense. Democratic nations should col-
laborate in alerting one other to election information system
threats and attacks, for mutual aid and maximally robust
mitigations.
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1. INTRODUCTION
The citizens of democratic republics select their core rep-

resentatives through periodic public elections. While the
specific governmental offices subject to election and the fre-
quency of conducting elections vary among nation-states, a
change in elected governmental officers often affects busi-
ness opportunities, individual and business wealth, the use
of military power, and a broad range of other governmental
policies. A national election in the most populous nations
worldwide often affects vast wealth and the course of domes-
tic and international events.
The potentially high stakes of elections, and the history

of intentional electoral disruptions and fraud in numerous
countries worldwide, counsel governmental officials to en-
gage in careful planning in order to protect election infor-
mation and processes from deliberate attacks. Security and
contingency planning for elections differs among and within
nations, with some significant variations in both the physical
contexts for conducting elections and in human factors such
as poll staffing. For those nations that use electronic voting
technologies, election security has become increasingly comp
licated.
The paper proceeds from the baseline premise that the In-

ternet as currently architected and engineered provides nei-
ther high assurance data security and integrity, nor informa-
tion transmission reliably impervious to deliberate targeted
attacks and ubiquitous malware. While these factors pose
dangers for many entities and activities, public governmen-
tal elections are especially vulnerable. That voting occurs
using anonymized data presents major hurdles to utilizing
the Internet in a secure manner for casting ballots, though
careful analysis and appropriate mitigations might permit
other election tasks to be securely conducted.
Despite the security community’s broad agreement on In-

ternet risks and available mitigations, and the essential role
security plays in whether other electoral goals can be met—
specifically voter access and the accuracy of the count—
these scientific perspectives have largely been diluted by the
decisional structures for election policy The paper argues
that election policy decisions are affected by an informa-
tion gap regarding both Internet security risks and the ab-
sence of effective mitigations and controls that can achieve
assured election data and system integrity. It recommends
revised national governance structures based on four fun-
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damental principles: expertise (in computer and network
engineering and security, and in election administration);
transparency and public accountability, including end-
to-end auditability (in order that the election system and
reported results have legitimacy and be worthy of public
trust); particularized decision making based on defense in
depth and other security assessments (so that secure voting
technology is not undermined by situational factors), and
transnational cooperation among democratic republics
(to facilitate prompt mitigations and criminal prosecutions
of electoral cybercrime).

2. PERVASIVE AND INCREASING ELEC-

TORAL USE OF INTERNET TECHNOLO-

GIES
The pace of election administrative computerization ap-

pears to be rapidly increasing. In the wake of the notorious
U.S. presidential election of 2000, passage of the Help Amer-
ica Vote Act [1] stimulated vast computerization of elections.
The Act has spurred not only of electronic voting machines
but also an array of new options in computer-based and net-
worked equipment. In other nations, both market and“mod-
ernization” pressures have led to wide use of computers for
election functions. Manufacturers of business automation
systems have accelerated development of product adapta-
tions for elections. Many European and Asian nations have
joined the U.S. in using or planning transitions to electronic
voting devices, tabulation systems, and a broad range of
other equipment.
Electronic equipment is now available that permits au-

tomation of most election functions, ranging from the cre-
ation of voter registration lists to the presentation of an
electronic ballot to voters, to recording votes, and to tabu-
lation and reporting election results. Electronic databases
often substitute for paper-based systems for retaining the
lists of eligible voters and their personal information such as
address, birth date, unique identifying number, and politi-
cal party. Voters may register to vote by visiting a website
or by sending a registration document by email attachment
or fax. Software is increasingly used to design ballots, in-
cluding automating the task of rotating candidates into the
favored top position on different ballots so no one candidate
holds that advantage. Many voting machines use electronic
ballots that humans have created on servers using complex
election management software.
Electronic voting devices may offer voters the option of

ballot error correction where the ballot contains marks for
too many candidates in a race (“overvoting”). Vote data may
be recorded on removable digital memory media as well as on
internal components such as flash memory in order to pro-
duce “redundant” vote data records.1 Voting devices may
incorporate hardware and firmware for network transmis-
sion of election information, including for sending vote data
electronically from remote polling locations. These trans-
missions may occur using any of a variety of digital transmis-
sions (e.g., the Internet, T1, common telephone lines, satel-
lite) instead of physically transporting memory devices (e.g.,

1Independent “red team” or penetration studies of voting
systems have demonstrated that the supposed redundant
memory systems may be subject to deliberate attacks that
can cause the various locations to hold discrepant rather
than redundant vote totals. [6], [7].

thumb drives and memory cards). From security and data
integrity standpoints, however, arguably the most problem-
atic electronic voting initiatives are efforts to permit remote
voting from personal computers that use operating systems
documented to have serious security flaws. These deficien-
cies are then compounded by the security issues of current
Internet architecture. [2]

2.1 Supporting Voters with Internet-Facing Tech-
nologies

When the voter will be physically absent on Election Day,
many jurisdictions allow voters to file an advance request
or application for permission to vote an “absentee” ballot.
Others permit “no-fault” or convenience voting from home,
regardless of the reason. Until recently, when filing such
requests, jurisdictions often required voters to file via paper
documents sent through traditional mails or delivered by
hand. Depending on the jurisdiction, technological options
for filing absentee applications may include applying at a
website, by email, by fax, or by telephone.
Electronic automation processes have also been adapted

for the voter authentication steps in absentee ballot pro-
cessing. Originally developed for financial institutions that
process bank cheques, by using a digital or optical scanner
connected to a computer, these systems compare the voter’s
two signatures as part of the voter and ballot verification
process. High volume urban election offices have often been
first to adopt this technology. The machines must be cal-
ibrated, however, allowing discretionary human decision in
the degree of deviation between the signatures on record and
the absentee ballot materials.
Greater speed, fewer administrative costs and barriers,

and higher voter convenience are often mentioned as justifi-
cations for deploying Internet-facing systems for processing
absentee ballot requests. By 2009, a number of U.S. election
offices had been using the Internet to transmit a blank bal-
lot to the absent overseas voter. The most aggressive pres-
sures in the U.S., however, can be traced to efforts to ensure
that those in overseas military service are not inadvertently
disenfranchised by delays in ballot transmissions. [3], [4]
Congress’s passage of the MOVE Act, [39] illustrates this
trend by requiring State governments to provide overseas
voters electronic registration services, absentee ballot appli-
cations, and blank ballots, should the voters prefer these
technologies over hard copy mailings. [40] In the U.S., a
2008 pilot project in Okaloosa, Florida [5] used hardened
kiosks while other States have experimented with emailed
and faxed ballots. [51]
A number of nations ranging from Estonia [4] to Canada

[49] to France [50] have experimented with casting ballots—
voting in an actual election—on a website described as “se-
cure.” Typically voting occurs by using an encrypted emailed
ballot or by using telephones and telephonic networks. These
options theoretically permit almost instantaneous delivery
of both balloting materials and the return voted ballots to
the absentee voter in remote locations, shortening the trans-
mission time by over 98% from that required by traditional
mailing of paper.

2.2 Other Electronic Networks
Networks used within the elections process may encom-

pass more than the Internet, however. Some tabulation sys-
tems and transmissions of ballot tallies may depend upon
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complex internal data networks involving wireless or wired
components. These internal devices or networks may also
be linked to T1 lines or other external networks.

2.3 Additional Electoral Uses of the Internet
Increasingly, election offices in the U.S utilize the Inter-

net for a broad range of tasks that formerly were handled
manually or through traditional mails. Like other software
manufacturers, election vendors may choose to send election
“management”software patches over the Internet for upload-
ing into the local election servers. These software systems
would normally be classified as mission-critical, as they are
deployed for the core functions of ballot configuration and
for tabulations and reporting of vote totals.
Vendors may also send software patches via the Internet

for updating the voter registration databases. Depending
upon brand and configuration, the functionality of electronic
poll-books may be dependent upon the Internet, for it is
the means by which the poll workers connect to the voter
registration database in order to verify the voter’s eligibility
to vote.
Ballot proofing may also occur via the Internet, with ju-

risdictions posting copies of electronic ballots that will be
used for electronic voting machines and for printing paper
ballots. These posts provide access by political parties and
the candidates for proofing the ballots. If paper ballots are
to be ordered, the jurisdiction may transmit the ballot styles
and configurations over the Internet to the ballot printer so
the printing order may be filled.
Intermediate and final electoral tallies produced by elec-

tion management software from raw database values are of-
ten uploaded to the Internet for public access. Posting these
totals may occur via network connectivity or memory media
such as thumb or flash drives.

2.4 Disaggregating Election Tasks for Security
Assessments

Established precepts of information security assessment
direct that each task or function to be conducted using com-
puter or network technologies must be separately evaluated
in a threat assessment. [19], [20] Such disaggregation may
result in identifying election administrative tasks to which
the Internet presents low risks and compensating efficien-
cies. Examples include the Internet posting of voter infor-
mation regarding the candidates, ballot issues, and location
and timing of voting. Web-based additional “voter services,”
such as the posting of absentee ballot applications and voter
registration forms, are also potentially low-risk. In a dynam-
ically changing risk environment, however, even arguably
low-risk functions may become high value targets. [52]

3. THE ELECTION EQUIPMENT MARKET-

PLACE MEETS INTERNET SECURITY

SCIENCE
In both private and public sectors, cybercrime has be-

come sufficiently costly that security has become a primary
focus for information system administrators in financial in-
stitutions and other businesses. [42], [43], [45], [47] The
popular press has covered major intrusions into supposedly
“secure” networks that have compromised credit card and
other personal financial data, telephone billing records, and
the U.S. government’s witness protection program. These

reports underscore that the Internet generates significant
vulnerabilities at the same time as benign opportunities for
unprecedented communication. [21] Current Internet, PC
and software engineering cumulatively have neglected risks
to personal privacy, intellectual property, and financial secu-
rity, and more, which the technologies have placed in grave
jeopardy. [16], [17], [22] [23] [24] To manage these risks, the
firm or enterprise an Information Technology (IT) security
governance decisions must include types of access controls,
authentication systems, and planning for life cycle security.
In market-based nations, private sector, for-profit firms

design, manufacture, and market specialized software and
hardware components for election administration. Many of
these firms have been shown to overstate their voting system
products’ compliance with fundamental tenets of an IT secu-
rity program and misrepresent the scope of on-site practices
and protocols needed to achieve defense in depth.2 In inde-
pendent studies, computer and security scientists have doc-
umented profound risks to election data integrity and equip-
ment reliability owing to insecure equipment and flawed
managerial security policies. [6], [7], [11], [12], [13], [14],
[15].
Internet-based software systems for voter authentication,

blank ballot delivery and return of votes or “voted ballots”
are no longer fanciful speculations. In May 2009, one Inter-
net voting marketing executive argued:

The introduction of technology to any process is
scary. But the time has come. We have been
banking online and shopping online for over a
decade, and conducting important business by
phone for a century. Digital technology, while no
panacea, is the best method ever invented for se-
curely delivering information and decisions. [25]

For over a decade, for profit vendors have promoted their
new wares for “secure” Internet voting, replete with resusci-
tation of the false but previously persuasive analogy of vot-
ing to banking via automatic tellers and personal computers.
Newer Internet voting vendors, including Scytl [41] and Ev-
eryone Counts, have followed suit, actively solicit election
officials and legislators to purchase their software products.

3.1 Vendor Claims
An example from international vendor Scytl’s marketing

presentation reflects some major claims of Internet voting
vendors. Internet voting:

the potential to increase voter turnout rates . . .
offers many advantages over the conventional pa-
per-based electoral systems, including mobility
and convenience for voters, greater speed and ac-
curacy in the counting process, prevention of in-
voluntary voting errors, better accessibility, lower
costs, support of multiple languages, greater flex-
ibility, etc. . . . [It] guarantees the same level of

2Documentation reviews of three commercially produced
voting systems formed a part of the California Secretary
of State’s Top to Bottom Review of Voting Systems. All
evaluators reported critical omissions in security documen-
tation and risk mitigation.[8],[9],[10]. Principles for achiev-
ing defense in depth in election information systems are not
qualitatively different from those established for IT systems
for other facing significant threats. [6]

63



trust, security and privacy that exist in conven-
tional paper-based elections without having to
trust either the administrators of the system or
the complex technological systems used. [41]

Elaborating on these claims, vendor literature has claimed
a net reduction of the financial costs of conducting elections;
an increase in voter participation by making voting more
convenient and accessible; has features rendering it as secure
and private as personal banking transactions; and, emblem-
atic of social and technological progress, of updating archaic
systems to accommodate youthful tastes and expectations
(the “cool” factor).

3.2 Two Empirical Baselines
In considering the fitness of the Internet for conducting

particular election administrative tasks, and the wisdom of
permitting a caveat emptor market for Internet voting soft-
ware in lieu of governmental regulation, two constellations
of empirical fact should be kept in view. First, despite the
contrary vendors’ representations, the profound security de-
ficiencies independent researchers have documented pervad-
ing for-profit digital voting equipment3 undermine the cred-
ibility of election vendors’ claiming Internet voting products
“securely”deliver voted ballots and voting materials over the
Internet. Within the voting tech industry, “secure,”“private”
and “reliable” are self-defined marketing terms rather than
reflecting a regulatory standard whose satisfaction must be
proven to an independent body. In short, the electronic elec-
tions manufacturers have established an industry standard
of security that grossly misrepresents the systems’ achieve-
ments. [8], [9], [10], [11], [13].
The second but perhaps more significant empirical base-

line relates to the InternetÕs technical and engineering facts.
The Internet lacks the capacity for high assurance infor-
mation transmission, whether for elections functions, mil-
itary communications, or other transactions. Specific elec-
tion objectives include packet transmissions that cannot be
delayed, blocked, or modified, because otherwise voter disen-
franchisement and possibly a fraudulent election may ensue.
[2] Election-related websites, for instance, that are designed
for distributing voter information, for enabling voter reg-
istration, or for casting ballots, continue to be vulnerable
to malware, denial-of-service (DOS) and distributed DOS
attacks. [48] By underestimating the volume demands for
website access in a major election, election outcomes may
be gamed, undermining the election’s legitimacy. [52] Mit-
igations that reduce these Internet-based threats to minute
levels of potential impact are not available or foreseeable in
the near future.

3.3 Private Vendors, Market Pressures and the
Internet Security Information Gap

Without computer security training, policymakers empow-
ered to decide which election functions to automate using
Internet-facing IT systems may well lack sufficient knowl-
edge to evaluate the types and impacts of risks that are

3In the “red team” overview report on California voting sys-
tems, Dr. Matt Bishop stated: “the security mechanisms
provided for all systems were inadequate to ensure accuracy
and integrity of the election results and of the systems that
provide those results.” [6] With only minor differences, these
same systems are used in many other States.

endemic to such systems, and the types of ancillary staffing,
equipment, protocols and training programs that are essen-
tial to ongoing security. [15] At least eight core insights are
needed by those vested with decisional power concerning
when and how the Internet shall be used in election func-
tions.

• Pervasive software coding deficiencies and their
election consequences. Coding deficiencies have been
identified to pose grave security consequences for all IT
systems. [16], [17], [18] These coding errors and“bugs”
open election software to easy, high impact attacks on
election systems and data that may easily escape de-
tection and redress, but the errors can also lead to data
inaccuracies and machine unreliability having no basis
in deliberate attack.

• Internet transmitted malware. Worms, viruses
and other ubiquitous malware can impair or completely
vitiate election software and hardware functionality.

• Options to manipulate data speed. Strategically
timed high Internet data volume can cause speed of
transmissions to fall precipitously, and thus delay timely
transmissions, potentially causing vast numbers of bal-
lots to arrive late.

• Labeling election technology products and web-
sites as “Secure” and “Reliable”. In contrast to
the labeling requirements for prescription drugs, many
food products, and toxic chemicals, governments have
generally not restricted voting system vendors from
using these quasi-scientific, psychologically seductive
terms in their marketing literature and presentations.
Even though the terms deceptively suggest compliance
with accepted standards for security, governments have
permitted their use.

• Re-transmitters access and consequences for in-
formation privacy and security. Unless security-
protective protocols and supervision are used, third-
party packet re-transmission sites such as ISPs may
permit some ISP employees unfettered access to read
electronic message contents. This intrusion does not
require sophisticated technical abilities or equipment,
but only a text viewer or word processing program.
The fundamental insecurity of these transmissions means
that email forgery or modification, identity theft, and
business transaction interceptions are becoming ma-
jor types of criminal fraud. Voter privacy is illusory.
The SERVE Report continues to stand as a compre-
hensive typology of Internet voting threat genre, most
of which are insoluble with current architecture and
engineering. [2]

• Encryption options do not suffice. Data encryp-
tion is not a complete or effective mitigation for most
threats that Internet information transmissions pose
for elections. [2] Although encrypted vote data may
pose insurmountable barriers against attempts to mod-
ify that data, strategies can still be deployed to block
encrypted transmissions from reaching their destina-
tion. Additionally, unless data is properly encrypted—
a step that technically untrained individuals might botch—
the encryption effort may be nullified.
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• Concealed, untraceable attacks may accord the
false appearance of information security. At-
tacks that disrupt election processes, or result in fraud-
ulent election totals, may be completely hidden and
untraceable. [2]

• Security mitigations and Internet re-engineering
solutions that will achieve high assurance are
not imminent. Funding entities such as the U.S.
National Science Foundation are underwriting major
research efforts to re-envision the Internet. [26] As a
result of this multi-faceted research, potentially radi-
cal revisions to Internet architecture, engineering, and
communication protocols may occur. The transforma-
tions may, for instance, include multiple “Internets”
with controlled network access and other enhanced
technical security features. But these will not be avail-
able in the near future, and probably not for more than
a decade.

3.4 Security in a Dynamic Electoral World
Even if high assurance security architecture and engineer-

ing is generated that is largely impervious to the then-current
Internet, the risk environment is not static nor merely a tech-
nical property of a IT system. Computer security science
teaches that these do not comprise the entirety of factors
relevant to evaluating information security risks. Computer
and network security are not an output of merely technolog-
ical attributes. Rather, physical security (such as locks on
doors and surveillance cameras), staff expertise, staff contin-
uing education and values commitment to security compli-
ance, and other factors play as significant a role in the secu-
rity quotient as the technological features. [6], [44] Further,
the physical, managerial, and staffing contexts within which
the election technologies are deployed will not be static.
Thus, threat analysis and policy formation must occur in
a dynamic manner, a task that an effective elections cyber-
security agency should undertake.
Computer security principles and their relation to other

core election values remain misunderstood, however. Yet in
an electronic electoral world, both voter participation and
election result accuracy depend on security features. In this
manner, security can be understood as a precondition for
other core election values.

4. A GOVERNANCE SYSTEM FOR INTER-

NET-BASED ELECTION TASKS?
Unquestionably, the Internet offers profound democrati-

zation and communicative benefits that should not be im-
peded4 without a sound basis in other fundamental demo-
cratic elections values. The Internet need not be placed
off-limits to deployment in elections. However, the rapid
commercialization of the Internet and World Wide Web in
ways incompatible with individual and the larger public in-
terest raises concerns that election processes could be sim-
ilarly skewed. As Peter Neumann and others have noted,
such incompatibilities have surfaced in domain name policy,
spam, security, encryption, freedom of speech issues, pri-
vacy, content rating and filtering, intellectual property and

4Michael Froomkin reviews strategies for achieving the com-
municative and democratizing opportunities the Internet of-
fers as a part of his overall assessment of Internet governance
structures. [21]

copyright issues, and many other areas. [24], [25] The gov-
ernance systems that determine how to use the Internet in
election administration must have the capacity to evaluate
the risks soberly without becoming enmeshed in overly rosy
technological utopianism or subject to regulatory capture
by for-profit vendors. The structure should require, and
the governance culture embrace, the duty to protect the in-
tegrity of elections processes.
The proposal outlined here recommends a national regula-

tory apparatus that will not rely predominantly on issuance
of rules and technical standards to be met, or particular
product design. Rather, it should review and issue partic-
ularized decisions on whether an election office proposal for
using Internet transmissions for a specified election task is
permissible in light of all factors relevant to security based on
layered defense. Thus, governance personnel would need to
remain abreast of technical and security developments, and
obtain information on staff education and security physical
contexts, in order to decide the question before it.
The analogue in the Anglo-American legal system would

be courts of chancery, where equitable review employed prin-
ciples to guide wise decisions in light of all the facts, rather
than use mandatory common law precedents to compel cer-
tain outcomes.
Recognizing that information security is one objective among

many, the agency will need to be structured to maintain
personnel with election administrative knowledge and not
only those with technical and security training. The range
of expertise would facilitate balancing the competing objec-
tives of speed of transmission, low administrative costs; au-
ditability; reliability; environmental impact; and voter con-
venience/access as against data security.

4.1 Regulatory Scope and Definitions
Elections cybersecurity5recognizes that the election infor-

mation systems hold valuable information that both out-
siders and insiders may seek to compromise.
The underlying policy objectives are to prevent or to neu-

tralize potential negative consequences for voters and the
election process because computers, networks, and informa-
tion technology systems transmissions were used. The nega-
tive impact to be avoided may arise from deliberate attack,
such as disruptions of electoral processes via DOS or viral at-
tacks, and undesired intrusions that can produce fraudulent
election records, such as by malware or unauthorized access
to databases for manipulating voter registries or vote totals.
Election cybersecurity also seeks to protect the personal and
other data held within the election administrative system,
where unauthorized access can lead to identity theft.
Increasingly, courts and commentators are urging that

election law include as fundamental rights principles of trans-
parency and public accountability for election processes. [29],
[30] Germany’s high court invalidated certain uses of com-
puters in elections, resting its decision on the core require-

5“Election cybersecurity” encompasses the objectives of in-
formation and system security, reliability, and data integrity
with regard to the computers and networks used to record,
process, and report election-related information at all points
in the electoral process. The term encompasses all elec-
tronic and electromagnetic communications including tele-
phony, fax, and Internet, in each case inclusive of wired and
wireless, analog and digital systems. The term reflects one
facet of the more comprehensive systemic governmental duty
to achieve election integrity.
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ment of election transparency to the public. The Court em-
phasized the “principle of the public . . . which prescribes
that all essential steps of an election are subject to the possi-
bility of public scrutiny unless other constitutional interests
justify an exception.” [30] In the Court’s view, the vot-
ers themselves must be able to understand without detailed
knowledge of computer technology whether their votes cast
are recorded in an unadulterated manner as the basis of vote
counting, or at any rate as the basis of a later recount. If the
election result is determined through computer-controlled
processing of the votes stored in an electronic memory, it is
not sufficient if merely the result of the calculation process
carried out in the voting machine can be taken note of by
means of a summarizing printout or an electronic display.
Translating the core principles for trustworthy elections

into computer security terminology, in demonstrable ways
elections must maintain data integrity at all points in the
process; assure the availability of systems for voters to reg-
ister and to cast valid ballots that will be counted; and,
provide accountability systems such as random auditing that
will provide public transparency and equipment checks. Elec-
tion technology security and auditing features can be de-
signed to achieve each of these objectives, but often soft-
ware vendors do not invest in developing effective security.
As one computer security commentator has noted, “the buy-
ing public has no way to differentiate real security from bad
security.” [18] A better regulatory apparatus can facilitate
product development that meets higher standards of soft-
ware security in the elections arena, without the need for
expanding use of product liability lawsuits for defective soft-
ware products.

4.2 Recommendations for the Elections Cyber-
security Regulatory Structure and Powers

4.2.1 Dynamic Decisionmaking
At least two divergent approaches potentially offer suffi-

cient protection for mission critical election information se-
curity systems: (1) An aggressive, bright line approach: cod-
ification of a legal barrier to any use of digital equipment,
of equipment that depends on software and networks, for
any mission critical election task within the electoral juris-
diction; or (2) creation or revision of a regulatory apparatus
that reviews applications and can authorize election admin-
istration to use digital equipment and networks for some
election tasks under specified conditions.
While a complete barrier might appear to provide the

most substantial election cybersecurity protection, its rigid-
ity and overbreadth would likely render it a controversial
and potentially unstable policy approach. It would also in-
validate many current practices without any review of the
alternatives and their risk factors. Given that risks and tech-
nological options change over time, a more dynamic regula-
tory approach would be more prudent.
An alternative is for the law to invest the regulatory en-

tity (hereafter termed Board) with conducting sophisticated
security assessments in light of all relevant factors known
when the application is reviewed. This approach would be
more consistent with the dynamism of the technologies and
risk environments, allow review of the applicantÕs most re-
cent record on security policies implementation, and other
facts.

4.2.2 National Supervisory Authority
Where the government must capably respond to external

threats that are dynamic rather than static and that present
threats at a nationwide scale, it is appropriate for the regula-
tory entity to be positioned at the national level. Economies
of scale and access to the best expertise in the nation can
be achieved. Given cybersecurity’s dynamic set of serious
threats, it is unrealistic to expect that local and Provin-
cial/State governmental authorities will have the resources,
the expertise, and the political will to invest in oversight of
elections cybersecurity issues.

4.2.3 Structure and Staffing
A regulatory structure that can balance the need for di-

verse political involvement and public accountability with
the need to utilize appropriate expertise is an independent
Board with a professional staff. A statute could allocate
to national legislative and executive leaders the power of
appointment. Nominations of technical and security profes-
sionals could be allocated to qualified professional organiza-
tions as an extra assurance for appropriate expertise. Leg-
islative leaders of varying major parties could be vested with
power to appoint without a nominating intermediary experi-
enced election administrators and public interest advocates
on election transparency, privacy and security issues.
Professional associations having expertise in the requisite

areas, such as the ACM and the IEEE, could be vested with
the power to nominate a short list of experts with statutorily
specified credentials.6 The law could name a high official
(e.g., President or Prime Minister) to review nominees and
appoint them to office for a specified term of office. Avoiding
service at the pleasure of the appointing officials would help
to ensure that the Board’s decisions are evidence-based and
not a matter of political influence.
The BoardÕs cybersecurity work would require a profes-

sional staff. In some nations including the U.S., elections
administrative processes have often been staffed with politi-
cal patronage appointees who sometimes lacked the skill set
and knowledge base needed to run administratively compe-
tent and secure elections. A national elections cybersecu-
rity Board can provide a counterbalance. The permanent
staffing expertise could be specified by statute and direct:

• Significant technical expertise be present (including
network security, computer security, secure database
and database management expertise, software devel-
opment and testing; IT auditing and computer/voting
system forensics);

• Significant election administration expertise, prefer-
ably having experience in computer-based election tech-
nologies and a record of achievement in implement-
ing election security best practices, achieving a secu-
rity culture, and establishing effective auditing and ac-
countability systems;

• The Board and staff to engage election officials “in
the field”—in their election offices and on-site in ac-
tual elections—and with States’ chief election officers

6If international professional organizations such as the
ACM, IEEE, and ISACA were each to develop the capacity
for national divisions within specialized expertise, lodging
nominating powers there might be less controversial.
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to promote informational interchanges about the com-
plexities and risks presented by election technologies
and their possible mitigations

• Board and staff executives have both information sys-
tems and security expertise plus election administra-
tive experience;

• Satisfaction of high personal and professional ethics
standards, which would include a strong conflicts of in-
terest policy, and barriers to the revolving door (mov-
ing from the regulated entity to a job with the regu-
lated.

4.2.4 Sophisticated, Nuanced Cybersecurity Assess-
ments

While renowned computer and network security experts
appear to agree that security is a series of complicated trade-
offs, [6], [23], [34] not an abstract property of equipment or
systems, structuring a regulatory agency to undertake in-
formed, nuanced and voter-protective cybersecurity evalua-
tions is qualitatively different task than training individuals
in these skills. Regulatory entities are often subject to polit-
ical appointee leadership who might lack critical knowledge
or capacities for sound judgment. The regulated firms often
seek and sometimes achieve “regulatory capture.” Flawed
personnel decisions can vitiate a sound structural approach
that is designed to achieve the nuanced decisions needed for
national and election security-sensitive policies.
Despite the risks that the regulatory entity may not be

staffed or structured well, the status quo presents too many
risks for its continuation. By combining explicit require-
ments for expertise and public accountability, the regulatory
framework may enhance the likelihood that nuanced, sound
judgments will issue.
Given that effective computer security is virtually never

strictly a property of technical equipment but rather a func-
tion of the interaction of people (including security train-
ing and practices), equipment features (such as avoidance of
software coding errors known to introduce vectors for attack)
and physical circumstances (including physical security, such
as locks and video surveillance), regulatory systems dedi-
cated to achieving high information and information sys-
tem security cannot evaluate only the equipment’s techni-
cal features. In the U.S., for instance, the Voluntary Vot-
ing System Guidelines and accompanying federal lab testing
program commits precisely this error, among many others.
[33] Highly laudable technical and network security features
can be negated by human errors and omissions. Conversely,
poorly designed software and other technical security defi-
ciencies can be somewhat mitigated by security practices in-
cluding staff compliance assessments. [6] “Layered defense”
security principles prescribe multiple levels and types of se-
curity mechanisms, to force an attacker to breach several
rather than only one to compromise the system. The Board
should be charged to evaluate all defensive layers when de-
termining the acceptability of a proposed use of the Internet
in election functions.

4.2.5 Initial Decisions and Burden of Proof
The Board will face threshold decisions concerning which

election administrative or voting tasks that are currently us-
ing the Internet can continue to do so and under what condi-
tions. The Help America Vote Act of 2002, [35] by contrast,

in some respects appears to assume that all election related
activities can be securely conducted over the Internet—a
seriously flawed assumption—yet in others states an empir-
ically “clean rule” governing numbers of permitted DREs.
[36] [2] The law should impose the burden on proof that the
on the applicant for permission to utilize the Internet, with
a required showing that risks to election data security and
integrity are highly remote and very low in potential impact.
The risk of nonpersuasion would thereby be legally reposed
in the applicant.
Another structural mechanism by which to protect the

voting public and election integrity could be to require a
specified supermajority of Board members, for instance, 75%
or 85% of the members, to approve any proposed elections
use of the Internet as sufficiently secure.

4.2.6 Specific Powers and Duties
The Board should be vested with broader statutory au-

thority to protect election security and integrity, including
for instance:

• The authority to identify election practices and proce-
dures, such as connecting an election tabulation server
to the Internet, or re-connect that present grave secu-
rity threats, and have the power to require cessation
of the practice.

• The power to issue binding technical, operational, and
other minimum standards for each discrete election
function that is permitted to be conducted over the
Internet or other networks, and to bar functions if net-
work involvement presents significant risks to the se-
curity, reliability, ballot secrecy, and accuracy of elec-
tions.

If a bright line statutory barrier to Internet delivery of voted
ballots should be contemplated instead of vesting the power
in the Board, three major arguments will be raised that
these questions should be subject to a more nuanced agency
decision making process. First, in those nations that main-
tain a two-stage election tally process, where preliminary or
unofficial vote tallies are followed by more a more careful
thorough canvass (often known as the official or certified re-
sults), the claim will be that any intrusion into networked
tallies and transmissions of voted ballots can be corrected at
the official count. Thus, use of networked communications
should not be off limits for transmitting preliminary tallies
and voted ballots.
Second, arguments will be lodged that where Internet

communications are permitted to be used for delivery of
voted ballots and vote tallies, whether for unofficial or official
tallying, rigorous auditing will deter attacks and also per-
mit correction of tallies if attacks should occur. While rig-
orous auditing indeed should be mandatory, its limits must
be recognized. While auditing is a commonplace in gov-
ernment and business financial matters, auditing elections
remains quite novel with nascent professional standards and
protocols. When pressed to audit elections, governments
often claim to “audit” without using, for instance, random
sampling procedures, auditing every contest, or using sta-
tistical auditing models that provide a 98% degree of confi-
dence that the audited races’ results were correctly reported.
Post-election auditing cannot function as a reliable check on
networked election communications as through the Internet,
nor can it recover blocked or tampered ballots.
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Finally, in some locations, internal election administrative
culture urges employees not to disrupt public confidence in
the agency or its electoral process by reporting irregularities.
Given that some administrators would have decided to use
vulnerable networked transmissions, tacit or explicit pres-
sures may be placed to confirm that no mischief occurred
in the original transmissions or other discretionary tallying
processes, rather than might reveal the flawed planning and
ignorance of the serious risks.
Legislation can remove from the arsenal of discretionary

local and State decision making the options that imperil
election integrity. The legislature need not conclude that
voted ballots and vote tallies can never be securely trans-
mitted over networks such as the Internet, but rather recog-
nize that the array of prerequisites and resources required,
such as exceptional expertise, contingency planning, ongoing
training, and special equipment, to effectively manage and
respond to the dynamic development of cyberthreats, does
not warrant discretionary authority be placed outside the
national Board. Allowing the local governments to be more
security conscious than the national Board should remain
within the permitted range.

4.2.7 Contrast with the U.S. EAC
The election cybersecurity board proposed here stands in

sharp contrast to the current EAC. A few reasons include:
First, the EAC is not staffed with top drawer computer se-
curity experts. Second, the EAC is authorized only to issue
voluntary standards for voting systems, which function as a
voluntary minimum federal standards Third, as directed by
Congress, the EAC, is required to study and discuss, and
then recommend static standards for the voting equipment
that will last perhaps 5 or 10 years, if the EAC Commission-
ers approve of the proposed standards. Fourth, the Board
conception is staffed with a majority of computer scientist
professionals, whose decisions are final on which internet
voting technologies should be authorized. These are the core
differences but they are not exhaustive.

4.2.8 Achieving Public Accountability and Effective
Cybersecurity Compliance

To achieve transparency and accountability objectives, [37]
the Board must be subject to“sunshine” laws that compel an
agency to publicly post its activities, actions and documents,
and conduct its decision-making sessions in the public do-
main. These requirements would necessitate that security
clearances and classified information not be presented to the
Board.
To achieve the accountability needed for public confidence

and legitimate elections, the elections cybersecurity statute
should also:

• Authorize the BoardÕs rulemaking powers to encom-
pass procedures to guarantee meaningful end-to-end
auditability and accountability for every ballot, includ-
ing those transmitted electronically or electromagnet-
ically;

• Vest the Board and the national Justice ministry with
concurrent authority to commence an investigation into
any violation of the elections cybersecurity rules;

• Direct the Agency to initiate a process by which cit-
izens can provide notice to it of alleged violations of

elections cybersecurity rules, shield their identity from
public disclosure, and provide effective whistleblower
protection from adverse employment consequences to
those who report possible elections cybersecurity vio-
lations.

4.3 Transnational Cooperation
Internet and information security threats are systemic and

world-wide. Sharing information on election cybersecurity
risks and attempted attacks can augment mitigations and
criminal prosecutions. Internationally negotiated procedures
will be needed. These objectives of world-wide Internet cy-
bersecurity attention can also be facilitated by treaties, in-
ternational police cooperation, and other mechanisms.

4.4 The U.S. Election Assistance Commission
The chief federal agency acting on electoral administrative

issues is the U.S. Election Assistance Commission (EAC).
An extensive analysis of the EAC’s structure, powers, staffing,
and record on technical issues in elections leads to the con-
clusion that a different agency, likely located within the De-
partment of Homeland Security, should be vested with the
powers to regulate the electoral functions that could securely
utilize the Internet. [38] The EAC has no national security
expertise, and the agency record shows that it has lacked
both appreciation of the risks that inhere in the Internet and
the types of technical expertise requisite to manage complex
computer networks when election tasks are concerned.

5. CONCLUSION
Two competing metaphors represent the information gap

underlying the paper. As metaphor for the dynamic security
environment, consider a swiftly moving river within which
information can be trapped or modified with the ease of
trout fishing in a well-stocked backwoods stream. Constant
vigilance and frequent threat assessments are par.
But through the eyes of elections administrative policy

and equipment procurement officers, the Internet appears
to be an armored currency delivery truck, protected by se-
curity guards who are trained and equipped with weapons
befitting paramilitary officers. Thus protected, they mis-
takenly election officials often gauge cause as an extremely
remote possibility the likelihood of intercepted or fraudulent
information deliveries.
The risks of Internet connectivity charted warrant a re-

vised approach to IT security issues. The serious Inter-
net security information gap warrants innovative thinking,
modified practices, and redesigned governmental structures.
Democratic governments must structurally assure that ap-
propriate technical and security expertise plays a decisive
role in policy decisions concerning election administrative
use of the Internet. It can be structured to manage elections
cybersecurity, thus providing far better voter and national
security protection than available previously.
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ABSTRACT

This position paper proposes a governance model for efficient
power and computing resources usage in cloud computing
environments. We show how optimization of resource allo-
cation can achieve substantial cost reduction. Then we show
the governance that needs to be in place and the steps that
ensure an efficient optimization.
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1. INTRODUCTION
In a changing economic climate IT is confronted with new

challenges which require aligning its priorities to new busi-
ness needs: reducing cost, becoming more environmentally-
friendly are just examples that require companies to have
a second look at how their IT departments and IT infras-
tructure operate. At the same time, the heavy reliance on
IT increases the importance of proper compliance to poli-
cies, guidelines, limits, etc; adjustments in governance are
likely needed to realize these desiderates. In order to react
to environmental challenges and constrains, increased agility
is expected from organizations and therefore from their IT.
For example, responsiveness to changing regulations in the
financial sector becomes more important than ever. Banks
need to quickly assess their exposure to current financial
events. They need to quickly answer questions related to
the impact of the current economic climate on their orga-
nization, and this is not always trivial. This is because the
information is usually scattered on various systems and for-
mats; at times it is hard to even determine what information
is salient to the task at hand. Finding the relevant pieces of
information in a timely fashion, putting them together and
making sense of it all takes time and money. This is just
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an example of the kind of agility that needs to be achieved
virtually overnight in order to respond effectively to cur-
rent environmental challenges. Similar examples exist for
other industries; agility, responsiveness and compliance to
regulations are by no means exclusive characteristics of the
financial industry.
Governance has also to account for new computing mod-

els, among which cloud computing is the most prominent
one. In cloud computing, the computations happen remotely,
in the“cloud”, that is an Internet hosted data centre (see Fig.
1). To achieve economies of scale, a data center hosts a large
number of applications. Consolidating computing, storage
and network resources and sharing them across many ap-
plications are ways to reduce cost and power consumption.
That is possible through two emerging technologies: Virtu-
alization and Software as a Service (SaaS).

• Virtualization is a process of substitution in which a
physical resource is substituted by many logical (vir-
tual) resources. The virtual resources retain the prop-
erties of the physical resource, but will have less ca-
pacity.

• Software as a Service (SaaS) is the delivery of software
functionality online, similar to the one installed on a
local machine. Depending on the content of the ser-
vice, a cloud can offer Infrastructure as a Service (raw
computing services such as CPU and storage), Plat-
form as a Service (COTS, tools, middleware for de-
veloping and deploying applications) and Application
as a Service (end user services). Pricing in a cloud is
not uniform; there are multiple pricing models as the
cloud user can be charged per usage, per subscription,
per transaction.

This paper shows what is needed in order to achieve re-
source utilization optimization within a cloud.
The original contributions of this paper are:

• we define the cloud cost saving as an optimization over
a receding horizon

• we propose the cloud architecture that enables the op-
timization

• we define the governance aspects of the cloud deploy-
ment and operations

• we show how the instantiation of SOA governance makes
cloud optimization possible.
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Related work that motivated this paper includes: the first
author and his collaborators showed ([2] and [3]) that in the
presence of the steady workloads there is a potential for high
cost reduction. This reduction is achieved by optimizing the
resource allocation to applications in the cloud. Also, [1]
makes the case that by consolidating resources, the cost of
running a centre is reduced considerably as is the cost of
the service experienced by the end user. The present pa-
per takes into account variable workloads and proposes a
new optimization technique as well as a SOA governance
approach to cloud optimization. There is a concerted indus-
trial and academic effort to devise a general SOA governance
model [5]. Governance models are supposed to lay a foun-
dation of understanding and provide generic approaches to
governance. As there is no single model for good governance,
no matter what governance framework we use, we still need
to tailor it for the specifics of the organization and/or the
business problem at hand. In this paper we look at how to
apply it to cloud computing and resource optimization in
cloud.
The remainder of the paper is organized as follows: Sec-

tion 2 defines the cloud cost savings as an optimization prob-
lem; Section 3 shows how cloud optimization is an instance
of the SOA governance and Section 4 presents the conclu-
sions.

Figure 1: A cloud overview

2. CLOUD COSTS AND PENALTIES
In general, the profit of a cloud owner Profcloud can be

expressed as

Profcloud = Revenue(Priceapp,#App)− Costcloud (1)

The cost of cloud (Costcloud) is proportional with the
number of resources run in the cloud and is going to be
detailed later. Revenue depends on the pricing schema and,
in general, it is directly proportional with the number of
applications(#App) in the cloud and the price charged per
application. The price per application (Priceapp) is a func-
tion of the number of resources used by the application
(#Res), the price per time unit per resource (PriceTimeRes)
and the time the resource is used (T ime) as shown in equa-
tion (2) below.

Priceapp = #Res ∗ T ime ∗ PriceTimeRes (2)

The equations above reveal that the cloud owner and the
customer of the cloud have conflicting interests. The rev-

enue of the cloud owner and hence his profit depend on the
price charged per application (Priceapp) so the cloud owner
will like that factor as high as possible. On the other hand,
the customer, who owns the application, would like to min-
imize the price per application (Priceapp). Since the price
per application depends on the number of resources (#Res),
the customer and the cloud owner can use the number of re-
sources as a reference term. The only problem is that the
number of resources per application varies with the applica-
tion’s variable workload, and the promise is that the cloud
will automatically detect the need (or lack of need) for re-
sources. Therefore a rigorous mechanism should be in place
that accounts for resource consumption based on workload
and time. At the same time, an application running in a
cloud has to meet the Service Level Agreements (SLAs), the
contractual obligations between the cloud owner and the
application owner. SLAs define quality metrics thresholds,
such as maximum response time and minimum throughput
that the application should achieve under variable work-
loads. If SLAs are breached, the cloud owner pays penalties.
The section below explains in more detail a proposed cost

minimization solution implemented by the cloud owner. This
solution can be shared with the application owner and be
subject of a governance plan between the two parties.

2.1 Model Predictive Control (MPC) and Op-
timization

We look at how we can simultaneously minimize two com-
ponents of the cost:
(a) the penalties P for breaching the SLA agreements
and
(b) the cost C of virtual resources allocated to the appli-

cations running in the cloud

J = P + C (3)

The goal is to minimize the cost J over a time window
T . We express that as a Model Predictive Control (MPC)
multivariable optimization algorithm that uses:

• an internal dynamic model of the cloud and its appli-
cation

• a history of past control optimization actions

• a cost function J over the receding prediction hori-
zon, to calculate the optimum resource allocation in
the cloud subject to technological and operational con-
straints.

The optimization can be detailed as:

Minimize J =

Z t+T

t

 
NX
i=1

wxi(ri − xi) +
NX
i=1

wyiui

!
dt (4)

subject to:

• technological constraints (e.g. low/high limits on num-
ber of resources, of their utilization limits, power and
performance characteristics, etc.)

• policies

• compliance.
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The variables in ([4]) are:

• T : the time horizon for optimization

• N : the number of applications hosted in the cloud

• t: the current time

• xi = i-th SLA variable (e.g. measured response time)

• ri = i-th reference variable (e.g. required response
time)

• ui = i-th controlled variable (e.g. virtual resources)
provisioned or unprovisioned for application i

• wxi = weighting coefficient reflecting the relative im-
portance of xi. Large wxi means that it is very impor-
tant to meet the SLAs for application i.

• wui = weighting coefficient penalizing relative large
values for ui. Large wui means that the cost of re-
sources is more important than meeting SLAs for ap-
plication i

The first term of equation (4) measures the breach of the
SLAs. When ri is smaller that xi, there is a violation of the
SLAs. The second term of equation (4) measures the cost
of resources ui, for each application 1 to N .
Theoretical results, based on simulation of the cloud in-

frastructure and of application workloads have shown that
there is a huge potential for optimization. Fig. 2 shows two
types of optimization as reported in [2, 3]. Optimization is
done for a time unit (it is not over a horizon T as this paper
proposes) and minimizes the number of hosts (not the over-
all cost J as this paper proposes). In Fig. 2, incremental
optimization deploys the new applications incrementally, on
resources left available by the already deployed applications.
Full Optimization performs a global optimization across all
applications even if that means the redeployment of running
applications.

Figure 2: Optimization results (as reported in [2]),
for 2 types of optimization: IO incremental opti-
mization, FO-full optimization

Next section will introduce the necessary cloud governance
that needs to be in place for the equation (4) to be properly
implemented and accounted for. We will follow the SOA
governance model.

3. GOVERNING THE OPTIMIZATION PRO-

CESS
According to The Open GroupÕs SOA Source book [5],

any SOA Governance model (Fig. 3) is made of:

• Technology (including infrastructure and tools that en-
able governance)

• People (organizational structure), including roles and
responsibilities

• Processes (including governed and governing processes)

Figure 3: SOA Governance Model

Once the key governance is put in place (including roles
and responsibilities, policies, standards, guidelines, etc), it
needs to be actively managed (e.g. compliance measure-
ment, change management, exception and appeals mecha-
nisms, etc.).
As the remainder of the paper refers uniquely to the gover-

nance processes put in place to ensure resource optimization
in the cloud, these processes are assumed to be in sync with
the general governance framework in place, aligning with
the business governance principles generally adopted by the
cloud.

3.1 The Technology
Fig. 4 shows the building blocks of the cloud that can im-

plement the optimization problem expressed in (4). First,
the cloud has a monitoring service that traces quality mea-
sures xi, workload per application fi (number of users or
arrival rates) as well as the resource usage Ui.
The measured values are the input in the optimization

block together with the policies, compliance regulations, the
weights w as well as the Service Level Objectives ri. The
Optimization Engine will compute a solution of the opti-
mization problem, that is a set of values ui over a finite
horizon and communicate the decision to the resource pool.
The latter will assign the resources ui to the application App
i. This cycle is repeated continuously, at a rate depending
on the applicationsÕ dynamics.
While in theory the optimization and cost reduction is

possible, in practice can only be accomplished if processes
are in place and if people involved in cloud development
and operations have well defined roles and communicate ef-
fectively.

3.2 The People
Many roles and responsibilities are involved with the set

up and management of governance. They range from Ex-
ecutive and SOA Steering Boards, to Solution and Service

73



Figure 4: Building blocks of the cloud optimization

Development teams. In this paper we only focus on several
roles and responsibilities that are relevant to cloud optimiza-
tion:

• A steering committee. Its role is to approve the strate-
gic direction as well as make decisions about the cloud
governance. Cost optimization should be a criterion
for the committee to address, as guidelines and poli-
cies are put in place. This steering committee should
include the executives, cloud strategists as well as busi-
ness sponsors from the cloud and its cloud users/cus-
tomers/SaaS providers. The steering committee makes
sure that the cloud as well as the applications running
in the cloud are enabled for optimization and have the
required capabilities for monitoring and execution of
the optimization plans.

• A Cloud Center of Excellence needs to determine the
best governing and governed processes (based on best
practices), determine compliance checkpoints and met-
rics as they relate to the optimization.

• A Governance board is responsible for the definition
of standards, policies, guidelines as well as the com-
pliance processes. It also defines the exceptions poli-
cies, for processes triggered by sub-optimal situations,
breached SLAs or unsynchronized applications that
preclude cloud optimization.

• Application Developers assemble available services and/or
develop new ones if necessary. They provide the mon-
itoring and execution end points needed to measure
key performance indicators and to fine-tune the appli-
cation at runtime. The application developer is also in
charge of producing the application metadata, a meta-
model of the application allowing the optimization en-
gine to infer relationships among different components
of the application and determine possible causes of per-
formance degradation, needs to be managed as well. In
most cases, the metamodel takes the shape of a per-
formance model.

• Application Administrator uploads and configures the
application in the cloud, sets up the application Service
Level Objectives and management policies for the ap-
plication; an application administrator might update
the application metamodel with cloud specific param-
eters and policies.

• Cloud administrator is in charge with the overall cloud
management, according to the cloud policies applica-
ble to all customer applications that share resources
on the cloud. A cloud administrator makes sure the

applications are sharing the resource pools (Fig. 4)
and that the weights w reflect company priorities.

3.3 The Processes
Processes can be governing (those put in place to ensure a

proper level of governance) and governed. The optimization
process is a governed process. Other necessary processes re-
fer to the development, deployment, monitoring and change
management of the optimization process. Fig. 5 highlights
the relationships between these processes.
The optimization process is a governed process; it per-

forms the following activities:

• monitors the resources in the cloud as well as the SLAs,

• analyzes current and future workloads

• determines re-configuration points,

• devises a change plan and

• executes that plan.

This managed process is likely an autonomic process, which
rarely requires user intervention.
Development and deployment correspond to the SOA So-

lution Life-Cycle (SDLC) process [5]. We also have a moni-
toring process and change management of the optimization
process. Some activities occur at the application provider
site, others occur at the cloud owner site, yet others are
cross-site.

Figure 5: Governed and governing processes for
cloud optimization

The SDLC activities executed at the application owner
site are normal SDLC activities with additional constrains
imposed by the cloud programming model and optimization
activities. They include:

• Requirements gathering that takes into account the
cloud environment

• Solution design and development that enables SLAs
monitoring, autonomic tuning and provisioning of the
application

• Testing in cloud environment

• Deployment in the cloud

Activities at the cloud owner site include:

• Service and Solution Portfolio Management

• Resource optimization
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• Resource upgrades

• Change management of cloud services all application
depend on

• Communication among cloud roles

Communication processes between cloud and application
providers:

• Communication between cloud and SaaS providers

• Communication between SaaS providers and end users

• Communication with the steering board

• Communication for change management

Done properly, this combination of processes, people re-
sponsibilities and technology choices help minimize resources
costs, as well as increase agility/responsiveness to changes
in the environment.

4. CONCLUSIONS
This position paper presented a cloud computing opti-

mization problem and gave examples of governance mech-
anisms that needed to be put in place to minimize an ob-
jective function. We considered a cloud environment that
automatically provision hardware and software resources to
customer applications; further, customers are charged per
usage, per number and type of resources used. Since the
number of resources is dynamically computed by the cloud,
governance processes have to be put in place to make sure
that dynamic allocation of resources is optimized. This
means that the cloud owner should NOT overprovision the
applications; optimization ultimately is meant to lead to cost
reductions that can be transferred to customers.
The proposed optimization and the surrounding gover-

nance fit into exiting governance models like the SOA gover-
nance technical standard from The Open Group, customized
and enhanced to handle the cloud optimization. We dis-
cussed the technology, people and processes specifics that
make the cost reduction possible.
We can envision several barriers to the adoption of the

proposed models:
Firstly, although there are a number of SOA Maturity

Models and a few methodologies to determine the maturity
of the SOA adoption for an organization, determining the
right level of governance is still not trivial. This is because
there is no “one size fits all” recipe of SOA governance suc-
cess. Also, this is because every organization is different.
The governance levers that need to be in place in every case
largely depend on the organizationÕs specifics.
Secondly, other factors like the organizational structure,

culture and education, as well as the level of resistance to
change are to be considered when adopting this approach.
Poor alignment between business needs and IT priorities is
a clear indication that something needs to change in order
to improve the organization’s efficiency.

To make the proposed model successful, several enablers
need to be put in place:
Firstly, a robust and meaningful set of metrics that are

linked to business priorities.
Secondly, a periodic tracking of the key performance in-

dicators like cost, agility, reuse, time to market, customer
satisfaction and retention. For example, changes in gover-
nance can improve key agility indicators (KAI) like time to
market, etc. Periodic measurements are used to compare ac-
tuals to baselines in order to make sure that processes stay
on target and business goals are consistently achieved.
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